new usr/src/uts/comon/ Makefile.files

R R R R

44792 Fri Nov 6 21:07:26 2015
new usr/src/uts/comon/ Makefile.files
6345 renove xhat support

R R R R R

HEHHHF HHHHHHH HHHFHBHFHBHFHFHFFH RS

CDDL HEADER START

The contents of this file are subject to the terms of the
Common Devel opnent and Distribution License (the "License").
You may not use this file except in conpliance with the License.

You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE
or http://ww. opensol aris.org/os/licensing.

See the License for the specific |anguage governi ng perm ssions

and limtations under the License.

When di stributing Covered Code, include this CDDL HEADER in each
file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.

I f applicable, add the follow ng below this CDDL HEADER, with the
fields enclosed by brackets "[]" replaced with your own identifying
information: Portions Copyright [yyyy]l [nane of copyright owner]

CDDL HEADER END

Copyright (c) 1991, 2010, Oacle and/or its affiliates. All rights reserved.

Copyright (c) 2012 Joyent, Inc. Al rights reserved.
Copyright (c) 2011, 2014 by Del phix. Al rights reserved.
Copyright (c) 2013 by Saso Kiselkov. Al rights reserved.
Copyright 2015 Nexenta Systens, Inc. All rights reserved.

This Makefile defines all file nodules for the directory uts/common
and its children. These are the source files which may be considered
conmon to all SunCS systens.

i 386_CORE_OBJS += \

atomic.o \
avintr.o \
pic.o

spar c_CORE_(OBJS +=

COMMON_CORE_OBJS +=

beep. o
bitset.o
bp_nap. o
brand. o
cpucaps. o
cnt.o

cnt _policy.o
cpu. o
cpu_event. o
cpu_intr.o
cpu_pm o
cpupart.o
cap_util.o
disp.o
group. o
kstat _fr.o

i scsi boot_prop.o \
lgrp.o \

I grp_topo.o \
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88
89
90

CORE_OBJS +=
ZLIB_OBJS =

GENUNI X_0OBJS +=

mapobj . o

nut ex. o
page_l ock. o
page_retire.o
panic.o
param o

pPg. o

pghw. o

put next.o
rctl_proc.o
rw ock. o
seg_knmem o
softint.o
string.o
strtol.o
strtoul .o
strtoll.o
strtoull.o
thread_intr.o
vm page. o

vm pagel i st. o
zlib_obj.o
clock_tick.o

$( COMVON_CORE_CBJS) $( $( MACH) _CORE_OBJS)

i

zutil.o znod.o znod_subr.o \
adl er32.0 crc32.0 deflate.o inffast.o \
inflate.o inftrees.o trees.o

\

access. 0

acl .o

acl _common. o
adjtime.o
alarmo

ai o_subr.o

audi tsys. o
audit_core.o
audi t _zone. o
audi t _nmenory. o
aut oconf. o

avl .o
bdev_dsort. o

bi 0.0

bi t map. o

bl abel . o
brandsys. o
bz2bl ocksort. o
bz2conpress. o
bz2deconpress. o
bz2randtabl e. o
bz2bzlib.o
bz2crctable.o
bz2huf f man. o
callb.o
callout.o
chdir.o

chnod. o

chown. o

cladm o

class.o

cl ock. o

cl ock_hi ghres. o \
cl ock_real tine. o\
close.o \

Pt e
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159
160
161
162
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192
193

conpr ess. o
condvar. o
conf.o
consol e. o
contract.o
copyops. o
core.o
corectl.o
cred.o
cs_stubs. o
dacf.o
dacf_clnt.o
danmap. o \
cyclic.o

ddi .o

ddifmo

ddi _hp_inpl.o
ddi _hp_ndi .o
ddi _intr.o
ddi _intr_inpl.o
ddi _intr_irmo
ddi _nodei d. o
ddi _periodic.o
devcfg. o
devcache. o
device. o
devid. o

devi d_cache. o
devid_scsi.o
devi d_snp. o
devpolicy.o
di sp_l ock. o
dnlc.o
driver.o
dunpsubr. o
driver_lyr.o
dtrace_subr.o
errorg. o

et heraddr. o
evchannel s. o
exacct. o
exacct_core. o
exec. o

exit.o

fbio.o
fentl.o
fdbuffer.o

3
o

fs_reparse.o
fs_subr.o
fsflush.o
ftrace.o
getcwd. o
getdents. o
get | oadavg. o
get pagesi zes. o
getpid.o
gfs.o
rusagesys. o

P
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220
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225
226
227
228
229
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231
232
233
234
235
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237
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241
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243
244
245
246
247
248
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255
256
257
258
259

gid.o
groups. o
grow. o

hat _refnod. o
id32.0

i d_space. o
inet_ntop.o
instance. o
ioctl.o

i p_cksum o

i ssetugid.o
i ppconf. o
kcpc. o

kdi . o

ki conv. o

kl pd. o
kmem o
ksyms_snapshot . o
| _strplunb.o
| abel sys. o
link.o

ist.o

mrapobj sys. o
mencntl. o
nemstr. o

| grpsys.o
nkdir.o
nmknod. o
nount . o
nove. o
nsacct. o

mul tidata.o
nbm ock. o
ndifmo
nice.o

net stack. o
ntptinme. o
nvpair.o
nvpair_al | oc
nvpair_alloc
fnvpair.o
octet.o
open. o
p_online.o
pat hconf. o
pat hnane. o
pause. o
serializer.o
pci _intr_lib.o
pci _cap. o
pcifmo

pgrp.o

e e
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289
290
291
292
293
294
295
296
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299
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325

pgr psys. o
pid.o
pkp_hash. o
policy.o
poll.o

pool . o

pool _pset.o
port_subr.o
ppriv.o
printf.o
priocntl.o
priv.o
priv_const.o
proc.o
procset.o
processor _bind. o
processor _info.o
profil.o
project.o
gsort.o
getrandom o
rctl.o
rctlsys.o
readl i nk.o
refstr.o
renane. o

resol vepath. o
retire_store.o
process. o
rlimt.o
rmap. o

rw. o

rwstl ock. o
sad_conf. o
sid.o

si dsys. o
sched. o
schedct!. o
sctp_crc32.0

e

seg_spt.o
semaphore. o
sendfile.o
session.o
share. o
shuttle.o
sig.o
sigaction.o
sigal tstack.o
signotify.o
si gpendi ng. o
si gpr ocnask. o
si gqueue. o

si gsendset. o
si gsuspend. o
sigtinedwait. o
sl eepg. o
sock_conf.o
space. 0
sscanf. o
stat.o
statfs.o
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331
332
333
334
335
336
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341
342
343
344
345
346
347
348
349
350
351
352
353
354
355
356
357
358
359
360
361
362
363
364
365
366
367
368
369
370
371
372
373
374
375
376
377
378
379
380
381
382
383
384
385
386
387
388
389
390
391

statvfs.o
stol.o
str_conf.o
strcalls.o
stream o
streamio.0
strext.o
strsubr.o
strsun.
subr. o
sunddi
sunndi
sunndi
sunpci
sunpm o
sundl pi . o
suntpi.o
swap_subr. o
swap_vnops. o
symink.o
sync. o

syscl ass. o
sysconfig.o
sysent. o
sysfs.o
system nfo.o
task. o
taskq. o
tasksys. o
time.o
tiner.o
tines.o
timers.o
thread. o
tlabel .o
tnf_res.o
turnstile.o
tty_common. o
u8_textprep.o
uadm n. o
uconv. o

ucr edsys. o
uid.o
umask. o
unount . o
unane. o

uni x_bb. o
unlink.o
urw. o
utine.o

ut ssys. o
uucopy. o
vfs.o
vfs_conf.o
vmem o

vm anon. o

vm as. o

vm neter.o
vm _pageout . 0
vm pvn. o
vmrmo

vm seg. o

vm subr. o

vm swap. o

vm usage. o
vnode. o

o

[eNeloNe]
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393
394
395
396
397
398
399
400
401
402
403
404
405
405

407
408
409
410
411
413
415
417
419
420
421
422
424
426
428
430
432
434
436
437
438
439
441
442
443
444
446
448
450
452
454

456

vui d_queue. o
vuid_store.o
waitqg.o

wat chpoi nt. o
yield.o

scsi _confdata. o
xattr.o
xattr_conmon. o
xdr _nbl k. o

xdr _nmem o
xdr. o
xdr_array. o
xdr _refer.o
xhat . o

zone. o

P

z Stubs for the stand-al one |inker/l|oader
gparc_GENSTUBS_CBJS = \
kobj _stubs. o
i 386_GENSTUBS_OBJS =
COVMON_GENSTUBS_OBJS =
GENSTUBS_OBJS += $( COVMON_GENSTUBS_OBJS) $( $( MACH) _GENSTUBS_OBJS)
#
# DTrace and DTrace Providers
gTRACE_CBJS += dtrace.o dtrace_isa.o dtrace_asmo
SDT_OBJS += sdt_subr.o
PROFI LE_OBJS += profile.o
SYSTRACE_OBJS += systrace.o
LOCKSTAT_OBJS += | ockstat.o
FASTTRAP_OBJS += fasttrap.o fasttrap_isa.o

DCPC_0OBJS += dcpc. o

#

# Driver (pseudo-driver) Mdules
#

| PP_OBJS += ippctl.o

AUDI O_OBJS += audi o_client.o audio_ddi.o audi o_engine.o \
audi o_fltdata.o audio_fornmat.o audio_ctrl.o \
audi o_grc3. 0 audi o_output.o audio_input.o \
audi o_oss. o audi o_sun. o

AUDI CEMJ10K_0OBJS += audi oenul0k. o

AUDI CENS_OBJS += audi oens. o

AUDI OVl AB23X_0BJS += audi ovi a823x. 0

AUDI OVI A97_0OBJS += audi ovi a97. o

AUDI O1575_0BJS += audi 01575. 0

AUDI 0810_0OBJS += audi 0810. 0
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460
462
464
466
468
470
472
474
476
478
480
482
484
486
488
490
492

494
495

497
499
501
503
505
507
509
511
513

515
516

518
520
522

AUDI OCM _OBJS +=
AUDI OCM HD_CBJS
AUDI OHD_OBJS +=
AUDI O XP_OBJS +=
AUDI OLS_OBJS +=
AUDI OP16X_OBJS +
AUDI OPCI _OBJS +=
AUDI OSCLO_OBJS +
AUDI OTS_OBJS +=
AC97_OBJS += ac9
BLKDEV_OBJS += b
CARDBUS_CBJS +=
CONSKBD_OBJS +=
CONSMB_OBJS +=
OLDPTY_OBJS +=
PTC_OBJS +=
PTSL_OBJS +=
PTM OBJS +=

M| _OBIS +=

PTS_OBIS +=
PTY_OBJS +=
SAD_OBJS +=
MD4_OBJS +=
MD5_OBIS +=
SHAL_OBJS +=
SHA2_OBJS +=
SKEI N_OBJS +=
EDONR_OBJS +=
| PGPC_OBJS +=

DSCPMK_OBJS +=
DLCOSMK_OBJS +=
FLOWACCT_OBJS +=

audi ocm . o

+= audi ocmi hd. o

audi ohd. o

audi 0i xp. 0

audiol s. o

= audi op16x. 0

audi opci . o

= audi osol 0. 0

audiots. o

7.0 ac97_ad.o ac97_alc.o ac97_cm .o
| kdev. o

cardbus. o cardbus_hp. o cardbus_cfg.o
conskbd. o

consns. 0

tty_ptyconf.o

tty_pty.o

tty_pts.o

ptmo

mi.o mi_cicada.o nmii_natsem.o mi_intel.o nii_qualsem.o \
mi_marvell.o nmii_realtek.o nii_other.o

pts.o

ptms_conf. o

sad. o

md4. o md4_nod. o

md5. o nmd5_nod. o

shal. o shal_nod. o

sha2. 0 sha2_nod. o

skein. o skein_block.o skein_iv.o skein_nod. o
edonr. o edonr_nod. o

classifierddi.o classifier.o filters.o trie.o table.o \
ba_table.o

dscpnk. o dscprkddi. o
dl cosnk. o dl cosnkddi . o

flowacctddi.o flowacct.o
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524 TOKENMI_OBJS += tokennt.o tokenntddi.o
526 TSWICL_OBJS += tswtcl.o tswclddi.o

528 ARP_OBIJS += arpddi . o

530 | CMP_OBJIS += icnpddi . o

532 | CMP6_0BJS += icnp6ddi.o

534 RTS_OBIJS += rtsddi.o

536 IP_ICMP_OBJS = icnp.o icnp_opt_data.o

537 | P_RTS _OBJS
538 | P_TCP_OBJS

rts.o rts_opt_data.o
tcp.o tcp_fusion.o tcp_opt_data.o tcp_sack.o tcp_stats.o \

539 tcp_misc.o tcp_tiners.o tcp_tine_wait.o tcp_tpi.o tcp_output.o \
540 tcp_input.o tcp_socket.o tcp_bind.o tcp_cluster.o tcp_tunables.o
541 | P_UDP_OBJS = udp. o udp_opt _data. o udp_tunabl es.o udp_stats.o

542 | P_SCTP_OBJS = sctp.o sctp_opt_data.o sctp_output.o \

543 sctp_init.o sctp_input.o sctp_cookie.o \

544 sctp_conn.o sctp_error.o sctp_snnmp.o \

545 sctp_tunabl es. o sctp_shutdown.o sctp_conmon. o \

546 sctp_tinmer.o sctp_heartbeat.o sctp_hash.o \

547 sctp_bind. o sctp_notify.o sctp_asconf.o \

548 sctp_addr.o tn_ipopt.o tnet.o ip_netinfo.o \

549 sctp_misc.o

550 I P_ILB_OBIS = ilb.oilb_nat.o ilb_conn.o ilb_alg_hash.o ilb_alg_rr.o

552 | P_OBJS += ignp.o ipnp.o ip.o ip6.o ip6_asp.o ip6_if.o ip6_ire.o\

553 ip6_rts.o ip_if.oip_ire.oip_listutils.o ip_nroute.o \

554 ip_multi.o ip2mac.o ip_ndp.o ip_rts.o ip_srcid.o\

555 ipddi.o ipdrop.o m.o nd.o tunables.o optcomo snnpcomo \

556 i psec_| oader. o spd.o ipclassifier.o inet_conmon.o | p_squeue.o \
557 squeue. 0 i p_sadb.o ip_ftable.o proto_set.o radix.o ip_dumy.o \
558 i p_hel per_streamo ip_tunables.o \

559 ip_output.o ip_input.o ip6_input.o ip6_output.o ip_arp.o \

560 conn_opt.o ip_attr.o ip_dce.o \

561 $(1P_I CVP_OBIS) \

562 $(1 P_RTS_TBIS) \

563 $(I P_TCP_OBIS) \

564 $(1 P_UDP_OBJS) \

565 $(1 P_SCTP_0BJS) \

566 $(1 P_ILB_TBIS)

568 | P6_0BJS += i p6ddi . o

570 HOOK_OBJS += hook. o

572 NETI_OBJS += neti_inpl.o neti_nod.o neti_stack.o

574 KEYSOCK_OBJS += keysockddi .o keysock.o keysock_opt_data. o
576 | PNET_OBJS += ipnet.o ipnet_bpf.o

578 SPDSOCK_OBJS += spdsockddi .o spdsock.o spdsock_opt_data. o
580 | PSECESP_OBJS += i psecespddi .o i psecesp. o0

582 | PSECAH_OBJS += i psecahddi .o ipsecah.o sadb.o

584 SPPP_OBJS += sppp. 0 sppp_dl pi .o sppp_nod. o s_conmon. o
586 SPPPTUN_OBJS += sppptun.o sppptun_nod. o

588 SPPPASYN_OBJS += spppasyn. o spppasyn_nod. o
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590 SPPPCOWP_COBJS += spppconp. o spppconp_nod. o defl ate. o bsd-conp.o vjconpress.o \
591 zlib.o
593 TCP_OBJS += tcpddi. o
595 TCP6_OBJS += t cp6ddi . o
597 NCA_OBJS += ncaddi . o
599 SDP_SOCK_MOD_(OBJS += socknpd_sdp. o socksdp. o socksdpsubr. o
601 SCTP_SOCK_MOD_OBJS += socknpd_sctp. o socksctp.o socksct psubr.o
603 PFP_SOCK_MOD_OBJS += socknod_pfp. o
605 RDS_SOCK_MOD_OBJS += socknod_rds. o
607 RDS_OBJS += rdsddi.o rdssubr.o rds_opt.o rds_ioctl.o
609 RDSIB_OBJS += rdsib.o rdsib_ib.o rdsib_cmo rdsib_ep.o rdsib_buf.o \

610 rdsi b_debug. o rdsib_sc.o

612 RDSV3_OBJS += af_rds.o rdsv3_ddi.o bind.o |oop.o threads.o connection.o \
613 transport.o cong.o sysctl.o nmessage.o rds_recv.o send.o \
614 stats.o info.o page.o rdma_transport.o ib_ring.o ib_rdma.o \
615 ib_recv.o ib.o ib_send.o ib_sysctl.o ib_stats.o ib_cmo \
616 rdsv3_sc.o rdsv3_debug.o rdsv3_inpl.o rdnma.o rdsv3_af_thr.o
618 | SER_ OBJS += iser.o iser_cmo iser_cq.o iser_ib.o iser_idmo \

619 iser_resource.o iser_xfer.o

621 UDP_OBJS += udpddi . o

623 UDP6_OBJS += udp6éddi . o

625 SY_OBJS += gentty.o

627 TCO OBJIS += ticots.o

629 TCOO OBJS += ticotsord. o

631 TCL_OBIS += ticlts.o

633 TL_OBJS += tl.o

635 DUWP_OBJS += dunp. o

637 BPF_OBJS += bpf.o bpf_filter.o bpf_nod.o bpf_dit.o bpf_nac.o

639 CLONE_OBJS += clone.o

641 CN_OBJS += cons. o

643 DLD OBJS += dld_drv.o dld_proto.o dld_str.o dld_flow o

645 DLS_OBJS += dls.o dls_link.o dls_nod.o dls_stat.o dls_ngnt.o

647 GLD OBJS += gld.o gldutil.o

649 MAC _OBJS += mac. o nmac_bcast.o mac_client.o nac_datapath_setup.o mac_fl ow o
650 mac_hi 0.0 mac_nod. o mac_ndd. o nmac_provi der.o nmac_sched. o \
651 mac_protect.o mac_soft_ring.o mac_stat.o nmac_util.o

653 MAC 6TO4 OBJS += mac_6t 04. 0
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655
657
659
661
663
665

667
668

670
671

673
674
675
676
677

679
681
683

685
686

688
690

692
693
694
695

697
698
699

701
702
703
704

706

MAC_ETHER OBJS +=
MAC | PV4_OBJS +=
MAC_| PV6_OBJS +=
MAC W FI_OBJS +=

mac_et her. o
mac_i pv4. o
mac_i pv6. o

mac_w fi.o

MAC_I B_OBJS += mac_i b. o

| PTUN_OBJS += iptun_dev.o iptun_ctl.o iptun.o

AGGR_OBJS += aggr _dev. o aggr_ctl.o aggr grp 0 aggr_port.o \
aggr_send. o aggr _recv.o aggr_| acp.o

SOFTMAC_OBJS += softmac_nmin.o softmac_ctl.o softmac_capab.o \
softmac_dev. o softnmac_stat.o softmac_pkt.o softmac_fp.o

NET80211_0OBJS += net 80211. 0 net 80211_proto.o net 80211 _i nput.
net 80211_out put. o net 80211_node. o net 80211 crypto o\
net 80211_crypt o_none. o net80211_crypto_wep. o net 80211 ioctl.o \
net 80211 crypto tkip.o net80211_crypto_ccnp.o \
net 80211_ht.

VNI C_OBJS += vnic_ctl.o vnic_dev.o

SI MNET_OBJS += simet.o

| B_OBJS += ibnex.o ibnex_ioctl.o ibnex_hca.o

| BCM_OBJS += ibcminpl.o ibcmsmo ibcmti.o ibcmutils.o ibcmpath.o \
ibcmarp.o ibcmarp_link.o

| BDM_OBJS += ibdm o

| BDVA_OBJS += i bdma. o

| BMF_OBJS += ibnf.o ibnf_inmpl.o ibnf_dr.o ibnf_wge.o ibnf_ud_dest.o ibnf_nod.
ibnf_send.o ibnf_recv.o ibnf_handlers.o ibnf_trans.o \
ibnf timers.o ibnf_nsg.o ibnf_utils.o ibnf_rnpp.o \
ibnf _saa.o ibnf_saa_inpl.o ibnf_saa_utils.o ibnf_saa_events.o

| BTL_OBJS += ibtl_inmpl.o ibtl_util.o ibtl_nemo ibtl_handlers.o ibtl_gp.o \
ibtl cg.o ibtl_w.o ibtl _hca.o ibtl _chan.o ibtl _cmo \
ibtl_ncg.o ibtl_ibnex.o ibtl_srqg.o ibtl_part.o

TAVOR _OBJS += tavor.o tavor_agents.o tavor_cfg.o tavor_ci.o tavor_cnd.o \

tavor_cq.o tavor_event.o tavor_ioctl.o tavor_misc.o \
tavor_nr.o tavor_gp.o tavor_gpnod.o tavor_rsrc.o \
tavor_srqg.o tavor_stats.o tavor_umap.o tavor_w.o

HERMON_OBJS += hernon. o hernon_agents. o hernon_cfg.o hernon_ci.o hernmon_cnd. o \
hermon_cq. o hermon_event. o hermon_ioctl.o hermon_misc.o \
hernon_nr. o hermon_gp. o hernon_gpnod. o hernon_rsrc.o \
hermon_srqg. o hernon_stats.o hernon_umap. o hermon_wr.o \
her mon_f coi b. o hermon_fm o

DAPLT_OBJS += daplt.o

SOL_OFS_OBJS += sol _cna. o sol _ib_cma. o sol _uobj.
sol _of s_debug_util.o sol _ofs_gen_ ut|| o\
sol _kverbs. o

SOL_UCVA_OBJS += sol _ucrma. o

SOL_UVERBS_OBJS += sol _uverbs. o sol _uverbs_conp. o sol _uverbs_event.o \
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sol _uverbs_hca. o sol _uverbs_gp.o

SOL_UMAD_OBJS += sol _unad. o

KSTAT_OBJS +=  kstat.o
KSYM5_OBJS += ksyns. o

| NSTANCE_OBJS += inst_sync.o

I WBCN_OBJS += iwscons. o

LOFI _0OBJS += lofi.o LzmaDec. o
FSSNAP_OBJS += fssnap.o

FSSNAPI F_OBJS += fssnap_if.o
MV OBJS += mem o
PHYSMEM OBJS += physnem o
OPTI ONS_OBJS += options.o

W NLOCK_OBJS += wi nl ocki 0.0

PM OBJS += pm o
SRN_OBJS += srn.o
PSEUDO OBJS += pseudonex. o

RAMDI SK_OBJS += randi sk. o

LLC1_OBJS +=Ilcl.0

USBKBM OBJS += usbkbm o

USBWCM OBJS += usbwcm o

BOFI _OBJS += bofi.o

H D_OBJS += hid.o

USBSKEL_OBJS += usbskel . 0

USBVC _OBJS += ushbvc. o usbvc_v4l 2.0

Hl DPARSER_OBJS += hi dparser.o

USB_AC OBJS += usb_ac.o

USB_AS OBJS += ush_as. o

USB_AH OBJS += usb_ah. o

USBMS_OBJS += ushms. o

USBPRN_OBJS += usbprn.o

UGEN_OBJS += ugen. o

USBSER _OBJS += ushser. o usbser_rseq.o
USBSACM OBJS += ushsacm o
USBSER_KEYSPAN _OBJS += usbser_keyspan. o keyspan_dsd. o keyspan_pi pe. o

12
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788
790
792
794
796

800
801
802
803
805
807
809
811
813
815
817
819
821
823
825
826
827
829
831
833
835
836
837
838
840
841
842
843
844
845
846
848
849

850
851

USBS49_FW OBJS += keyspan_49fw. o

USBSPRL_OBJS +=
USBFTDI _OBJS +=

usbser _pl 2303. 0 pl 2303_dsd. o

ushser_uftdi.o uftdi_dsd.o

USBECM OBJS += usbhecm o

WC_OBJS += wscONsS. 0 vCONns. 0

VCONS_CONF_OBJS += vcons_conf. o

SCSI_OBJS +=

SCSI _VHCI _OBJS +=

scsi_capabilities.o scsi_confsubr.o scsi_control.o \
scsi_data.o scsi_fmo scsi_hba.o scsi_reset_notify.o \
scsi_resource. o scsi_subr.o scsi_transport.o scsi_watch.o \
snp_transport.o

scsi _vhci. o npapi _i npl .o scsi_vhci _tpgs.o

SCSI_VHCI _F_SYM OBJS += sym o

SCSI_VHOI _F_TPGS_OBJS +=
SCSI _VHCI _F_ASYM SUN_OBJS +=
SCSI_VHCI _F_SYM HDS_OBJS +=
SCSI _VHC _F_TAPE_CBJS +=
SCSI_VHCI _F_TPGS_TAPE_OBJS +=

SGEN_OBJS +=
SMP_OBJS +=

SATA_OBJS +=
USBA CBJS +=

USBAL0_OBJS +=
RSM OBJS +=

RSMOPS_OBJS +=
S1394_OBJS +=

HCl 1394_0BJS +=

AV1394_OBIS +=

t pgs. o

asym.sun. o

sym hds. o
tape. o
t pgs_t ape. o
sgen. o
snp. o
sata.o

hcdi.o usba.o usbai.o hubdi.o parser.o genconsole.o \
usbai _pi pe_ngnt. o usbai _req.o usbai _util.o usbai _register.o \
usba_devdb. o usbalO_cal I s. o usba_ugen. o

usbalo0. o

rsmo rsnmka_pat hmanager. o rsnmka_util.o

r smops. o

t1394.0 t1394_errnsg. o0 s1394.0 s1394_addr.o s1394_asynch.o \
s1394_bus_reset. o0 s1394 _cnp. o s1394_csr.o s1394_dev_disc.o \
s1394_fa. o0 s1394_fcp.o \

s1394_hot pl ug. o s1394_i soch. 0o s1394_mi sc. 0 h1394. 0 nx1394. 0

hci 1394. 0 hci 1394_async. o hci 1394_attach. o hci 1394_buf.o \
hci 1394_csr. o hci 1394_det ach. o hci 1394_extern.o \

hci 1394_ioctl .o hci 1394_i soch. o hci 1394_isr.o \

hci 1394 _i x| _conp. o hci 1394_i x| _isr.o hci 1394_i xI _m sc.o \
hci 1394_i x| _update. o hci 1394_m sc. 0o hci 1394_ohci .o \

hci 1394_q. 0 hci 1394_s1394if. o hci 1394_t | abel .0 \

hci 1394_tlist.o hci 1394_vendor. o

av1394.0 av1394_as.o av1394_async.o av1394_cfgromo \

av1394 cnp.o av1394 fcp.o avl394 isoch.o av1394_isoch_chan.o \
av1394_isoch_recv. o avl394_isoch_xnit.o avl394_|ist.o \
av1394_queue. o
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853
854

856
858
860
862

864
865

867
868
869
870
871
872
873
874
875
876

878
880

882
883
884
885
886
887
888
889
890
891
892
893
894
895
896
897
898
899
900
901

903
904
905
906
907
908
909
910
911
912
913
914
915
916
917
918

DCAML394_OBJS += dcam o dcam frane.o dcam paramo dcamreg.o \
dcamring_buff.o

SCSA1394_0BJS += hba. o sbp2_driver.o sbp2_bus.o
SBP2_OBJS += cfgrom o sbp2.o0

14

PMODEM OBJS += pnodem o pnbdem cis.o cis.o cis_callout.o cis_handlers.o cis_para

DSW OBJS += dsw. o dsw_dev.o ii_tree.o

NCALL_OBJS += ncall.o \
ncal | _stub. o

rdc.o \
rdc_dev.o \
rdc_io.o \
rdc_clnt.o \
rdc_prot_xdr.o \
rdc_svc.o \
rdc_bitmap.o \
.0\
\

RDC_OBJS +=

00T

rdc_heal t

rdc_subr.o

rdc_di skq. o
RDCSRV_OBJS += rdcsrv.o
RDCSTUB_OBJS += rdc_stub. o
SDBC_OBJS += sd_bcache. o \
sd_bio.o \
sd_conf.o \
sd_ft.o \
sd_hash. o \
sd_io.o \
sd_msc.o \
sd_pcu.o \
sd_t daenon. o \
sd_trace.o \
sd_iob_inp
sd_iob_i
sd_iob_i
sd_i ob_i
sd_iob_i
sd_iob_i
sd_i ob_i mp
sd_i ob_i mp
safestore.o \
saf estore_ramo

gd38838<
NoulhwhRO
ocoooooo0o0
e

nsctl.o \
nsc_cache. o \
nsc_di sk.o \
nsc_dev.o \
nsc_freeze.o \

NSCTL_OBJS +=

nsc_ncallio.o \
nsc_power.o \
nsc_resv.o \
nsc_rmspin.o \
nsc_solaris.o \
nsc_trap.o \
nsc_list.o

UNI STAT_OBJS += spuni.o \
spcs_s_k.o
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920
921
922
923
924

926

928
929

931
932

934
935

939

NSKERN_OBJS += nsc_ddi.o \
nsc_proc.o \
nsc_raw. o \
nsc_thread.o \

nskernd. o
SV_OBJS += SV. 0

PMCS_OBJS += pnts_attach. o pnts_ds.o pnts_intr.o pntcs_nvram o pnts_sata.o \
pnts_scsa. o pncs_snhba. o pnts_subr.o pnts_fw og. o

PMCS8001FW C_OBJS +=
PMCS8001FW OBJS +=

pnts_fw_hdr. o
$( PMCS8001FW C OBJS) SPCBoot.o ila.o firmmare. o

#

# Buil d up defines and paths.

ST_OBJS += st.o st_conf.o

EMLXS_OBJS += em xs_cl ock. o enl xs_dfc. o em xs_dhchap. o enl xs_di ag. o \

em xs_downl oad. o em xs_dunp. o enl xs_els.o enl xs_event.o \
em xs_fcf.o em xs_fcp.o enl xs_fct.o enm xs_hba.o em xs_ip.o \
em xs_nbox. o em xs_mem o enl xs_nsg. o enl xs_node. o \
em xs_pkt.o em xs_sli3.0 em xs_sli4.0 enm xs_solaris.o \
em xs_t hread. o

EMLXS_FW OBJS += em xs_fw. o

OCE_OBJS += oce_buf.o oce_fmo oce_gld.o oce_hw. o oce_intr.o oce_main.o \
o\

oce_nbx. o oce_ng. o oce_queue.0 oce_rx.o oce_stat.o oce_tx.
oce_utils.o

FCT_OBJS += discovery.o fct.o

QLT_OBJS += 2400.0 2500.0 8100.0 glt.o glt_dnma.o

SRPT_OBJS += srpt_nod.o srpt_ch.o srpt_cmo srpt_ioc.o srpt_stp.o

FCOE_OBJS += fcoe.o fcoe_eth.o fcoe_fc.o

FCOET_OBJS += fcoet.o fcoet_eth.o fcoet_fc.o

FCOEI _0BJS += fcoei.o fcoei_eth.o fcoei_lv.o

| SCSI T_SHARED_OBJS += \
i scsit_common. o

1 SCSI T_OBJS += $(ISCSI T_SHARED_0BJS) \
iscsit.o iscsit_tgt.o iscsit_sess.o iscsit_login.o\
iscsit_text.o iscsit_isns.o iscsit_radiusauth.o \
iscsit_radiuspacket.o iscsit_auth.o iscsit_authclient.o
PPPT_OBJS += alua_ic_if.o pppt.o pppt_nsg.o pppt_tgt.o

STMF_OBJS += lun_nap.o stnf.o

STMF_SBD_OBJS += sbhd. o sbd_scsi.o sbd_pgr.o sbd_zvol .o
SYSMSG _OBJS += sysnsg. o0
SES_OBJS += ses.0 ses_sen.o ses_safte.o ses_ses. o

TNF_OBJS += tnf_buf.o

trace_funcs.o

tnf_trace.o

_ tnf_witer.o
tnf_probe.o

tnf.o

trace_init.o \
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1000
1002
1004
1006
1008
1010
1012
1014
1016
1018
1020
1022
1024
1026
1028
1030
1032
1034
1036
1038
1040
1042
1044
1046
1048
1050

LOG NDMUX_OBJS += | ogi ndnmux. o
DEVI NFO_OBJS += devinfo.o
DEVPOLL_OBJS += devpol |l .o
DEVPOOL_OBJS += devpool . 0
EVENTFD_OBJS += eventfd. o
18042_0BJS += i8042.0
KB8042_OBJS += \

at _keyprocess. o \

kb8042. o \

kb8042_keyt abl es. o

MOUSE8042_0OBJS += nouse8042. 0

FDC_OBJS += fdc.o
ASY_OBJS += asy. o
ECPP_OBJS += ecpp. o
VUl DMBP_OBJS += vui dmi ce. o vui dnBp. o

VUl DMAP_OBJS += vui dm ce. o vui dmidp. o
VUl DVBP_OBJS += vui dmi ce. o vui dnbp. o
VUl DPS2_0OBJS += vui dmice.o vuidps2.0
HPCSVC_OBJS += hpcsvc. o

PCI E_M SC _OBJS += pcie.o pcie_fault.o pcie_hp.o pciehpc.o pcishpc.o pcie_pw.o p
PCl HPNEXUS_OBJS += pci hp. o
OPENEEPR_OBJS += openprom o

RANDOM OBJS += random o

PSHOT_OBJS += pshot. o

GEN_DRV_OBJS += gen_drv.o

TCLI ENT_OBJS += tclient.o

TI MERFD_OBJS += tinerfd.o

TPHCI _OBJS += tphci.o

TVHCI _OBJS += tvhci.o

EMUL64_0OBJS += enul 64. 0 enul 64_bsd. o
FCP_OBJS += fcp.o

FCl P_OBJS += fcip.o

FCSM_OBJS += fcsmo

FCTL_OBJS += fctl.o

FP_OBJS += fp.o
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1052
1053

1055
1057
1059
1061
1063
1065
1067
1069
1071
1073
1075
1077
1079
1081
1083
1085
1087
1089
1090
1091
1092
1093
1095
1097
1099
1100
1101
1102
1104
1106
1108
1110
1112
1113

1114
1115

QLC_OBIJS += gl _api.o ql _debug.o gl _hba_fru.o gl _init.o gl_ioch.o gl _ioctl.o \
gl _isr.o gl _nmbx.o gl _nx.o gl _xioctl.o gl _fw table.o

QLC_FW 2200_0BJS += gl _fw_2200.0
QLC_FW 2300_0BJS += gl _fw_2300.0
QLC_FW 2400_0BJS += gl _fw_2400. 0
QLC_FW 2500_OBJS += gl _fw 2500.0
QLC_FW 6322_0BJS += gl _fw 6322.0
Q.C FW8100_OBJS += gl _fw 8100.0
QLGE_OBJS += glge.o glge_dbg.o glge_flash.o gqlge_fmo qglge_gld.o glge_npi.o
ZCONS_OBJS += zcons. o
NV_SATA _OBJS += nv_sata.o
SI 3124_0OBJS += si 3124.0
AHCI _OBJS += ahci.o
PCl | DE_OBJS += pci-ide.o
PCEPP_OBJS += pcepp. 0
CPC_OBJS += cpc. o
CPUI D_OBJS += cpuid_drv.o
SYSEVENT_OBJS += sysevent.o
BL_OBJS += bl.o
DRM OBJS += drm sunnod. o drmkstat.o drm agpsupport.o \

drmauth.o drmbufs.o drmcontext.o drmdnma.o \

drmdrawable.o drmdrv.o drmfops.o drmioctl.o drmirgqg.

drm | ock.o drmnenory.o drmnsg.o drmpci.o drmscatter.
drm.cache.o drmgemo drmnmmo ati_pcigart.o

o\
o\

FM OBJS += devfm o devfm machdep. o
RTLS_OBJS += rtls.o

#

# exec modul es
§C1JTEXEC_03JS +=aout. o

ELFEXEC OBJS += elf.o0 elf_notes.o old_notes.o
| NTPEXEC_OBJS +=intp. o

SHBI NEXEC_OBJS +=shbin. o

JAVAEXEC OBJS +=j ava. o

#

# file system nodul es

#
AUTOFS_OBJS += auto_vfsops.o auto_vnops.o auto_subr.o auto_xdr.o auto_sys.o

17
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1117
1119

1121
1122
1123
1124
1125

1127
1128

1130
1131

1133
1135
1137

1139
1140

1142
1144

1146
1147
1148
1149
1150
1151
1152
1153
1154
1155
1156
1157

1159
1160
1161
1162
1163
1164

1166
1167
1168
1169
1170
1171
1172
1173
1174
1175
1176
1177
1178
1179

1181
1182

DCFS_OBJS +=
DEVFS_OBJS +=
DEV_OBJS +=

CTFS_OBJS +=

OBJFS_OBJS +=

FDFS_OBJS +=
FI FO_OBIS +=
Pl PE_OBJS +=
HSFS_OBIS +=

LOFS_OBJS +=
NANEFS_OBJS +=
NFS_OBJS +=

NFSSRV_OBJS +=

dc_vnops. o

devfs_subr.o devfs_vfsops.o devfs_vnops.o
sdev_subr. o sdev_vfsops.o  sdev_vnops. o \
sdev_pt sops. o sdev_zvol ops. o sdev_conm o \

sdev_profile.o sdev_ncache.o sdev_net ops. o \
sdev_i pnetops. o \
sdev_vtops. o

ctfs_all.o ctfs_cdir.o ctfs_ctl.o ctfs_event.o \
ctfs_latest.o ctfs_root.o ctfs_symo ctfs_tdir.o ctfs_tnpl.o

objfs_vfs.o objfs_root.o obj fs_common. o \
objfs_odir.o obj fs_data.o

fdops. o

fifosubr.o fifovnops.o

pi pe. o

hsfs_node. o hsfs_subr.o hsfs_vfsops. o hsfs_vnops.o \
hsfs_susp. o hsfs_rrip.o hsfs_susp_subr.o
| of s_subr.o | of s_vfsops. o | of s_vnops. o
nanevfs. o namevno. o

nfs_client.o nfs_common. o nfs_dunp.o \
nfs_subr.o nfs_vfsops. o nfs_vnops.o \
nfs_xdr.o nfs_sys.o nfs_strerror.o \
nfs3_vfsops. o nfs3_vnops. o nfs3_xdr.o \
nfs_acl _vnops.o nfs_acl _xdr.o nfs4_vfsops.o \
nfs4_vnops. o nfs4_xdr.o nfs4_idmap.o \

nf s4_shadow. o nfs4_subr.o \

nfs4_attr.o nfs4_rnode. o nfs4_client.o \

nfs4_acache. o nf s4_conmon. o nfs4 client_state.o \
nfs4_cal | back. o nfs4_recovery.o nfs4_client_secinfo.o \

nfs4_client_debug. o nfs_stats.o \

nfs4_acl.o nfs4_stub_vnops. o nfs_cnd. o
nfs_server.o nfs_srv.o nfs3_srv.o \
nfs_acl _srv.o nfs_auth.o nfs_auth_xdr.o \
nfs_export.o nfs_l og.o nfs_log_xdr.o \
nfs4_srv.o nfs4_state.o nfs4_srv_attr.o \
nfs4_srv_ns.o nfs4_db. o nfs4_srv_deleg.o \

nfs4_del eg_ops. 0o nfs4_srv_readdir.o nfs4_dispatch.o

SMBSRV_SHARED OBJS += \

SVBSRV_OBJS +=

snb_inet.o \
snb_match.o \
snb_nsgbuf.o \
snb_oemo \
smb_string.o \

snb_utf8.0 \
snb_door _| egacy. o \
snmb_xdr.o \

snb_token.o \
snb_t oken_xdr.o \
snb_sid.o \
snb_native.o \
snb_netbios_util.o

$( SMBSRV_SHARED_OBJS) \
snb_acl .o \
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1183
1184
1185
1186
1187
1188
1189
1190
1191
1192
1193
1194
1195
1196
1197
1198
1199
1200
1201
1202
1203
1204
1205
1206
1207
1208
1209
1210
1211
1212
1213
1214
1215
1216
1217
1218
1219
1220
1221
1222
1223
1224
1225
1226
1227
1228
1229
1230
1231
1232
1233
1234
1235
1236
1237
1238
1239
1240
1241
1242
1243
1244
1245
1246
1247
1248

snb_al l oc. o

snb_aut henticate. o
snb_cl ose. o
snb_common_open. o
snb_comon_t r ansact . o
smb_create. o

snb_cred. o

snb_del ete. o
snb_directory. o

snb_di spat ch. o
snb_echo. o

snb_femo

snb_find. o

snb_flush.o
snb_fsinfo.o

snb_f sops. o

snmb_i dmap. o

snb_init.o

snb_kdoor . o
snb_kshare. o
snmb_kutil.o

snb_| ock. o

snb_| ock_byt e_range. o
snmb_| ocki ng_andx. o

snmb_| ogof f _andx. o
snmb_nmangl e_nane. o
snb_nbuf narshallng o]
snb_nbuf _uti

snb_| negotlate 0
snb_net. o

snb_node. o

snb_nt _cancel . o

smb_nt _creat e_andx. o
snb_nt _transact create o
snb_nt _transact_i oct
snb_nt_transact_notify_change.o
snb_nt _transact _quota. o
smb_nt _transact_security.o
snb_odir.o

smb_ofile. o

smh_ _open_andx. o

snmb_opi pe. o

snb_opl ock. o

snb_pat hnane. o
smb_print.o
smb_process_exit.o
snb_query_fileinfo.o
snb_read. o

snb_renane. o

snb_sd. o

smb_seek. o

snb_server. o
snb_session. o
smb_sessi on_set up_andx. o
snb_set _fileinfo.o
smb_si gn_kcf. o

snb_si gni ng. o

snmb_t hread. o

snb_tree.o
smb_trans2_create_directory.o
snb_trans2_dfs. o
snb_trans2_find. o

snb_t ree_connect . o
snb_unl ock_byte_range. o
smb_user. o

snb_vfs.o

e e o e e e e e e e e e e e e e o e
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1249
1250
1251

1253
1254

1256
1257

1259
1261
1263

1265
1266
1267
1268
1269
1270
1271

1273
1274

1276
1277
1278

1280
1281
1282
1283
1284
1285
1286
1287

1289
1290
1291
1292

1294
1295
1296
1297
1298
1299

1302
1303
1304
1305
1306
1308
1310
1312

1314

snmb_vops. o \
snb_vss. o \
snb_wite.o

PCFS_OBJS += pc_alloc.o pc_dir. pc_node. o
pc_vfsops. o pc vnops o

PROC_OBJS += prcontrol .o prioctl.o prsubr. o
prvfsops. o prvnops. o

MNTFS_OBJS +=  mtvfsops. o mt vnops. o

SHAREFS _OBJS += sharetab. o sharef s_vfsops. o

SPEC _OBJS += specsubr. o specvfsops. o specvnops. o

SOCK_OBJS += socksubr. o sockvfsops. o sockpar ans. o
socksyscalls.o socktpi.o sockstr.o \
sockcomon_vnops. o sockcommon_subr. o \
sockconmmon_sops. o sockconmon. o \
sock_not supp. o socknotify.o \
nl 7c. o nl 7curi.o nl 7chttp.o
nl 7cnca. o sodirect. o sockfilter.o

TMPFS_OBJS += tnp_dir.o tnp_subr. o tnp_t node. o
tnp_vnops. o

UDFS_OBJS += udf _alloc.o udf _bmap. o udf _dir.o
udf _i node. o udf _subr. o udf _vfsops. o
udf _vnops. o

UFS_OBJS += ufs_alloc.o uf s_bmap. o ufs_dir.o
uf s_i node. o ufs_subr.o ufs_tables.o
uf s_vnops. o quot a. o quotacal I's. o
uf s f|||o o) ufs_l ockfs.o ufs_thread. o
ufs_acl . ufs_panic.o ufs_directio
ufs_extvnops.o ufs_snap.o lufs.o
lufs_log.o lufs_map. o lufs_top.o

VSCAN_OBJS += vscan_drv. o vscan_svc. o vscan_door. o

NSMB_OBJS += snb_conn. o snb_dev. o snb_i od. o
snb_rqg.o smb_sign.o snb_snb. o
snb_tine.o smb_tran. o smb_trantcp. o

subr _nthain. o

snbfs _vnops.o  snbfs_node. o
snmbfs_client.o snbfs_snb.o
snbf s_subr2. o

snbfs_xattr.o \

LVM nodul es

SMBFS_COWON_OBJS += snbfs_ntac
SMBFS_OBJS +=  snbfs vfsops o
snbf s_acl .
snbfs_subr.o
snbfs_rw ock. o
$( SMBFS_COMMON_OBJS)
#
#
#

MD_OBJS += nd.o nd_error.o nd_ioctl.o nd_nddb. o nd_nanes. o \
md_med. o nd_renane. o nd_subr. o

MD_COMMON_OBJS = nd_convert.o nmd_crc.o nd_revchk. o

MD_DERI VED OBJS = net aned_xdr
SOFTPART_OBJS += sp.o sp_ioctl.o

o nmeta_basic_xdr.o

STRIPE_OBJS += stripe.o stripe_ioctl.o

20

pc_subr.o \

prusrio.o \

sharef s_vnops. o

nl 7cl ogd. o \

tnmp_vfsops.o \

ufs_xattr.o \
ufs_vfsops.o \
quota_ufs.o \
ufs_trans.o \
ufs_log.o \
lufs_thread. o \
| uf s_debug. o

snb_pass. o \
snb_subrs. o \
snb_usr.o \



new usr/src/uts/comon/ Makefile.files

1316
1318
1320
1322
1324

1326
1327
1328
1329
1330
1331
1332
1333
1334
1335
1336
1337
1338
1339
1340
1341
1342
1343
1344
1345
1346
1347
1348
1349
1350
1351
1352
1353
1354
1355
1356
1357
1358
1359
1360
1361
1362
1363
1364
1365
1366
1367
1368
1369
1370
1371
1372
1373
1374
1375
1376
1377
1378
1379
1380

HOTSPARES_OBJS += hot spares. o

RAID_OBJS += raid.o raid_ioctl.o raid_replay.o raid_resync.o rai d_hotspare.o
M RROR _OBJS += mirror.o mrror_ioctl.o mirror_resync.o

NOTI FY_OBJS += nd_notify.o

TRANS_OBJS += ndtrans.o trans_ioctl.o trans_|l og.o

ZFS_COWON_OBJS +=

arc.o

bl kptr.o
bplist.o
bpobj . o
bptree. o
bqueue. o
dbuf . o
ddt.o

ddt _zap. o
dnu. o

dmu_diff.o
dmu_send. o
dmu_obj ect. o
dmu_obj set. o
dmu_traverse. o
dmu_t x. o
dnode. o
dnode_sync. o
dsl _bookmar k. o
dsl _dir.o

dsl _dat aset.o
dsl _deadlist.o
dsl _destroy. o
dsl _pool . 0

dsl _synctask. o
dsl _userhol d. o
drmu_zfetch. o
dsl _del eg. o
dsl _prop.o

dsl _scan. o
zfeature.o
gzip.o

1'z4.0

lzjb.o

met asl ab. o
multilist.o
range_tree.o
refcount.o

rrw ock. o

sa.o

sha256. o

edonr _zfs.o
skein_zfs.o
spa. o
spa_config.o
spa_errlog.o
spa_history.o
spa_mi sc. 0
space_map. o
space_reftree. o
txg. o
uber bl ock. o
uni que. o
vdev. o

o e e e e e e e e e e e e e e e e e e o o o o e o e o o o e e e e e
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1381
1382
1383
1384
1385
1386
1387
1388
1389
1390
1391
1392
1393
1394
1395
1396
1397
1398
1399
1400
1401
1402
1403
1404

1406
1407
1408
1409
1410
1411
1412
1413
1414

1416
1417
1418
1419
1420
1421
1422
1423
1424
1425
1426
1427
1428
1429
1430

1432
1433

1435
1436
1437
1438
1440
1442
1444

1446

vdev_cache. o
vdev_file.o
vdev_| abel . o
vdev_nmirror.o
vdev_mi ssing. o
vdev_queue. 0
vdev_raidz. o
vdev_root.o
zap. o

zap_l eaf. o
zap_micro. o
zfs_byt eswap. o
zfs_debug. o
zfs_fmo
zfs_fuid.o
zfs_sa.o
zfs_znode. o
zil.o

zi0.0

zi o_checksum o
zi 0_conpress. o
zio_inject.o
zle.o

zrl ock. o

o e e e e —

ZFS_SHARED OBJS +=
zf eat ure_common. o
zfs_comutil.o
zfs_del eg. o
zfs_fletcher.o
zf s_nanecheck. o
zfs_prop.o
zpool _prop. o
Zpr op_conmon. 0

e —

ZFS_OBJS +=
$(ZFS_COVWON_OBJS)
$( ZFS_SHARED_OBJS)
vdev_di sk. o
zfs_acl.o
zfs_ctldir.o
zfs_dir.o
zfs_ioctl.o
zfs_log.o
zfs_onexit.o
zfs_replay.o
zfs_rlock.o
zfs_vfsops.o
zfs_vnops. o
zvol . o

——— e —

ZUT_OBIJS += \
zut.o

ﬁ streams nodul es
gUFNC[LCBJS += buf nod. o
CONNLD_OBJS += connld.o

DEDUMP_OBJS += dedunp. o

DRCOVPAT_OBJS += drconpat. o

LDLI NUX_OBJS += | dlinux.o
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1448 LDTERM OBJS += Ildtermo uwidth.o

1450 PCKT_OBJS += pckt.o
1452 PFMOD_OBJS +=  pfrnod. o
1454 PTEM OBJS += ptemo

1456 REDI RMOD_OBJS += strredirmo
1458 TI MOD _OBJS += tinod. o
1460 TIRDWR_OBJS += tirdw.o

1462 TTCOMPAT_OBJS +=ttconpat.o
1464 LOG OBJS += log. 0

1466 PI PEMOD _OBJS += pi penod. o

1468 RPCMOD_OBJS += rpcnod. o clnt_cots.o
1469 clnt_gen.o clnt_perr.o
1470 rpc_prot.o rpc_sztypes. o
1471 svc. 0 svc_clts.o
1472 rpcsys. o xdr _si zeof . 0
1473 xdr _rdna. o rdma_subr. o
1475 KLMVOD_OBJS += ki nmod. o \

1476 nlminmpl.o \

1477 nlmrpc_handle.o \

1478 nl mdispatch.o \

1479 nlmrpc_svc.o \

1480 nimclient.o \

1481 nlmservice.o \

1482 nilmprot_clnt.o \

1483 nlmprot_xdr.o \

1484 nilmrpc_clnt.o \

1485 nsm addr_clnt.o \

1486 nsm addr_xdr.o \

1487 sminter_clnt.o \

1488 sm.inter_xdr.o

1490 KLMOPS_OBJS += Kkl nops. o

1492 TLIMOD_OBJS += tlinod.o t_kalloc.o
1493 t _kconnect. o t_kfree.o
1494 t _krcvudat. o t _ksndudat . o
1495 t_kutil.o

1497 RLMOD_OBJS += rlnod. o
1499 TELMOD_OBJS += tel nod. o
1501 CRYPTMOD_OBJS += cryptnod. o

1503 KB_OBJS += kbd. o keyt abl es. o

1505 #

1506 # | D mappi ng nodul e

1507 #

1508 | DVAP_OBJS += i dmap_nod. o i dmap_kapi . o
1510 #

1511 # schedul i ng cl ass nodul es

1512 #

clnt_clts.o \
nt_rpcinit.o
rpc_subr.o
svc_gen. o
clnt_rdma. o
xdrrdnme_si zeof . o

rpc_cal msg.o \
rpcb_prot.o \
svc_cots.o \
svc_rdma. o \

t _kbind. o t_kclose.o \
t_kgtstate.o t _kopen.o \
t_kspoll.o t _kunbind.o \

i dmap_xdr. o i dmap_cache. o

23
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1513 SDC_OBJS += sysdc. o

1515 RT_OBIJS += rt.o

1516 RT_DPTBL_OBJS += rt_dpthbl.o
1518 TS OBJS += ts.o

1519 TS _DPTBL_OBJS += ts_dptbl.o
1521 | A OBJS += ia.o

1523 FSS_OBJS += fss.o

1525 FX_OBJS += fx.o

1526 FX_DPTBL_OBJS += fx_dpthl.o
1528 #

1529 #

1530 #

1531 | PC_OBJS += ipc.o

I nter-Process Communi cation (IPC) nodul es

1533 | PCMSG_OBJS += msg.o0

1535 | PCSEM OBJS += semo

1537 | PCSHM OBJS += shmo
1539 #

1540 #

1541 #

1542 COVMON_BI GNUM OBJS += bi gnum nod. o bi gnumi npl . o

bi gnum nodul e

1544 Bl GNUM OBJS += $( COMMON_BI GNUM OBJS) $( BI GNUM PSR OBJS)

1546 #

1547 # kernel cryptographic framework

1548 #

1549 KCF_OBJS += kcf. o kcf_call prov.o kcf_cbufcall.o kcf_cipher.o kcf_crypto.o \
1550 kcf _cryptoadm o kcf_ctxops. o kcf_digest.o kcf_dual.o \

1551 kcf _keys. o kcf _mac. o kcf _nmech_tabs. o kcf_nmiscapi.o \

1552 kcf _object.o kcf_policy.o kcf_prov_lib.o kcf_prov_tabs.o \

1553 kcf _sched. o kcf_session.o kcf_sign.o kcf_spi.o kcf_verify.o \
1554 kcf _random o nodes. o ecb.o cbc.o ctr.o ccmo gcmo \

1555 fips_random o

1557 CRYPTOADM OBJS += cryptoadm o
1559 CRYPTO OBJS += crypto.o
1561 DPROV_OBJS +=  dprov.o

1563 DCA_OBJS +=
1564

dca. o dca_3des.o dca_debug. o dca_dsa.o dca_kstat.o dca_rng.o \
dca_rsa.o

1566 AESPROV_OBJS += aes. o0 aes_i npl.o aes_nodes. o

1568 ARCFOURPROV_OBJS += arcfour.o arcfour_crypt.o

1570 BLOWFI SHPROV_OBJS += bl owfi sh. o bl owfish_inpl.o

1572 ECCPROV_OBJS += ecc.0 ec.0 ec2_163.0 ec2_nont.o ecdecode.o ecl _nmult.o \

1573 ecp_384.0 ecp_jac.o ec2_193.0 ecl.o ecp_192.0 ecp_521.0 \
1574 ecp_jmo ec2_233.0 ecl_curve.o ecp_224.0 ecp_aff.o \

1575 ecp_nont.o ec2_aff.o ec_naf.o ecl_gf.o ecp_256.0 np_gf2mo \
1576 nmpi .o nplogic.o npnontg.o npprine.o oid.o \

1577 secitemo ec2_test.o ecp_test.o
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1579 RSAPROV_OBJS += rsa.o rsa_i npl.o pkcsl.o 1645 # crypto/ hash_provi der

1646 CRYPTO HASH= hash_kef _generic. o hash_knd5. 0 hash_crc32. 0 hash_kshal. o
1581 SWRANDPROV_OBJS += sw and. o
1648 # crypt o/ keyhash_provi der

1583 # 1649 CRYPTO_KEYHASH= deschbc. o k5_knd5des. o k_hmac_nd5. o
1584 # kernel SSL
1585 # 1651 # crypto/crc32
1586 KSSL_OBJS += kssl.o ksslioctl.o 1652 CRYPTO _CRC32= crc32.0
1588 KSSL_SOCKFI L_MOD_OBJS += ksslfilter.o ksslapi.o ksslrec.o 1654 # crypto/old
1655 CRYPTO OLD= ol d_decrypt.o ol d_encrypt.o
1590 #
1591 # m sc. nodul es 1657 # crypto/raw
1592 # 1658 CRYPTO RAWE raw _decrypt.o raw_encrypt.o
1594 C2AUDI T_OBJS += adr.o audit.o audit_event.o audit_io.o \ 1660 K5_KRB= kfree.o copy_key.o \
1595 audit_path.o audit_start.o audit_syscalls.o audit_token.o \ 1661 parse.o init_ctx.o \
1596 audi t _mem o 1662 ser_adata.o ser_addr.o \
1663 ser_auth.o ser_cksumo \
1598 PCI C_OBJS += pcic.o 1664 ser_key.o ser_princ.o \
1665 serialize.o unparse.o \
1600 RPCSEC_OBJS += secnod. o sec_clnt.o sec_svc. 0 sec_gen.o \ 1666 ser_actx.o
1601 auth_des. o auth_kern. o aut h_none. o aut h_| oopb. o\
1602 aut hdesprt.o aut hdesubr. o authu_prot.o \ 1668 K5_0S= tineofday.o toffset.o \
1603 key_call.o key_prot.o svc_aut hu. o svcaut hdes. o 1669 init_os_ctx.o c_ustine.o
1605 RPCSEC _GSS_OBJS += rpcsec_gssnod. 0 rpcsec_gss. 0 rpcsec_gss_misc.o \ 1671 SEAL= seal .0 unseal .o
1606 rpcsec_gss_utils.o svc_rpcsec_gss. o
1673 MECH= del ete_sec_context.o \
1608 CONSCONFI G OBJS += consconfig.o 1674 i nport_sec_context.o \
1675 gssapi _krb5.0 \
1610 CONSCONFI G DACF_OBJS += consconfig_dacf.o conspl at.o 1676 k5seal . 0 k5unseal . 0 k5seal v3.0 \
1677 ser_sctx.o \
1612 TEM OBJS += temo temsafe.o 6x10.0 7x14.0 12x22.0 1678 sign.o \
1679 util_crypt.o \
1614 KBTRANS _OBJS += \ 1680 util_validate.o wutil_ordering.o \
1615 kbtrans. o \ 1681 util_segnumo util_set.o util_seed.o \
1616 kbt rans_keyt abl es. o \ 1682 wrap_size_limt.o verify.o
1617 kbt rans_pol | ed. o \
1618 kbtrans_streans. o \
1619 usb_keyt abl es. o
1686 MECH GEN= util _token.o
1621 KGSSD_OBJS += gssd_cl nt _stubs. o gssd_handl e.o gssd_prot.o \
1622 gss_di spl ay_nane. o gss_rel ease_nane. o gss_i nport_nane. o \
1623 gss_rel ease_buffer.o gss_rel ease_oid_set.o gen_oi ds. o gssdnod. o 1689 KGSS_KRBS OBJS += krb5nech.o \
1690 $(MECH) $(SEAL) $(MECH GEN) \
1625 KGSSD_DERI VED_OBJS = gssd_xdr. o 1691 $(CRYPTO $( CRYPTO DES) $( CRYPTO DK) $( CRYPTO ARCFOUR) \
1692 $( CRYPTO ENC) $( CRYPTO HASH) \
1627 KGSS_DUMW_OBJS += dnech. o 1693 $( CRYPTO_KEYHASH) $( CRYPTO_CRC32) \
1694 $(CRYPTO_OLD) \
1629 KSOCKET_OBJS += ksocket.o ksocket_nod. o 1695 $(CRYPTO_RAW $(K5_KRB) $(K5_0S)
1631 CRYPTO= cksuntypes. o decrypt.o encrypt.o encrypt_length.o etypes.o \ 1697 DES_OBJS += des_crypt.o des_inpl.o des_ks.o des_soft.o
1632 nfold.o verify_checksumo prng.o bl ock_size.o make_checksum o\
1633 checksum | ength. o hmac. o defaul t _state. o mandat ory_suntype. o 1699 DLBOOT_OBJS += boot param xdr.o nfs_dlinet.o scan.o
1635 # crypto/ des 1701 KRTLD OBJS += kobj _bootfl ags. o getoptstr.o \
1636 CRYPTO DES= f_cbc.o f_cksumo f_parity.o weak_key.o d3_cbc.o ef_crypto.o 1702 kobj . o kobj _kdi .o kobj _Imo kobj_subr.o
1638 CRYPTO DK= checksum o derive.o dk_decrypt.o dk_encrypt.o 1704 MOD_OBJS += nmodct! . o nodsubr. o nodsysfile.o nodconf.o npdhash. o
1640 CRYPTO _ARCFOUR= k5_arcfour.o 1706 STRPLUMB_OBJS += strplunb. o
1642 # crypto/ enc_provi der 1708 CPR_OBJS += cpr_driver.o cpr_dunp.o \
1643 CRYPTO ENC= des. o des3.0 arcfour_provider.o aes_provider.o 1709 cpr_main.o cpr_msc.o cpr_nod.o cpr_stat.o \

1710 cpr_uthread. o
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1712 PROF_OBJS += prf.o

1714 SE_OBJS += se_driver.o

1716 SYSACCT_OBJS += acct.o

1718 ACCTCTL_OBJS += acctctl.o

1720 EXACCTSYS _OBJS += exacctsys. o

1722 KAIO OBJS += aio0.0

1724 PCMCI A_OBJS += pcntia.o ¢s.0 cis.o cis_callout.o cis_handlers.o cis_parans.o
1726 BUSRA_OBJS += busra.o

1728 PCS_OBJS += pcs. o0

1730 PSET_OBJS += pset.o

1732 OHCl _OBJS += ohci .o ohci _hub.o ohci _polled.o

1734 UHCI _OBJS += uhci.o uhciutil.o uhcitgt.o uhcihub.o uhcipolled.o

1736 EHClI _OBJS += ehci .o ehci _hub.o ehci_xfer.o ehci_intr.o ehci_util.o ehci_polled.o
1738 HUBD_OBJS += hubd. o

1740 USB_M D_OBJS += usb_mnid.o

1742 USB_ | A OBJS += usb_ia.o

1744 SCSA2USB_OBJS += scsa2usb. o usb_mns_bul konly. o usb_ns_chi .o

1746 | PF_OBJS += ip_fil solans ofil.o solaris.o ip_state.o ip_frag.o ip_nat.o \
1747 i p_proxy.o ip_auth.o ip_pool.o ip_htable.o ip_Iookup.o \

1748 ip_log.o misc.o ip_conpat.o ip_nat6.o drand48.o

1750 | PD_OBJS += ipd. o

1752 |1 BD_OBJS += ibd.o ibd_cmo

1754 ElI BNX_OBJS += enx_main.o enx_hdlrs.o enx_ibt.o enx_log.o enx_fip.o \

1755 enx_m sc.0 enx_(g.0 enx_ctl.o

1757 EQ B_OBJS += eib_admo eib_chan.o eib_cm.o eib_ctl.o eib_data.o \

1758 elbflpoelblbtoelblogoelbnacoelbrmlno\

1759 eib_rsrc.o eib_svc.o eib_vnic.o

1761 DLPI STUB_OBJS += dl pistub.o
sdpddi . o
1765 TRILL_OBJS += trill.o

1763 SDP_OBJS +=

1767 CTF_OBJS += ctf_create.o ctf_decl.o ctf_error.o ctf_hash.o ctf_labels.o \
1768 ctf_l ookup.o ctf_open.o ctf_types.o ctf_util.o ctf_subr.o ctf_nod.o

1770 SMBI OS_OBJS += snb_error.o snb_info.o snb_open.o snb_subr.o snb_dev. o
1772 RPCIB_OBJS += rpcib.o

1774 KNMDB_OBJS += kdrv. o

1776 AFE_OBJS += afe.o
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1778
1779

1781
1783
1785
1787

1789
1790

1792
1793

1795
1797
1799

1801
1802

1804
1806
1808
1810
1812
1814
1816
1818
1820
1822
1824
1826
1828
1830
1832
1834
1836
1838
1840
1842

28
BGE_OBJS += bge_mmi n2. 0 bge_chi p2. 0 bge_kstats.o bge_|l og.o bge_ndd.o \

bge_atom c.o0 bge_mii.o bge_send.o bge_recv2.0 bge_nii_5906.0
DMFE_OBJS += dnfe_log.o dnfe_main.o dnfe_mii.o
EFE_OBJS += efe.o0
ELXL_OBJS += elxl.o
HVE_OBJS += hne. o

| XGB_OBJS += ixgb.o ixgb_atom c.o ixgb_chip.o ixgb_gld.o ixgb kstats.o \
ixgb_l og. o ixgb_ndd.o ixgb_rx.o ixgbh_tx.o ixgb_xmnmi.o

NGE_OBJS += nge_nmi n. 0 nge_atom c. 0 nge_chi p.o nge_ndd.o nge_kstats.o \
nge_|l 0g. 0 nge_rx.o nge_tx.o0 nge_xmi.o

PCN_OBJS += pcn. o
RCGE_OBJS += rge_main.o rge_chip.o rge_ndd.o rge_kstats.o rge_log.o rge_rxtx.o
URTW OBJS += urtw. o

ARN_OBJS += arn_hw. o arn_eepromo arn_mac.o arn_calib.o arn_ani.o arn_phy.o arn_
arn_main.o arn_recv.o arn_xmit.o arn_rc.o

ATH OBJS += ath_aux.o ath_main.o ath_osdep.o ath_rate.o
ATU OBJS += atu.o

| PWOBJS += i pw2100_hw. o i pw2100. 0o

I W_OBJS += i pw2200_hw. o i pw2200. o

IVWH OBJS += iwh.o

I WK_OBJS += iwk2.0

I WP_OBJS += iwp. o0

MAL_OBJS += mWl . o

MALFW OBJS += mwl f w_npde. o

WPl _OBJS += wpi.o

RAL_OBJS += rt2560.0 ral _rate.o

RUM OBJS += rum o

RWD_OBJS += rt2661.0

RWN_OBJS += rt2860.0

UATH _OBJS += uath.o

UATHFW OBJS += uat hf w_nod. o

URAL_OBJS += ural .o

RTW OBJS += rtw. 0 snt93cx6.0 rtwphy. o rtwphyio.o
ZYD_OBJS += zyd.o zyd_usb.o zyd_hw.o zyd_fw o
MXFE_OBJS += nxfe.o
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1844 MPTSAS_OBJS += nptsas. o nptsas_hash.o nptsas_inpl.o nptsas_init.o \
1845 nptsas_rai d. o nptsas_smhba. o

1847 SFE_OBJS += sfe.o sfe_util.o

1849 BFE_OBJS += bfe.o

1851 BRI DGE_OBJS += bridge. o

1853 | DM_SHARED_OBJS += base64.o0

1855 | DM _OBJS += $(1 DM_SHARED_0OBJS) \

1856 idmo idminpl.o idmtext.o idmconn_smo idmso.o

1858 VR OBJS += vr.o

1860 ATGE_OBJS += atge_mmin.o atge_|l le.o0 atge_nii.o atge_| 1.0 atge_|l1lc.o
1862 YGE_OBJS = yge.o

1864 SKD_0BJS = skd.o

1866 NVME_OBJS = nvne. o

1868 #

1869 # Build up defines and paths.

1870 #

1871 LI NT_DEFS += - Duni x

1873 #

1874 # This duality can be renpved when the native and target conpilers
1875 # are the same (or at |east recognize the same conmmand |ine syntax!)
1876 # It is a bug in the current conpilation systemthat the assenber
1877 # can't process the -Y I, flag.

1878 #

1879 NATI VE_I NC_PATH += $(1 NC_PATH) $( CCYFLAG) $( UTSBASE)/ conmon

1880 AS_I NC_PATH += $(1 NC_PATH) -1 $( UTSBASE)/ conmon

1881 | NCLUDE_PATH += $( I NC_PATH) $( CCYFLAG $( UTSBASE) / cormpn

1883 PClI EB_OBJS += pcieb.o

1885 # Chel sio N110 10G NI C driver nodul e

1886 #

1887 CH OBJS = ch.o glue.o pe.o sge.o

1889 CH COM OBJS = ch_mac. o ch_subr.o cspi.o espi.o ixf1010.0 nt3.0 nt4.0 nc5.0 \
1890 mv88elxxx. o mv88x201x. 0 ny3126.0 pnB393.0 tp.o ulp.o \
1891 vsc7321. 0 vsc7326.0 xpak.o

1893 #

1894 # Chel sio Term nator 4 10G NI C nexus driver nodul e

1895 #

1896 CXGBE_FW OBJS = t4 fwo td cfg.o

1897 CXGBE_COM OBJS = t4_hw. o common. o

1898 CXGBE_NEX_OBJS = t4_nexus.o t4_sge.o t4_mac.o t4_ioctl.o shared.o \
1899 t4_12t.o adapter.o osdep.o

1901 #

1902 # Chel sio Term nator 4 10G NI C driver nodul e

1903 #

1904 CXGBE_OBJS = cxgbe. o

1906 #

1907 # PCl strings file

1908 #

29
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1909
1911

1913
1914
1915
1916

1918
1919
1920

1922
1923
1924
1925
1926
1927
1928
1929
1930
1931
1932
1933

1935
1936
1937
1938
1939
1940
1941

1943
1944
1945
1946
1947

1949
1950
1951
1952

1954
1955
1956
1957
1958
1959
1960
1961
1962

1964
1965
1966
1967
1968
1969
1970
1971
1972
1973

30
PCl _STRING OBJS = pci _strings.o
NET_DACF_OBJS += net _dacf.o

#

# Xframe 10G NI C driver nodul e
#

XGE_OBJS = xge.o xgell.o

XGE_HAL_OBJS = xgehal -channel . o xgehal -fifo.o xgehal -ring.o
xgehal -driver.o xgehal -mm o xgehal -stats. o

xge- queue. o xgehal -ngnt. o xgehal - ngnt aux. o

xgehal -config.o \
xgehal - device.o \

e1000/i gb common obj s

#

#

#

# H storically e1000g and i gb had separate copies of all of the comon

# code. At this tine while they are now sharing the same copy of it, they
# are building it into their own nodul es which is due to the differences
# in the osdep and debug portions of their code.

#
E

1000API _OBJS += e€1000_80003es2l an. 0 €1000_82540. 0 e1000_82541. 0 e1000_82542.0 \
€1000_82543. 0 €1000_82571. 0 e1000_api .o e1000_i ch8l an.o \
€1000_nmc. 0o e1000_nanage. 0 €1000_nvm o e1000_phy. o \
€1000_82575. 0 e1000_i 210. 0 €1000_nbx. o 1000 _vf.o

#
# e1000g nodul e
#

E1000G OBJS += e1000g_debug. o e1000g_nmi n. o €1000g_al loc.o0 \
e1000g_t x. 0 e1000g_rx. o0 el1l000g_stat.o \

€1000g_osdep. o e1000g_wor kar ounds. o

82575 1G NI C driver nodul e
igb_buf.o igb_debug.o igb_gld.o igb_log.o igb_main.o\
igb_rx.o igb_stat.o igb_tx.o igb_osdep.o

Pro/ 100 NI C driver nodul e

iprb.o

10GE PCIE NI C driver nodul e

i xgbe_82598. 0 i xgbe_82599. o i xgbhe_api . o
i xgbe_conmon. o i xgbe_phy. o

i xgbe_buf. o i xgbe_debug. o i xgbe_gld. o

i xgbe_l 0og. 0o i xgbe_main. o

i xgbe_osdep. o i xgbe_rx. o ixgbe_stat.o

i xgbe_tx.o

—— e ——

i xgbe_x540. 0o i xgbe_nbx. o

#

# NIU 10G 1G driver nodul e

#

nxge_mac. 0 nxge_i pp. 0 nxge_r xdma. o

nxge_t xdma. 0 nxge_t xc. 0 nxge_nai n. o
nxge_hw. o nxge_fzc.o nxge_virtual .o
nxge_send. o nxge_cl assify.o nxge_fflp.o
nxge_f fl p_hash. o nxge_ndd. o nxge_kstats.o
nxge_zcp. o nxge_fm o nxge_espc.o nxge_hv.o
nxge_hi 0. 0 nxge_hi o_guest.o nxge_intr.o

—— - ——
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1975 NXGE_NPI _OBJS =\ 2041 #
1976 npi .o npi _mac. o npi_i pp. o \ 2042 # CPQARY3 nodul e
1977 npi _txdma. o npi _rxdma. o npi _txc.o \ 2043 #
1978 npi _zcp. o npi_espc.o npi_fflp.o \ 2044 CPQARY3_OBJS = cpqary3.0 cpgary3_noe.o cpgary3_tal k2ctlr.o \
1979 npi _vir.o 2045 cpgary3_isr.o cpgary3_transport.o cpgary3_memo \
2046 cpgary3_scsi.o cpgary3_util.o cpgary3_ioctl.o \
1981 NXGE_HCALL_OBJS = \ 2047 cpgar y3_bd. o
1982 nxge_hcal |l . o
2049 #
1984 # 2050 # 1 SCSI _I NI TI ATOR nodul e
1985 # Virti o nodul es 2051 #
1986 # 2052 | SCSI _I NI TIATOR OBJS = chap.o iscsi_io.o0 iscsi_thread.o \
2053 iscsi_ioctl.o iscsid.o iscsi.o
1988 # Virtio core 2054 iscsi_login.oisns_client.o iscsiAuthdient.o
1989 VIRTIO OBJS = virtio.o 2055 iscsi_lun.o iscsiAuthCientdue.o
2056 iscsi_net.o nvfile.o iscsi_cnd.o \
1991 # Virtio block driver 2057 i scsi_queue. o0 persistent.o iscsi_conn.o \
1992 VI OBLK_OBJS = viobl k.o 2058 i scsi_sess.o radius_auth.o iscsi_crc.o \
2059 i scsi_stats.o radi us_packet.o iscsi_doorclt.o
1994 # Virtio network driver 2060 iscsi_targetparamo utils.o kifconf.o
1995 VIO F_OBJS = vioif.o
2062 #
1997 # 2063 # ntxn 10Gb/1Go NI C driver nodul e
1998 # ki conv nodul es 2064 #
1999 # 2065 NTXN_OBIS = unmonic_init.o unmgemo unmnic_hw. o unmndd.o \
2000 KI CONV_EMEA OBJS += ki conv_enea. 0 2066 unm.ni c_main.o unmnic_isr.o unmnic_ctx.o niu.o
2002 KI CONV_JA_OBJS += kiconv_ja.o 2068 #
2069 # Myricom 10G NI C driver nodul e
2004 KI CONV_KO OBJS += ki conv_cck_conmon. o ki conv_ko. o 2070 #

2071 MYRI 10CGE_OBJS = nyri 10ge. o nyri 10ge_lro.o0
2006 KI CONV_SC OBJS += ki conv_cck_common. o ki conv_sc. o

2073 # nul I driver nodul e
2008 KI CONV_TC OBJS += ki conv_cck_conmon. o kiconv_tc.o 2074 #
2075 NULLDRI VER _OBJS = nul l driver.o
2010 #
2011 # AAC nodul e 2077 TPM OBJIS = tpmo tpmhcall.o
2012 #
2013 AAC_OBJS = aac.o0 aac_ioctl.o 2079 #
2080 # BNXE obj ect s
2015 # 2081 #
2016 # sdcard nodul es 2082 BNXE_OBJS += bnxe_cfg.o \
2017 # 2083 bnxe_f coe. 0 \
2018 SDA _OBJS = sda_cnd. o sda_host.o sda_init.o sda_nmemo sda_nod.o sda_slot.o 2084 bnxe_debug. o \
2019 SDHOST_OBIJS = sdhost . o 2085 bnxe_gl d. o \
2086 bnxe_hw. o \
2021 # 2087 bnxe_intr.o \
2022 # hxge 10G driver nodul e 2088 bnxe_kstat. o \
2023 # 2089 bnxe_l ock. o \
2024 HXCGE_OBIS = hxge_mai n. o hxge_vmac. o hxge_send. o \ 2090 bnxe_mai n. o \
2025 hxge_t xdnma. o hxge_r xdna. o hxge_virtual .o \ 2091 bnxe_mm o \
2026 hxge_fm o hxge_fzc.o hxge_hw o hxge_kstats.o \ 2092 bnxe_mm|l 4.0 \
2027 hxge_ndd. o hxge_pfc.o \ 2093 bnxe_mm | 5. 0 \
2028 hpi .o hpi _vmac. o hpi _rxdma. o hpi _t xdna. o \ 2094 bnxe_rr.o \
2029 hpi _vir.o hpi_pfc.o 2095 bnxe_r x. o \
2096 bnxe_timer.o \
2031 # 2097 bnxe_tx. o \
2032 # MEGARAI D_SAS nodul e 2098 bnxe_wor kq. o \
2033 # 2099 bnxe _clc.o \
2034 MEGA_SAS_OBJS = negarai d_sas.o 2100 ecore_sp_verbs. o \
2101 bnxe_context.o \
2036 # 2102 57710_i nit _val ues. o \
2037 # MR_SAS nodul e 2103 57711 _init_val ues. o \
2038 # 2104 57712_init_val ues. o \
2039 MR_SAS OBJS = Id_pd_nap.o nr_sas.o nr_sas_thbolt.o nr_sas_list.o 2105 bnxe_fw_funcs. o \
\

2106 bnxe_hw_debug. o
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2107 Iml4fp.o

2108 Iml4rx.o

2109 Iml4sp.o

2110 Iml4tx.o

2111 Iml5.0

2112 Iml5sp.o

2113 I m dcbx. o

2114 I mdevinfo.o
2115 | m drmae. o

2116 Imer.o

2117 I m hw_access. o
2118 Imhw attn.o
2119 Imhw.init_reset.o
2120 | m main.o

2121 I mncp. o

2122 Imniv.o

2123 I m nvram o
2124 | m phy. o

2125 I m power. o
2126 Imrecv.o

2127 Imresc.o

2128 I msb. o

2129 I msend. o

2130 I msp.o

2131 | m dcbx_np. o
2132 I msp_req_ngr.o
2133 Imstats.o
2134 Imutil.o

e e e e e —

33
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1/*

* CDDL HEADER START

The contents of this file are subject to the terms of the
Common Devel opment and Di stribution License, Version 1.0 only
(the "License"). You nay not use this file except in conpliance
with the License.

You can obtain a copy of the Ilicense at usr/src/ OPENSOLARI S. LI CENSE
or http://wwmv opensol aris.org/os/licensing.

See the License for the specific |anguage governing perm ssions

and limtations under the License.

When distributing Covered Code, include this CDDL HEADER i n each
file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.

I f applicable, add the follow ng bel ow this CDDL HEADER, with the
fields enclosed by brackets "[]" replaced with your own identifying
information: Portions Copyright [yyyy] [nane of copyright owner]

NRRRRRRRR R
COONOUITAWNROW©O~NOUTSWN

CDDL HEADER END

I T

21 */

22/

23 Copyri ght 2005 Sun Mcrosystens, Inc. Al rights reserved.
24 Use is subject to license terms.

25 */

27 #pragnma i dent " Y96 A % %E% SM "

27 #include <sys/types. h>
28 #include <sys/t_Il ock. h>
29 #include <sys/param h>
30 #include <sys/cred. h>

31 #include <sys/debug. h>
32 #include <sys/inline.h>
33 #include <sys/knmem h>

34 #include <sys/proc. h>

35 #include <sys/regset. h>
36 #include <sys/sysnacros. h>
37 #include <sys/systm h>
38 #include <sys/prsystm h>
39 #include <sys/buf.h>

40 #include <sys/signal.h>
41 #incl ude <sys/user.h>

42 #incl ude <sys/cpuvar. h>

44 #include <sys/fault.h>

45 #incl ude <sys/syscall.h>

46 #include <sys/procfs. h>

47 #include <sys/cm_err. h>

48 #include <sys/stack. h>

49 #incl ude <sys/wat chpoi nt. h>
50 #include <sys/copyops. h>

51 #include <sys/schedctl.h>

53 #i ncl ude <sys/nmman. h>
54 #include <vni as. h>
55 #include <vni seg. h>

57 |*
58 * Copy ops vector for watchpoints.
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59 */

60 static int wat ch_copyi n(const void *, void *, size_t);

61 static int wat ch_xcopyi n(const void *, void *, size_t);

62 static int wat ch_copyout (const void *, void *, size_t);

63 static int wat ch_xcopyout (const void *, void *, size_t);

64 static int wat ch_copyi nstr(const char *, char *, size_t, size_t
65 static int wat ch_copyout str(const char *, char *, size_t, size_t
66 static int wat ch_f uwor d8(const void *, uint8_t *);

67 static int wat ch_f uword16(const void *, uintl6_t *);

68 static int wat ch_f uwor d32(const void *, uint32_t *);

69 static int wat ch_suword8(void *, uint8_t);

70 static int wat ch_suword16(void *, uintl16_t);

71 static int wat ch_suwor d32(void *, uint32_t);

72 static int wat ch_physio(int (*)(struct buf *), struct buf *,

73 dev_t, int, void (*)(struct buf *), struct uio *);

74 #ifdef _LP64
75 static int
76 static int

wat ch_f uwor d64(const void *, uint64_t *);
wat ch_suwor d64(void *, uint64_t);

77 #endif
79 struct copyops watch_copyops = {
80 wat ch_copyi n,
81 wat ch_xcopyi n,
82 wat ch_copyout ,
83 wat ch_xcopyout ,
84 wat ch_copyi nstr,
85 wat ch_copyout str,
86 wat ch_f uwor d8,
87 wat ch_f uwor d16,
88 wat ch_f uwor d32,
89 #ifdef _LP64
90 wat ch_f uwor d64,
91 #el se
92 NULL,
93 #endi f
94 wat ch_suwor d8,
95 wat ch_suwor d16,
96 wat ch_suwor d32,
97 #ifdef _LP64
98 wat ch_suwor d64,
99 #el se
100 NULL,
101 #endif
102 wat ch_physi o
103 };
__unchanged_portion_omtted_
151 #define X 0
152 #define W 1

153 #define R 2
154 #define sun(a) (a[X + a[W + a[R])

156 /*
157 * Common code for pr_nappage() and pr_unnmappage() .
158 */

159 static int

160 pr_do_mappage(caddr_t addr, size_t size, int mapin, enumseg_rwrw, int kernel)

161 {

162 proc_t *p = curproc;

163 struct as *as = p->p_as;

164 char *eaddr = addr + size;
165 int prot_rw=rwto_prot(rw);
166 int xrw = rw_to_index(rw);
167 int rv = 0;

168 struct watched_page *pwp;
169 struct watched_page tpw;
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170
171

173

175
176
177
178

180
181
182
183
185
186
187
188
189
184
185
186
187
188
189
190

192
199

194
195
196

198
199

201
202
203
204
205
206
207
208
209
210
211
212
213
214
215
216
217
218
219

221
222
223
224
225
226
234
235
236

avl _i ndex_t where;
uint_t prot;

ASSERT(as ! = &kas);

startover:

ASSERT(rv == 0);
if (avl nunnodes(&as >a_wpage) == 0)
return (0);

as->a_wpage can only be changed while t

Don’t grab p_lock here. Holding p_lock while grabbing the address
space | ock | eads to deadl ocks with the clock thread.

space | ock | eads to deadl ocks with the clock thread.
as_fault() is servicing a fault to a watched page on behal f of an
XHAT provider, watchpoint will be tenporarily cleared (and wp_prot
will be set to wp_oprot).
| ock, we need to grab as lock (reader |lock is good enough).

p_mapl ock prevents sinultaneous execution of this function. Under

lock isn't really needed. But there nmay be nultiple threads within
stop() when SWATCHOK is set, so we need to handle nultiple threads
at once. See holdwatch() for the details of this dance.

/

® ok k ok ok k% Sk kb k ok ¥k Ok ¥

nmut ex_ent er ( &p- >p_mapl ock) ;
AS_LOCK_ENTER(as, &as->a_| ock, RW READER);

t pw. wp_vaddr = (caddr_t)((uintptr_t)addr & (uintptr_t)PAGEVASK);
if ((pwp = avl _find(&as->a_wpage, & pw, &where)) == NULL)
pwp = avl _nearest (&as->a_wpage, where, AVL_AFTER);

for (; pwp !'= NULL && pwp->wp_vaddr < eaddr;
pwp = AVL_NEXT( &as- >a_wpage, pwp)) {

/*

* |f the requested protection has not been
* renoved, we need not renap this page.

*/

prot = pwp->wp_prot;
1f (kernel || (prot & PROT_USER))
if (prot & prot_rw)
continue;

*
* |f the requested access does not exist in the page's
* original protections, we need not remap this page.

* |f the page does not exist yet, we can't test it.

*/

if ((prot = pwp->wp_oprot) !'= 0) {

if (!(kernel || (prot & PROT_USER)))
continue;

if (!(prot &prot_rw))
conti nue;

}
if (r'rapi?l {

* Before napping the page in, ensure that
* all other Iwps are held in the kernel.
*
/
if (p->p_mapcnt == 0) {
/*

* Rel ease as | ock while in holdwatch()
* in case other threads need to grab it.

he process is totally stopped.

Note that if an

Since this is done while holding as witer

normal circunmstances, holdwatch() will stop all other threads, so the
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237
238
227
228
229
230
231
232
233
234
235
236
249
237
238
239

241
242

244
245
246
247
248
249
250
251
252
253
254
255
256
257
258
259
260
261
262
263
264
265
266
267
268
269
270
271
272
273
274
275
276
277
278
279
280
281
282
283
284
285
286
287
288

#f 0

#endi f

#f 0

#endi f

*/
AS_LOCK_EXI T(as, &as->a_l ock);
mut ex_exi t (&p- >p_mapl ock) ;
if (hol d\//vatch() 1=0) {
*

* W stopped in hol dwat ch().

* Start all over again because the

* wat ched page |ist may have changed.
*/

goto startover;

mut ex_ent er (&p- >p_napl ock) ;
AS_LOCK_ENTER(as, &as->a_| ock, RW READER);

p- >p_mapcnt ++;

addr = pwp->Wp_vaddr;

i f (kernel)
pwp- >wp_kmap[ xrw ++;

pWp- >Wp_ urrap[er\/]++

pwp- >wp_flags | = WP_NOWATCH;

if (pwp->wp_kmap[ X] "+ pwp- >wp_umap[ X] )
/* cannot have exec- onIy prot ection */
prot | = PROT_READ| PROT_EXI

if (pw- >Wp kmap[R] + pwp->wp_ Umip[R])
prot |= PROT_READ;

if (pwp- >Wp kmap[W + pwp->wp_umap[ W)
/* cannot have wite-only protection */
prot |= PROT_READ| PROT_WR TE;

/* dammed broken mmu feature!l */

if (sun(pwp->wp_umap) == 0)

prot & ~PROT_| USE

el se

} else {
ASSERT( pwp- >wp_f | ags & WP_NOWATCH) ;
if (kernel) {
ASSERT( pwp- >wp_kmap[ xrw] != 0);
- - pwp- >wp_kmap[ xrwj ;
} else {

ASSERT( pwp- >wp_unap[ xrw] != 0);
- - PWp- >Wp_umap[ xrwj ;

}
if (sun(pwp->wp_kmap) + SU“‘(D‘M3 >wp_umap) == 0)
pwp- >wp_flags & ~WP_NOWATCH,
el se {
if (pwp->wp_kmap[X] + pwp->wp_umap[X])
/* cannot have exec-only protection */
prot | = PROT_READ| PROT_EXEC;
if (pwp- >wp kmap[ Rl _+ pwp- >wp_unap[ R])
prot | = PROT_READ;
if (pwp- >Wp kmap[W + pwp->wp_umap[W)
/* cannot have wite-only protection */
prot | = PROT_READ| PROT_WRI TE;
/* dammed broken mu featurel */
if (sum(pwp->wp_umap) == 0)
prot &= ~PROT_USER;
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291 if (pwp->wp_oprot = 0) { /* if page exists */
292 struct seg *seg;

293 uint_t oprot;

294 int err, retrycnt = 0;

309 AS_LOCK_EXI T(as, &as->a_l ock);

296 AS_LOCK_ENTER(as, &as->a_l ock, RWWRI TER);
297 retry:

298 seg = as_segat(as, addr);

299 ASSERT(seg != NULL);

300 SEGOP_CETPROT( seg, addr, 0, &oprot);
301 if (prot != oprot)

302 err = SEGOP_SETPROT(seg, addr, PAGESIZE, prot);
303 i f (err == TE_RETRY) {

304 ASSERT(retrycnt == 0);
305 retrycnt ++;

306 goto retry;

307 }

308 }

309 AS_LOCK_EXI T(as, &as->a_| ock);

310 }

324 } else

325 AS_LOCK_EXI T(as, &as->a_l ock);

312 I*

313 * When all pages are napped back to their normal state,
314 * continue the other |wps.

315 *

316 if (!mapin) {

317 ASSERT( p- >p_mapcnt > 0);

318 p->p_mapcnt - -;

319 if (p->p_mapcnt == 0) {

320 nmut ex_exi t (&p- >p_mapl ock) ;
321 mut ex_ent er (&p->p_| ock) ;

322 conti nuel wps(p);

323 mut ex_exi t (&p->p_l ock);

324 mut ex_ent er ( &p- >p_mapl ock);
325 }

326 }

343 AS_LOCK_ENTER(as, &as->a_l ock, RW READER);
327 }

346 AS_LOCK_EXI T(as, &as->a_| ock);

329 nmut ex_exi t (&p- >p_mapl ock) ;

331 return (rv);

332 }

__unchanged_portion_omtted_

439 /* Must be called with as Iock held */
421 int

422 pr_i s_wat chpage_as(caddr_t addr, enum seg_rw rw,

423 {

424 regi ster struct watched_page *pwp;
425 struct wat ched_page tpw;

426 uint_t prot;

427 int rv = 0;

429 switch (rw {

430 case S_READ:

431 case S_WRITE:

432 case S_EXEC

struct as *as)
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433
434
435
436

438
439
440
441
442
443
444
445
446
447
448
449
450
451
452
453
454
455
456
457
458
459
460
461
462
463
464
465
466
467
468
469

471
472

br eak;
defaul t:

return (0);
}

/*

* as->a_wpage can only be nodified while the process is totally
* stopped. W need, and should use, no | ocks here.

*/

if (as != &as && avl _numodes( &as->a_wpage) != 0) {
tpw. wp_vaddr = (caddr_t)((uintptr_t)addr & (uintptr_t)PAGEVASK);
pwp = avl _find(&as->a_wpage, &t pw, NULL);
if (pwp !'= NULL) {
ASSERT(addr >= pwp->wp_vaddr &&
addr < pwp->wp_vaddr + PAGESI ZE);
if (pwp->wp_oprot !'=0) {
prot = pwp->wp_prot;
switch (rw) {
case S_| READ
((prot & (PROT_USER| PROT_READ) )
( PROT_USER| PROT_READ) ) ;
br eak;
case S| V\RI TE
((prot & (PROT_USER| PROT_WRI TE) )
(PROT_USER| PROT_WRI TE) ) ;
br eak;
case S_| EXEC
((prot & (PROT_USER| PROT_EXEC))
( PROT_USER| PROT_EXEQ) ) ;
br eak;
defaul t:
/* can’t happen! */
br eak;

}

return (rv);

475 | *
476 =
477 *
478 */
479 int
480 pr_i s_wat chpage(caddr_t addr, enum seg_rw rw)
481 {

482 struct as *as = curproc->p_as;

502 int rv;

trap() calls here to determine if a fault is in a watched page.
We return nonzero if this is true and the |load/store would fail.

484 if ((as == &kas) || avl_numodes(&as->a_wpage) == 0)
485 return (0);

487 return (pr_is_watchpage_as(addr, rw, as))

507 /* Grab the | ock because of XHAT (see comment in pr_mappage())

508 AS_LOCK_ENTER(as, &as->a_| ock, RW READER);
509 rv = pr_is_watchpage_as(addr, rw, as);
510 AS_LOCK_EXI T(as, &as->a_|l ock);

512 return (rv);
488 }
__unchanged_portion_onitted_
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1/*

2 * CDDL HEADER START

3 *

4 * The contents of this file are subject to the terms of the

5 * Common Devel opnent and Distribution License (the "License").

6 * You may not use this file except in conpliance with the License.
7 *

8 * You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE
9 * or http://ww. opensol aris.org/os/licensing.

10 * See the License for the specific |anguage governi ng perm ssions
11 * and limtations under the License.

12 =

13 * When distributing Covered Code, include this CDDL HEADER in each
14 * file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.
15 * |f applicable, add the follow ng below this CODL HEADER, wth the
16 * fields enclosed by brackets "[]" replaced with your own identifying
17 * information: Portions Copyright [yyyy]l [nane of copyright owner]
18 *

19 * CDDL HEADER END

20 */

21 /*

22 * Copyright 2009 Sun Mcrosystens, Inc. Al rights reserved.

23 * Use is subject to license terns.

24 */

26 /*

27 * Copyright (c) 2013, Joyent, Inc. Al rights reserved.
*/

30 /* Copyright (c) 1984, 1986, 1987, 1988, 1989 AT&T */

31 /* Al Rights Reserved *

33 /*

34 * University Copyright- Copyright (c) 1982, 1986, 1988

35 * The Regents of the University of California

36 * Al Rights Reserved

37 *

38 * University Acknow edgnent- Portions of this document are derived from
39 * software devel oped by the University of California, Berkeley, and its
40 */contri butors.

41 *

43 #ifndef _VMAS H
44 #define _VM AS_H

46 #i ncl ude <sys/wat chpoint. h>
47 #include <vni seg. h>

48 #include <vni faul tcode. h>
49 #include <vni hat.h>

50 #include <sys/avl.h>

51 #include <sys/proc. h>

53 #ifdef _ cplusplus

54 extern "C' {

55 #endi f

57 | *

58 * VM- Address spaces.
59 */

61 /*

new usr/src/uts/comon/vni as. h

107
108
109
110
111
112
113
114
115
116
117
118
119
120
121
122
123
124
125
126
127

I T I T T

/

Each address space consists of a sorted list of segnents
and machi ne dependent address translation information.

Al the hard work is in the segnent drivers and the
hardwar e address translation code.

The segment list is represented as an AVL tree.

The address space lock (a_lock) is a long termlock which serializes
access to certain operations (as_nap, as_unnap) and protects the
underlying generic segnent data (seg.h) along with some fields in the
addr ess space structure as shown bel ow

address space structure segnment structure

a_segtree s_base
a_size s_size
a_l ast gap s_link
a_segl ast s_ops
s_as
s_data

The address space contents lock (a_contents) is a short term

lock that protects npbst of the data in the address space structure.
This lock I1s always acquired after the "a_lock” in all situations
except while dealing with AS CLAI MGAP to avoi d deadl ocks.

The following fields are protected by this |ock:

a_flags (AS_PAG.CK, AS CLAI MGAP, etc.)
a_unmapwai t
a_segl ast

The address space lock (a_lock) is always held prior to any segnent
operation. Some segnent drivers use the address space |ock to protect
sone or all of their segnent private data, provided the version of
"a_lock" (read vs. wite) is consistent with the use of the data.

The following fields are protected by the hat |ayer |ock:
a_vbits

a_hat
a_hrm

struct as {

kmutex_t a_contents;
uchar_t a_flags;
uchar_t a_vbits;

/* protect certain fields in the structure */
/* as attributes */
_ /* used for collecting statistics */
kcondvar _t a_cv; /* used by as_rangel ock */
struct hat *a_hat; /* hat structure */
struct hrnstat *a_hrm /* ref and nod bits */
caddr_t a_userlimt; /* highest allowable address in this as */
struct seg *a_seglast; /* last segnent hit on the addr space */
krw ock_t a_l ock; /* protects segment related fields */
size_t a_size; /* total size of address space */
struct seg *a_lastgap; /* last seg found by as_gap() w AS H (mmap) */
struct seg *a_lastgaphl; /* last seg saved in as_gap() either for */
/* AS_H or AS_LO used in as_addseg() */
/* segnents in this address space. (AVL tree) */
/* wat ched pages (procfs) */
/* mappi ngs changed, rebuild a_objectdir */
/* time when mappings |ast changed */

avl _tree_t a_segtree;

avl _tree_t a_wpage;
uchar_t a_updatedir;
timespec_t a_updatetine;
vnode_t **a_objectdir; /* object directory (procfs) */
size_t a_sizedir; /* size of object directory */
struct as_cal |l back *a_cal | backs; /* callback list */
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voi d *a_xhat; /* list of xhat providers */
proc_t *a_proc; /* back pointer to proc */
size_t a_resvsize; /* size of reserved part of address space */
b
#defi ne AS_PAGLCK 0x80
#defi ne AS_CLAI MGAP 0x40
#defi ne AS_UNVAPWAI T 0x20
#def i ne AS_NEEDSPURCE 0x10 /* nmostly for seg_nf, see as_purge()
#defi ne AS_NOUNVAPWAI T 0x02
#defi ne AS_BUSY 0x01 /* needed by XHAT franework */
#defi ne AS_| SPGLCK( as) ((as)->a_flags & AS_PAGLCK)
#defi ne AS_| SCLAI MGAP( as) ((as)->a_flags & AS_CLAI MGAP)
#defi ne AS_| SUNVAPWAI T( as) ((as)->a_flags & AS_UNVAPWAI T)
#define AS_| SBUSY(as) ((as)->a_flags & AS_BUSY)
#defi ne AS_| SNOUNVAPWAI T( as) ((as)->a_flags & AS_NOUNVAPWAI T)
#def i ne AS_SETPGLCK( as) ((as)->a_flags | = AS_PAGLCK)
#defi ne AS_SETCLAI MGAP( as) ((as)->a_flags | = AS_CLAI MGAP)
#def i ne AS_SETUNMAPWAI T( as) ((as)->a_flags | = AS_UNMAPWAI T)
#define AS_SETBUSY( as) ((as)->a_flags | = AS_BUS
#def i ne AS_SETNOUNVAPWAI T( as) ((as)->a_flags | = AS_NOUNVAPWAI T)
#defi ne AS_CLRPGLCK( as) ((as)->a_flags & ~AS_PAGLCK)
#def i ne AS_CLRCLAI MGAP( as) ((as)->a_flags & ~AS_CLAlI MGAP)
#defi ne AS_CLRUNMAPWAI T( as) ((as)->a_flags & ~AS_UNVAPWAI T)
#def i ne AS_CLRBUSY( as) ((as)->a_flags & ~AS_BUSY)
#def i ne AS_CLRNOUNVAPWAI T( as) ((as)->a_flags & ~AS_NOUNVAPWAI T)
#defi ne AS_TYPE_64BI T(as) \
(((as)->a_userlimt > (caddr_t)U NT32_MAX) ? 1 : 0)
/*
* Flags for as_nap/as_nmap_ansegs
*
/
#defi ne AS_MAP_NO LPOOB ((uint_t)-1)
#defi ne AS_MAP_HEAP ((uint_t)-2)
#define AS_MAP_STACK ((uint_t)-3)
/*
* The as_cal |l back is the basic structure which supports the ability to
* informclients of specific events pertaining to address space nmanagenent.
* A user calls as_add_call back to register an address space call back
* for a range of pages, specifying the events that need to occur.
* When as_do_cal | backs is called and finds a 'matching’ entry, the
* callback is called once, and the callback function MJST call
* as_del ete_cal | back when all callback activities are conplete.
* The thread calling as_do_cal | backs bl ocks until the as_del ete_call back
* is called. This allows for asynchorous events to subside before the
* as_do_cal | backs thread continues.
*
* An exanple of the need for this is a driver which has done long-term
* | ocking of menobry. Address space nanagenent operations (events) such
* as as_free, as_umap, and as_setprot will block indefinitely until the
* pertinent nenory is unlocked. The callback mechani sm provides the
* way to informthe driver of the event so that the driver may do the
* necessary unl ocki ng.
*
* The contents of this structure is protected by a_contents | ock
*
/

typedef void (*callback_func_t)(struct as *,

void *, uint_t);

struct as_cal | back {

struct as_cal | back
uint_t
cal | back_func_t

*aschb_next; /* list link */
ascb_events; /* event types */
aschb_func;

/* call back function */
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192 };
__unchanged_portion_omtted_

voi d *asch_arg;
caddr _t ascb_saddr;
size_t ascb_l en;

/* call back argunment */
/* start address */
/* address range */

4
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1819 faul tcode_t

1820
1821
1822
1823
1824
1825
1826
1827
1828
1829
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1831
1832
1833
1834
1835
1836
1837
1838

1840
1841
1842
1843

1845
1846
1847
1848
1849
1850
1851
1852
1853
1854
1855
1856
1857
1858
1859
1860
1861
1862
1863
1864
1865
1866
1867
1868
1869
1870
1871
1872
1873
1874
1875

segspt

_disnfaul t(struct hat *hat,

struct seg *seg, caddr_t addr,

size_t len, enumfault_type type, enumseg_rw rw

{

#i f def
#endi f

struct shmdata
struct seg
struct as
struct spt_data
pgcnt _t npages;
size t size;

*shnd = (struct shmdata *)seg->s_dat a;
*sptseg = shnd->shm spt seg;

*curspt = shnd->shm spt as;

*sptd = sptseg->s_data;

caddr _t segspt_addr, shm addr;

page_t **ppa;

I nt i;

ulong_t an_idx = 0;

int err = 0;

int dyn_i smunmap = hat_supported( HAT_DYNAM C_| SM_UNVAP, (void *)O0);

size_t pgsz;
pgcnt _t pgcent;
caddr _t a;
pgcnt _t pi dx;

int
hat = hat;

ASSERT(seg->s_as && AS_LOCK_HELD(seg->s_as, &seg->s_as->a_| ock));

/
Because of the way spt is inplenented
the real size of the segment does not have to be
equal to the segnent size itself. The segnent size is
often in multiples of a page size larger than PAGESI ZE.
The real size is rounded up to the nearest PAGESIZE
based on what the user requested. This is a bit of
ungliness that is historical but not easily fixed

* without re-designing the higher levels of |SM

*

/
ASSERT(addr >= seg->s_base);

if (((addr + len) - seg->s base) > sptd- >spt _real size)

return (FC_NOVAP);

* ok k& k% ok F

For all of the follow ng cases except F_PROT, we need to
nmake any necessary adjustnments to addr and |en
and get all of the necessary page_t’'s into an array called ppa[].

The code in shmat () forces base addr and | en of | SM segnent
to be aligned to |argest page size supported. Theref ore,
we are able to handl e F_SOFTLOCK and F_INVAL calls in Iarge
pagesi ze" chunks. W want to make sure that we HAT_LOAD LOCK
in |large pagesize chunks, or else we will screw up the HAT
| ayer by calling hat_mam oad_array() with differing page sizes
* over a given virtual range.

*

/
pgsz = page_get _pagesi ze(spt seg->s_szc);
pgcnt = page_get _pagecnt ( spt seg- >s_szc);
shm addr = (caddr_t)P2ALI GN((uintptr_t)(addr), pgsz);
size = P2ROUNDUP( (uintptr_t)(((addr + len) - shmaddr)), pgsz);
npages = btopr(size);

* Ok ok ok ok % ok k ok
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/*

* Now we need to convert fromaddr in segshmto addr in segspt.
*/

an_i dx = seg_| page(seg, shm addr);

segspt _addr = sptseg->s_base + ptob(an_idx);

ASSERT( (segspt _addr + ptob(npages)) <=
(sptseg->s_base + sptd->spt_real size));
ASSERT(segspt addr < (sptseg->s_base + sptseg->s_size));

switch (type) {
case F_SOFTLOCK:

atom c_add_l ong((ul ong_t *) (& shnd->shm softlockcnt)), npages);
*

* Fall through to the F_INVAL case to |oad up the hat |ayer

* entries with the HAT_LOAD LOCK fl ag.

*

/

/* FALLTHRU */

case F_I NVAL:

if ((rw==S EXEC) && ! (sptd->spt_prot & PROT_EXEC))
return (FC_NOVAP);

ppa = knmem zal | oc(npages * sizeof (page_t *), KM SLEEP);

err = spt_anon_get pages(sptseg, segspt_addr, size, ppa);
if (err 1= 0)
if (type == F_SOFTLOCK) {
atom c_add_l ong((ulong_t *)(
&(shnd->shm sof tl ockent)), -npages);
goto dismerr;

}

AS_LOCK_ENTER(sptseg->s_as, &spt seg- >s_as->a_l| ock, RW READER);
a = segspt_addr;

pidx = 0;

1f (type == F_SOFTLOCK) ({

/*

* Load up the translation keeping it

* | ocked and don’t unlock the page.

*

/
for (; pidx < npages; a += pgsz, pidx += pgcent) {
hat _mem oad_array(spt seg- >s_as- >a_hat,

a, pgsz, &ppalpidx], sptd->spt_prot,
HAT LOAD LOCK | HAT LOAD SHARE);

} else {
if (hat == seg->s_as->a_hat) {

/*
* Mgrate pages nmarked for mgration
*/

if (lgrp_optimzations())
page_ni grate(seg, shmaddr, ppa, npages);
page_m grate(seg, shm addr, ppa,
npages) ;

for (; pidx < npages; a += pgsz,
/* CPU HAT */
for (; pidx < npages;
a += pgsz, pidx += pgent) {
hat _mem oad_array(spt seg->s_as->a_hat,
a, pgsz, &ppalpidx],

pi dx += pgent) {
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}
if

}
AS_LOCK_EXI T( spt seg- >s_as,

dismerr:

kmem f r ee( ppa,

sptd->spt_prot,
HAT LOAD SHARE) ;

}

} else {
/* XHAT. Pass real address */
hat _mem oad_array(hat, shm addr,

size, ppa, sptd->spt_prot, HAT_LOAD SHARE);

}
/*

* And now drop the SE_SHARED | ock(s).

*/

if (dyn_i smunnap)

for (i = 0; i < npages; i++) {
page_unl ock(ppalil]);

}

(!'dyn_i smunmap) {

i f (hat_share(seg->s_as->a_hat,
curspt->a_hat, segspt_addr,
seg->s_szc) = 0)

pani c("hat _share err in DISMfault");
/* NOTREACHED */

shm addr,
pt ob( npages),

i}f (type == F_INVAL) {
for (i = 0; i < npages; i++) {
page_unl ock(ppalil]);
}

&spt seg- >s_as- >a_| ock) ;

npages * sizeof (page_t *));

return (err);

case F_SOFTUNLOCK:

/*
* This is a bit ugly, we pass in the real seg pointer,
* but the segspt_addr is the virtual address wthin the
* dummy seg.
*/
segspt _sof tunl ock(seg, segspt_addr, size, rw);
return (0);
case F_PROT:
/*
* This takes care of the unusual case where a user
* allocates a stack in shared menory and a register
* window overflowis witten to that stack page before
* it is otherw se nodified.
*
* W can get away with this because | SM segnents are
*

*

*/

always rw. Other than this unusual case, there
shoul d be no instances of protection violations.

return (0);

defaul t:
#i f def DEBUG

pani c("segspt _di snfaul t

#el se

default type?");

return (FC_NOVAP);
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1998
1999

#endi f
}

2002 faul tcode_t

2003 segspt _shnfaul t (struct hat

2004 ( size_t len, enumfault_type type, enumseg_rw rw)

2005

2006 struct shmdata *shmd = (struct shmdata *)seg->s_dat a;
2007 struct seg *sptseg = shnd- >shm spt seg;

2008 struct as *curspt = shnd->shm spt as;

2009 struct spt_data *sptd = sptseg->s_dat a;

2010 pgcnt _t npages;

2011 size_t size;

2012 caddr _t sptseg_addr, shm addr;

2013 page_t *pp, **ppa;

2014 I nt [

2015 u_offset_t offset;

2016 ulong_t anon_i ndex = 0;

2017 struct vnode *vp;

2018 struct anon_map *anp; /* XXX - for |ocknest */

2019 struct anon *ap = NULL;

2020 size_t pgsz;

2021 pgent _t pgent ;

2022 caddr _t a;

2023 pgcent _t pi dx;

2024 size_t SZ;

2026 #ifdef |int

2027 hat = hat;

2028 #endi f

2030 ASSERT(seg->s_as && AS_LOCK_HELD(seg->s_as, &seg->s_as->a_| ock));
2032 if (sptd->spt_flags & SHM PAGEABLE) ({

2033 return (segspt_disnfault(hat, seg, addr, len, type, rw));
2034 }

2036 I*

2037 * Because of the way spt is inplenented

2038 * the real size of the segnent does not have to be

2039 * equal to the segnent size itself. The segment size is

2040 * often in nmultiples of a page size larger than PAGESI ZE.

2041 * The real size is rounded up to the nearest PAGESIZE

2042 * based on what the user requested. This is a bit of

2043 * ungliness that is historical but not easily fixed

2044 * without re-designing the higher levels of ISM

2045 */

2046 ASSERT(addr >= seg->s_base);

2047 if (((addr + len) - seg->s_base) > sptd->spt_realsize)

2048 return (FC_NOVAP);

2049 /*

2050 * For all of the follow ng cases except F_PROT, we need to
2051 * make any necessary adjustments to addr and |en

2052 * and get all of the necessary page_t’s into an array called ppa[].
2053 *

2054 * The code in shmat() forces base addr and | en of |SM segnent
2055 * to be aligned to | argest page size supported. Therefore,
2056 * we are able to handle F_SOFTLOCK and F_INVAL calls in "large
2057 * pagesi ze" chunks. W& want to make sure that we HAT_LOAD LOCK
2058 * 1n |arge pagesize chunks, or else we will screw up the HAT
2059 * layer by calling hat_nenload_array() with differing page sizes
2060 * over a given virtual range.

2061 */

2062 pgsz = page_get _pagesi ze(spt seg->s_szc);

at, struct seg *seg, caddr addr,
*hat t t g *seg ddr _t add
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pgcnt = page_ get _pagecnt (spt seg->s_szc);

shm . ddr = (caddr _t ) P2ALI GN( (ui ntptr t)(addr) pgsz);

size = P2ROUNDUP((uintptr_t)(((addr + len) - shm addr)) pgsz);
npages = btopr(size);

/*
* Now we need to convert fromaddr in segshmto addr in segspt.
*
/
anon_i ndex = seg_page(seg, shm addr);
sptseg_addr = sptseg->s_base + ptob(anon_index);

/
And now we nay have to adjust npages downward if we have
exceeded the real size of the segnent or initial anon

al | ocations.

* Ok ok ok ¥
-~

if ((sptseg_addr + ptob(npages)) >
(sptseg->s_base + sptd->spt_real size))
size = (sptseg->s_base + sptd->spt_real size) - sptseg_addr;

npages = btopr(size);

ASSERT( sptseg_addr < (sptseg->s_base + sptseg->s_size));
ASSERT( (sptd->spt _flags & SHM PAGEABLE) == 0);

switch (type) {
case F_SOFTLOCK:
/*
* availrmemis decrenented once during anon_swap_adj ust ()

* and is incremented during the anon_unresv(), which is
* called fromshmrmanp() when the segment iIs destroyed.
*/

atom c_add_l ong((ul ong_t *) (& shnd->shm softlockcnt)), npages);
*

* Some platfornms assune that | SM pages are SE_SHARED
* |ocked for the entire life of the segment.
*/
if (!hat_supported( HAT_DYNAM C_| SM UNVAP, (void *)0))
return (0);
/*
* Fall through to the F_INVAL case to |oad up the hat |ayer
* entries with the HAT LOAD LOCK fl ag.
*/

/* FALLTHRU */
case F_I NVAL:

if ((rw==S_EXEC) && !(sptd->spt_prot & PROT_EXEC))
return (FC_NOVAP);

Sone platforms that do NOT support DYNAM C_| SM_UNVAP

may still rely on this call to hat_share(). That

woul d inply that those hat’s can fault on a

HAT_LOAD LOCK translation, which would seem

* contradictory.

*/

if (!hat supported(HAT DYNAM C_| SM_UNMAP, (void *)0)) {

if (hat_share(seg->s_as->a_hat, seg->s_base,
curspt->a_hat, sptseg->s base

* ok kb

sptseg->s_si ze, sptseg- >s_szc) =0
pani c("hat_share error in ISMfault");
/ * NOTREACHED* /
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return (0);
}
ppa = kmem zal | oc(si zeof (page_t *) * npages, KM SLEEP);
/

| see no need to lock the real seg,
here, because all of our work will be on the underlying

dummy seg.

sptseg_addr and npages now account for |arge pages.

* Ok % ok % k¥

anp = sptd->spt_anp;
ASSERT(anp != NULL);
anon_i ndex = seg_page(sptseg, sptseg_addr);

ANON_LOCK_ENTER( &anp->a_rw ock, RW READER);

for (i = 0; i < npages; i++)
ap = anon_get _ptr (anp->ahp, anon_i ndex++);
ASSERT(ap = NULL);
swap_ x|l ate(ap, &p, &offset);
pp = page_| ookup(vp, offset, SE SHARED);
ASSERT(pp ! = NULL);
ppali] = pp;

}
ANON_LOCK_EXI T( &np- >a_rw ock) ;
ASSERT(i == npages);

/*
* We are already holding the as->a_|l ock on the user’s
* real segnment, but we need to hold the a_lock on the
* underlying dummy as. This is nostly to satisfy the
* underlying HAT | ayer.
*
/
AS_LOCK_ENTER( spt seg- >s_as, &sptseg->s_as->a_| ock, RW READER);
a = sptseg_addr;
pidx = 0;
if (type/== F_SOFTLOCK) {

*

* Load up the translation keeping it
* | ocked and don’'t unlock the page.
*

for (; pidx < npages; a += pgsz, pidx += pgcnt) {
sz = M N(pgsz, ptob(npages - pidx));
hat _menl oad_array(sptseg->s_as->a_hat, a,
sz, &ppa[pidx], sptd->spt_prot,
HAT_LOAD_LOCK | HAT_LOAD SHARE

} else {
if (hat == seg->s_as->a_hat) {

/*
* Mgrate pages narked for migration.
*

if (lgrp_optimzations())
page_mi grate(seg, shmaddr, ppa, npages);
page_m grate(seg, shm addr, ppa,
npages) ;

for (; pidx < npages; a += pgsz, pidx += pgcnt) {
[* CPU HAT */
for (; pidx < npages;
a += pgsz, pidx += pgent) {
sz = M N(pgsz, ptob(npages - pidx));
hat _meml oad_array(sptseg->s_as->a_hat,
a, sz, &ppa[pidx],
sptd->spt _prot, HAT_LOAD SHARE);
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2203 }

2204 } else {

2205 /* XHAT. Pass real address */

2206 hat _mem oad_array(hat, shm addr,

2207 pt ob(npages), ppa, sptd->spt_prot,
2208 HAT_LOAD_SHARE) ;

2188 }

2190 /*

2191 * And now drop the SE_SHARED | ock(s).
2192 */

2193 for (i = 0; i < npages; i++)

2194 page_unl ock(ppali]);

2195 }

2196 AS_LOCK_EXI T(spt seg->s_as, &sptseg->s_as->a_l ock);

2198 knemfree(ppa si zeof (page_t *) * npages);
2199 return (O
2200 case F_SCFTUNL(IZK

2202 /*

2203 * This is a bit ugly, we p
2204 * but the sptseg_addr is t
2205 * dummy seg.

2206 */

2207 segspt _sof tunl ock(seg, sptseg_addr, ptob(npages), rw;
2208 return (0);

ass in the real seg pointer,
he virtual address wthin the

2210 case F_PROT:

2212 /
2213

2214

2215

2216

2217

2218 We can get away with this because | SM segnents are
2219 always rw. Other than this unusual case, there
2220 * shoul d be no instances of protection violations.
2221 */

2222 return (0);

This takes care of the unusual case where a user

al locates a stack in shared menory and a register

wi ndow overflow is witten to that stack page before
it is otherw se nodified.

* Ok ok ok ok ok Ok ok

2224 defaul t:
2225 #ifdef DEBUG
2226 crm_err (CE_WARN, "segspt_shnfault default type?");
2227 #endi f
2228 return (FC_NOVAP);
2229 1
2230 }
__unchanged_portion_omtted_
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3783

3785
3786
3787
3788
3789

3791
3792
3793
3794
3795
3796
3797
3798
3799
3800
3801
3802
3803
3804
3805
3806
3807
3808
3809
3810

3812

3814
3815

3817
3819
3821

3823
3824
3825
3826
3827
3828
3829
3830
3831
3832
3833
3834
3835
3836
3837
3838
3839
3840
3841

__unchanged_portion_onitted_

int segvn_anypgsz = O;

#def i ne SEGYN_RESTORE_SOFTLOCK_VP(type, pages)
if ((type) == F_SOFTLOCK) {
at om c_add_| ong((ul ong_t *)&(svd)->softlockecnt,
) - (pages));

#def i ne SEGYN_UPDATE_MODBI TS( ppa, pages, rw, prot, vpprot)
if (ISVM:DS(RT((ppa)[O] >p vnode)) {
if ((rw TE) {

for (i = 0 i < (pages); i++) {
ASSERT( (ppa)[i]->p_vnode ==

ppa) [ 0] - >p_vnode) ;
hat _set mod((ppa)[i]);

} else |% ((rw) !'= S_OTHER &&
((prot) & (vpprot) & PROT_WRITE)) {
r(i =0; i < (pages); i++) {
ASSERT((ppa)[l] >p_vnode ==
~ (ppa)[0] - >p_vnode);
if (!bhat |srr0d((ppa)[|])) {
pr ot ROT_WRI TE;
break

}

}
#ifdef VM STATS

#def i ne SEGVN_VMSTAT_FLTVNPACGES(i dx)
VM _STAT_ADD( segvnvnst ats. fltvnpages[ (idx)]);

#el se /* VM STATS */
#defi ne SEGVN VMSTAT FLTVNPAGES(i dx)
#endi f

static faul tcode_t

—— e —

P

segvn_faul t _vnodepages(struct hat *hat, struct seg *seg, caddr_t | pgaddr,
caddr _t | pgeaddr, enum fault_type type, enumseg_rw rw, caddr_t addr,

caddr _t eaddr, int brkcow)

struct segvn_data *svd = (struct segvn_data *)seg->s_dat a;
struct anon_map *anp = svd->anp;

uchar _t segtype = svd->type;

uint_t szc = _seg->s_szc;

size t pgsz = page_ get pagesize(szc);

size_t maxpgsz = pgsz;

pgent _t pages = btop(pgsz);

pgcnt _t nmaxpages = pages;

size_t ppasize = (pages + 1) * sizeof (page_t *);

caddr _t a = | pgaddr;

caddr _t maxl pgeaddr = | pgeaddr;

u_offset_t off = svd->offset + (uintptr_t)(a - seg->s_base);
ulong_t ai ndx = svd->anon_i ndex + seg_page(seg, a);

struct vpage *vpage = (svd->vpage != NULL) ?
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3842
3843
3844
3845
3846
3847
3848
3849
3850
3851
3852
3853
3854
3855
3856
3857
3858
3859
3859
3860
3861
3862
3863
3864

3866
3867
3868
3869
3870
3871
3872
3873
3874
3875
3876
3877
3878

3880
3881

3883
3884
3885

3887
3888
3889
3890
3891
3892
3893
3894
3895
3896
3897
3898
3899
3900
3901
3902
3903
3904
3905
3906

&svd- >vpage[ seg_page(seg, a)] : NULL;
vnode_t *vp = svd->vp;
page_t **ppa
uint_t pszc;
size_t ppgsz;
pgcnt _t ppages;
faultcode_t err = 0;
int ierr;
int vop_size_err = 0;
uint_t protchk, prot, vpprot;
ulong_t i;
int hat flag = (type == F_SOFTLOCK) ? HAT_LOAD LOCK : HAT_LOAD;
anon_sync_obj _t an_cooki e;
enum seg_rw arw,
int alloc_failed = 0;
int adjszc_chk;
struct vattr va;
int xhat = 0;
page_t *pplist;
pfn_t pfn;
I nt physconti g;
int upgrdfail;
int segvn_anypgsz_vnode = 0; /* for now nap vnode with 2 page sizes */
int tron = (svd->tr_state == SEGVN_TR_ON);

ASSERT(szc !'= 0);

ASSERT(vp != NULL);

ASSERT( br kcow == 0 || anp != NULL);

ASSERT(tron == 0 || anmp != NULL);

ASSERT(enabl e_nmbit_wa == 0); /* no nbit sinmulations with |arge pages */
ASSERT(! (svd->fl ags & MAP NOQESERVE))

ASSERT(type != F_SOFTUNLOCK) ;

ASSERT(|S_P2ALI GNED(a, maxpgs

ASSERT(anmp == NULL || IS _P2ALI G\IED( ai ndx, maxpages));
ASSERT( SEGVN_LOCK_HELD( seg- >s_as, &svd- >| ock));
ASSERT(seg->s_szc < NBBY * si Zeof (int));

ASSERT(type != F_SOFTLOCK || | pgeaddr - a == naxpgsz);
ASSERT(svd->tr_state != SEGUN_.TR_INIT);

VM _STAT_COND_ADD(type == F_SOFTLOCK, segvnvnstats.fltvnpages[0]);
VM _STAT_COND _ADD(type != F_SOFTLOCK, segvnvmstats.fltvnpages[1])

if (svd->flags & MAP_TEXT) {
hat _flag | = HAT_LOAD TEXT;

}
if (svd->pageprot) {
switch (rw) {
case S_READ:
prot chk = PROT_READ;
br eak
case S WRI TE:
protchk = PROT_WRI TE;
br eak;
case S_EXEC
prot chk = PROT_EXEC;
break;
case S_OTHER
defaul t:
protchk = PROT_READ | PROT_WRI TE | PROT_EXEC;
break;
}
} else {
prot = svd->prot;
/* caller has al ready done segnent |evel protection check. */
}
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3909 if (seg->s_as->a_hat != hat) {

3910 xhat = 1}

3911 }

3908 if (rw==S WITE & segtype == MAP_PRI VATE) {

3909 SE(.-NN VMSTAT FLTVNPAGES( 2);

3910 arw = S_READ;

3911 } else {

3912 arw = rw,

3913 1

3915 ppa = knem al | oc(ppasi ze, KM SLEEP);

3917 VM _STAT_COND_ADD(anp != NULL, segvnvnstats.fltvnpages[3]);

3919 for (;;) {

3920 adj szc_chk = 0;

3921 for (; a < ngeaddr a += pgsz, off += pgsz, aindx += pages) {
3922 if (adjszc chk)

3923 while (szc < seg->s_szc) {

3924 uintptr_t e;

3925 uint_t tszc;

3926 tszc = segvn_anypgsz_vnode ? szc + 1 :
3927 seg- >S_szc;

3928 ppgsz = page_get _pagesi ze(tszc);

3929 1t (11S_P2ALTGNED(a, ppgsz) ||

3930 ((alloc_failed > tszc) & 0x1)) {
3931 br eak;

3932 }

3933 SEGVN_VMSTAT_FLTVNPAGES( 4)

3934 szc = tszc;

3935 pgsz = ppgsz;

3936 pages = btop(pgsz);

3937 e = P2ROUNDUP( (ui ntptr_t)eaddr, pgsz);
3938 | pgeaddr = (caddr_t)e;

3939 }

3940 }

3942 agai n:

3943 if (IS_P2ALI GNED(a, nmaxpgsz) &% anp != NULL) {

3944 ASSERT( | S_P2ALI GNED( ai ndx, maxpages));

3945 ANON_LOCK_ENTER( &np->a_rw ock, RW READER);
3946 anon_array_enter(anp, aindx, &an_cookie);
3947 if (anon_get_ptr(anmp->ahp, aindx) != NULL) {
3948 SEGVN_VMSTAT_FLTVNPAGES(5) ;

3949 ASSERT( anon_pages( anp- >ahp, ai ndx,
3950 maxpages) == maxpages);

3951 anon_array_exit(&an_cookie);

3952 ANON_LOCK_EXI T( &np- >a_r w ock) ;

3953 err = segvn_faul t _anonpages(hat, seg,
3954 a, a + maxpgsz, type, rw,

3955 MAX(a, addr),

3956 M N(a + maxpgsz, eaddr), brkcow);
3957 if (err 1= 0)

3958 SEGVN_VMSTAT_FLTVNPAGES( 6)
3959 goto out;

3960

3961 if (szc < seg->s_szc) {

3962 SzC = seg->S_Szc;

3963 pgsz = maxpgsz;

3964 pages = naxpages;

3965 | pgeaddr = max| pgeaddr;

3966 }

3967 goto next;

3968 } else {
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3969 ASSERT( anon_| pages(arrp >ahp, ai ndx,
3970 maxpages) == 0

3971 SEGVN_VMSTAT FLTVNPAGES( 7);

3972 anon_array_exi t (&an_cooki e)

3973 ANON_LOCK_EXI T( &np- >a_rw ock) ;
3974 }

3975 }

3976 ASSERT( ! brkcow || | S_P2ALI GNED(a, nmaxpgsz));

3977 ASSERT(!tron || |S_P2ALI GNED(a, maxpgsz));

3979 if (svd->pageprot != 0 &% | S _P2ALI GNED(a, maxpgsz)) {
3980 ASSERT(vpage != NULL);

3981 prot = VPP_PROT(vpage);

3982 ASSERT( sanepr ot (seg, a, maxpgsz));

3983 if ((prot & protchk) == 0

3984 SEGVN_VMSTAT_FLTVNPAGES( 8) ;

3985 err = FC_PROT;

3986 goto out;

3987 }

3988 }

3989 if (type == F_SOFTLOCK) {

3990 atomi c_add_l ong((ul ong_t *)&svd->softl ockcnt,
3991 pages);

3992 }

3994 pplist = NULL;

3995 physcontig = 0;

3996 ppa[ 0] = NULL;

3997 It (!brkcow & !tron && szc &&

3998 ! page_exi sts _physconti g(vp, off, szc,

3999 segtype == MAP_PRI VATE ? ppa : NULL)) {

4000 SEGVN_VMSTAT_FLTVNPAGES(9) ;

4001 if (page_alloc_pages(vp, seg, a, &ppl ist, NULL,
4002 szc, 0, 0) && type = F SOFTL {
4003 SEGVN_VMSTAT_FLTVNPAGES(10) ;

4004 pszc = 0;

4005 lerr = -1;

4006 alIocfalIedl—(l << szc);

4007 br eak;

4008 }

4009 if (pplist !'= NULL &&

4010 vp- >v_npssdata == SEGVN_PAGEI O ({

4011 int downsize;

4012 SEGVN_VMSTAT _FLTVNPAGES(11)

4013 physcontig = segvn_fill _vp_pages(svd,
4014 vp, off, szc, ppa, &pplist,
4015 &pszc, &downsi ze);

4016 ASSERT(! physcontig || pplist == NULL);
4017 if (!physcontig && downsize &&
4018 type != F_SOFTLOCK) {

4019 ASSERT(ppl i st == NULL);

4020 SEG\/N VMSTAT FLTVNPAGES( 12);
4021 ierr = -1;

4022 br eak;

4023 }

4024 ASSERT(! physcontig ||

4025 segtype == MAP_PRI VATE ||

4026 ppa[ 0] == NULL);

4027 if (physcontig && ppa[ O] == NULL) {
4028 physcontig =

4029 }

4030 }

4031 } else if (!brkcow & !tron && szc && ppa[0] !'= NULL) {
4032 SEGVN_VMSTAT_FLTVNPAGES( 13)

4033 ASSERT(segt ype == MAP_PRI VATE) ;

4034 physcontig = 1;
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4035 }

4037 if (!physcontig) {

4038 SEGVN_VMSTAT_FLTVNPACGES( 14) ;

4039 ppal O] = NULL;

4040 lerr = VCP > GETPAGE(vp, (offset_t)off, pgsz,
4041 &vpprot, ppa, pgsz seg, a, arw,

4042 svd- >cr ed NULL

4043 #ifdef DEBUG

4044 if (ierr == 0)

4045 for (I =0; i < pages; i++) {

4046 ASSERT( PAGE_LOCKED( ppa[i]));
4047 ASSERT(! PP_T SFREE(ppa[i]));
4048 ASSERT( ppali]->p_vnode == vp);
4049 ASSERT(ppa[i]->p_offset ==
4050 off + (i << PAGESHIFT))
4051 }

4052 }

4053 #endif /* DEBUG */

4054 if (segtype == MAP_PRI VATE)

4055 SEGVN VVBTAT_FLTVNPAGES( 15) ;

4056 vpprot &= ~PROT_WRI TE;

4057

4058 } else {

4059 ASSERT(segtype == MAP_PRI VATE) ;

4060 SEGVN_VMSTAT_FLTVNPAGES( 16)

4061 vpprot = PROT_ALL & ~PROT_WRI TE;

4062 ierr = 0;

4063 }

4065 if (ierr '=0) {

4066 SEGVN_VMSTAT_FLTVNPAGES( 17)

4067 if (pplist !'= NULL

4068 SEGVN_VMSTAT_FLTVNPAGES( 18) ;

4069 page_free_repl acement _page(pplist);
4070 page_cr eat e_put back( pages) ;

4071 }

4072 SEGVN_RESTORE_SOFTLOCK_VP(type, pages);
4073 if (a + pgsz <= eaddr) {

4074 SEGVN_VMSTAT _FLTVNPAGES( 19)

4075 err = FC_MAKE _ERR(ierr);

4076 goto out;

4077 }

4078 va.va_mask = AT_SI ZE;

4079 if (VOP_GETATTR(vp, &va, 0, svd->cred, NULL)) {
4080 SEGVN_VMSTAT_FLTVNPAGES( 20) ;

4081 err = FC_MAKE_ERR(EI O ;

4082 goto out;

4083

4084 if (btopr(va.va_size) >= bt opr(off + pgsz)) {
4085 SEGVN_VMSTAT_FLTVNPAGES( 21) ;

4086 err = FC_MAKE_ERR(ierr);

4087 goto out;

4088 }

4089 if (btopr(va.va_size) <

4090 btopr(off + (eaddr - a))) {

4091 SEGVN_VMSTAT_FLTVNPAGES( 22)

4092 err = FC_MAKE ERR(ierr);

4093 goto out;

4094 }

4095 if (brkcow || tron || type == F_SOFTLOCK) ({
4096 /* can’t reduce map area */

4097 SEGVN_VMSTAT_FLTVNPAGES( 23) ;

4098 vop_size_err = 1;

4099 goto out;

4100 }
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4101 SEGVN_VMSTAT_FLTVNPAGES( 24)

4102 ASSERT(szc != 0);

4103 pszc = O;

4104 rerr = -1;

4105 br eak;

4106 }

4108 if (anp !'= NULL) {

4109 ANON_LOCK_ENTER( &np- >a_rw ock, RW READER);
4110 anon_array_enter (anp, aindx, &an_cooki e);
4111 }

4112 if (anp !'= NULL &&

4113 anon_get _ptr (anmp->ahp, aindx) != NULL)

4114 ulong_t taindx = P2ALI GN\(ai ndx, naxpages);
4116 SEGVN_VMSTAT_FLTVNPAGES( 25) ;

4117 ASSERT( anon_pages( anp- >ahp, tai ndx,

4118 maxpages) == maxpages);

4119 for (i = 0; I < pages; i++)

4120 page_unl ock(ppalil]);

4121

4122 anon_array_exit(&an_cookie);

4123 ANON_LOCK_ EXI T( &anp->a_rw ock) ;

4124 if (pplist !'= NULL) {

4125 page_free_repl acement _page(pplist);
4126 page_cr eat e_put back( pages) ;

4127 }

4128 SEGVN_RESTORE . SO:TLOCK _VP(type, pages);
4129 if (szc < seg->s_szc) {

4130 SEGVN_ VI\/BTAT _FLTVNPAGES( 26) ;

4131 /*

4132 * For private segnents SOFTLOCK
4133 * either always breaks cow (any rw
4134 * type except S_READ_NOCOW or
4135 * address space is |ocked as witer
4136 * (S_READ_NOCOW case) and anon slots
4137 * can’t show up on second check.
4138 * Therefore if we are here for
4139 * SOFTLOCK case it nust be a cow
4140 * break but cow break never reduces
4141 * szc. text replication (tron) in
4142 * this case works as cow break.
4143 * Thus the assert bel ow

4144 */

4145 ASSERT(! brkcow && !'tron &&

4146 type I = F_SOFTLOCK) ;

4147 pszc = seg->s_szc;

4148 lerr = -2;

4149 br eak;

4150 }

4151 ASSERT(| S_P2ALI GNED(a, maxpgsz));

4152 got o agai n;

4153 }

4154 #ifdef DEBUG

4155 if (amp !'= NULL) {

4156 ulong_t taindx = P2ALI G\(ai ndx, nmaxpages);
4157 ASSERT( ! anon_pages(anp- >ahp, taindx, maxpages));
4158

4159 #endif /* DEBUG */

4161 if (brkcow || tron) {

4162 ASSERT(anp ! = NULL)

4163
4164
4165
4166

ASSERT(ppl i st == NULL);

ASSERT(szc == seg->S_| szc)

ASSERT( | S_P2ALI GNEIX a, maxpgsz) )
ASSERT( 1 S_P2ALI GNED( ai ndx, maxpages) );
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4167
4168
4169
4170
4171
4172
4173
4174
4175
4176
4177
4178

4180
4181
4182
4183
4184
4185
4186
4187
4188

4190
4191
4192
4193
4194
4195
4196
4197
4198
4199

4201
4202

4204
4205
4206
4207
4208
4209
4210
4211
4212
4213

4215
4216
4217
4218
4219
4220
4221
4222
4223
4224
4225
4226
4227

4229
4230
4231

chkszc:

}

SEGVN VMSTAT_FLTVNPAGES( 27) ;
ierr = anon_map_privat epages(arrp, ai ndx, szc,
seg, a, prot, ppa, vpage, segvn_anypgsz,
tron ? PG_LOCAL : 0, svd->cred);
if (ierr 1=0) {
SEGVN_VMSTAT_FLTVNPAGES( 28) ;
anon_array_exit(&an_cookie);
ANON_LOCK_EXI T( &np- >a_rw ock)

SEGVN_RESTORE_SOFTLOCK_VP(type, pages);

err = FC_MAKE_ERR(ierr);
got o out;

}

ASSERT(! | S_VMODSORT( ppa[ 0] - >p_vnode) ) ;
/*

* p_szc can't be changed for |ocked
* swapfs pages.

*

/

ASSERT( svd- >r cooki e ==
HAT_| NVALI D_REG ON_COXKI E) ;

hat _mem oad_array(hat, a, pgsz, ppa, prot,
hat _fl ag);

if (!(hat_flag & HAT_LQOAD LOCK)) {
SEGVN_VMSTAT_FLTVNPAGES( 29) ;
for (i = 0; i < pages; i++) {
page_unl ock(ppalil);
}

anon_array_exit(&an_cooki e);
ANON_LOCK_EXI T( &anp- >a_rw ock) ;
got o next;

ASSERT( svd- >r cooki e == HAT_I NVALI D REG ON_COXI E | |

!
*
*
*
*
*
*
*
*

* Ok kR kR Ok Ok b % b

if

prn =
/

(!svd->pageprot && svd->prot == (prot & vpprot)));
page_ppt onun( ppa[ 0] ) ;

hat _page_denmpte() needs an SE_EXCL | ock on one of

constituent page_t’s and it decreases root’s p_szc
last. This nmeans if root’'s p_szc is equal szc and

all its constituent pages are | ocked

hat _page_demote() that could have changed p_szc to
szc I's already done and no new have page_denote()

can start for this |large page.

we need to make sure same napping size is used for
the sanme address range if there’'s a possibility the
adddress is already nmapped because hat |ayer panics
when translation is |oaded for the range already
mapped with a different page size. W achieve it
by al ways using |argest page size possible subject
to the constraints of page size, segnment page size
and page alignment. Since nappings are invalidated
when those constraints change and make it

i npossi bl e to use previously used nappi ng size no
mappi ng si ze conflicts shoul d happen.

((pszc = ppa[0]->p_szc) == szc &&
I S_P2ALI GNED( pf n, pages)) {
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4233
4234
4235
4236
4237
4238
4239
4240
4241
4242
4243
4244
4245
4246
4247
4248
4249
4250
4251
4252
4253
4254
4255
4256
4257
4258
4259
4260
4261
4262
4268
4263
4264
4265
4272
4273
4274
4275
4276
4277
4278
4279
4280
4281
4282
4283
4284
4285
4286

4267
4268
4269
4270
4271
4272
4273
4274
4275
4276
4277

4279
4280
4281
4282

#i f def DEBUG

#endi f /*

DEBUG */

SEGVN_VNBTAT_FLTVNPAGES( 30) ;

for (i =0; i < pages; i++) {

ASSERT( PAGE_LOCKED( ppa[
ASSERT( ! PP_I SFREE( ppa[l
ASSERT( page_ppt onun{ ppa

pfn +i);
ASSERT(ppa[l] >p_szc == szc);
ASSERT( ppa[i]->p_vnode == vp);
ASSERT(ppa[i]->p_offset ==

off + (i << PAGESHIFT));

i1));
1));
K]

Al pages are of szc we need and they are
all |ocked so they can't change szc. |oad
transl ati ons.

if page got pronoted since |ast check
we don’'t need pplist.

* % ok k% ok ok
-~

if (pplist !'= NULL) {
page_free_repl acement _page(pplist);
page_cr eat e_put back( pages);

}
if (PP_I SM GRATE(ppa[0])) {
page_m grate(seg, a, ppa, pages);

}
SEGVN_UPDATE_MODBI TS(ppa, pages, rw,
prot, vpprot);
if (!xhat) {
hat _mem oad_array_region(hat, a, pgsz,
ppa, prot & vpprot, hat_flag,
svd- >r cooki e) ;
} else {
/

*
* avoid | arge xhat mappings to FS
* pages so that hat_page_denote()
* doesn’t need to check for xhat
* | arge mappi ngs.

* Don’t use regions with xhats.

*

for (i = 0; i < pages; i++) {
hat _meni oad( hat ,
a + (i << PAGESH FT),
ppali], prot & vpprot,
hat _fl ag);

}

if (!(hat_flag & HAT_LOAD LOCK)) {
for (I =0; i < pages; I++)
) page_unl ock(ppa[i]);

}

if (amp !'= NULL) {
anon_array_exit(&an_cookie);
ANON_LOCK_EXI T( &np- >a_r w ock)

}
goto next;

}

/*

* See if upsize is possible.
*

/

if (pszc > szc && szc < seg->s_szc &&
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4283 (segvn_anypgsz_vnode || pszc >= seg->s_szc)) {
4284 pgcnt _t aphase;

4285 uint_t pszcl = M N(pszc, seg->s_szc);

4286 ppgsz = page_get pagesi ze(pszcl);

4287 ppages = btop(ppgsz

4288 aphase = bt op( P2PHASE((U| ntptr_t)a, ppgsz));
4290 ASSERT(type != F_SOFTLOCK) ;

4292 SEGVN_VMSTAT_FLTVNPAGES( 31)

4293 if (aphase != P2PHASE(pfn, ppages)) {

4294 segvn_faul tvnnpss_al | gn_err4++;

4295 } else {

4296 SEGVN_VMSTAT_FLTVNPAGES( 32)

4297 if (pplist IS NULL)

4298 page_t *pl = pplis

4299 page_free_repl acemant _page(pl);
4300 page_cr eat e_put back( pages) ;
4301

4302 for (i =0; i < pages; i++)

4303 page_unl ock(ppali]);

4304

4305 if (anp !'= NULL) {

4306 anon_array_exit(&an_cookie);
4307 ANON_LOCK_EXI T( &anp- >a_rw ock) ;
4308 }

4309 pszc = pszcl;

4310 ilerr = -2;

4311 br eak;

4312 }

4313 }

4315 /*

4316 * check if we should use smallest mapping size.
4317 */

4318 upgrdfail = 0;

4319 if (szc ==

4340 if (szc == 0 || xhat ||

4320 (pszc >= szc &&

4321 1'1'S_P2ALI GNED( pfn, pages)) ||

4322 (pszc < szc

4323 I'segvn_full schages(ppa, szc, &upgrdfail,

4324 &pszc))) {

4326 if (upgrdfail && type != F_SOFTLOCK) {

4327 /*

4328 * segvn_full _szcpages failed to | ock
4329 * all pages EXCL. Size down.

4330 *

4331 ASSERT( pszc < szc);

4333 SEGVN_VMSTAT_FLTVNPAGES( 33)

4335 if (pplist !'= NULL) {

4336 page_t *pl = pplist;

4337 page_free_repl acenment _page(pl);
4338 page_cr eat e_put back( pages) ;
4339

4341 for (i =0; i < pages; i+%)

4342 page_unl ock(ppa[i]);

4343

4344 if (amp !'= NULL) {

4345 anon_array_exit(&an_cookie);
4346 ANON_LOCK_EXI T( &anp- >a_rw ock)
4347 }
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4348 ierr = -1;

4349 br eak;

4350 }

4351 if (szc !'= 0 && !'upgrdfail) {

4372 if (szc '= 0 && !xhat && !'upgrdfail) {

4352 segvn_faul tvnnpss_al i gn_err5++;

4353 }

4354 SEGVN_VMSTAT_FLTVNPAGES( 34) ;

4355 if (pplist !'= NULL

4356 page_free_repl acement _page(pplist);
4357 page_cr eat e_put back( pages) ;

4358 }

4359 SEGVN_UPDATE_MODBI TS( ppa, pages, rw,

4360 prot, vpprot);

4361 if (upgrdfail && segvn_anypgsz_vnode) {
4362 /* SOFTLOCK case */

4363 hat _meml oad_array_region(hat, a, pgsz,
4364 ppa, prot & vpprot, hat_flag,
4365 svd- >r cooki e) ;

4366 } else {

4367 for (i =0; i < pages; i++) {

4368 hat _men oad_r egi on( hat,

4369 a + (i << PAGESHI FT)
4370 pa[i], prot & vpprot,
4371 hat _flag, svd->rcookie);
4372 }

4373 }

4374 if (!(hat flag & HAT_LOAD_LOCK)) {

4375 for (i = 0; i < pages; I++)

4376 page_unl ock(ppalil);

4377

4378 }

4379 if (amp !'= NULL) {

4380 anon_array_exit(&an_cookie);

4381 ANON_LOCK_EXI T( &anp- >a_rw ock) ;

4382 }

4383 got o next;

4384 }

4386 if (pszc == szc) {

4387 /*

4388 * segvn_full _szcpages() upgraded pages szc.
4389 */

4390 ASSERT(pszc == ppa[ 0] - >p_szc);

4391 ASSERT( | S_P2ALI GNED( pf n, pages)) ;

4392 goto chkszc;

4393 }

4395 if (pszc > szc) {

4396 kmutex_t *szcnt x

4397 SEGVN_VMSTAT FLTVNPAGES( 35);

4398 /*

4399 * p_szc of ppa[0] can change since we haven't
4400 * |l ocked all constituent pages. Call

4401 * page_| ock_szc() to prevent szc changes.
4402 * This should be a rare case that happens when
4403 * nmultiple segnents use a different page size
4404 * to map the same file offsets.

4405 *

4406 szcm x = page_szc_| ock(ppa[0]);

4407 pszc = ppa[O0] - >p_szc;

4408 ASSERT(szcntx !'= NULL || pszc == 0);

4409 ASSERT( ppa[ 0] - >p_szc <= pszc);

4410 if (pszc <= szc)

4411 SEGVN_VMSTAT _FLTVNPAGES( 36)

4412 if (szemtx !'= NULL) {
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4413
4414
4415
4416
4417
4418
4419
4420
4421
4422
4423
4424
4425
4426
4427
4428
4429
4430
4431
4432
4433
4434
4435
4436
4437
4438
4439
4440
4441
4442

-

4444
4445

11
nut ex_exi t (szent x) ;
goto chkszc;
i}f (ppli;si I'= NULL) {

* page got pronoted since |ast check.
* we don’t need preaal ocated | arge

* page.
*/

SEGVN_VMSTAT_FLTVNPAGES( 37)
page_free_repl acement _page(pplist);
page_cr eat e_put back( pages) ;

}
SEGVN_UPDATE_MODBI TS(ppa, pages, rw,
prot, vpprot);
hat _mem oad_array_regi on(hat,
prot & vpprot, hat_flag,
mut ex_exit(szentx);
if (!(hat_flag & HAT LOAD ) LOCK)) {
for (I = 0; i < pages; |++)
page_unl ock(ppa[i]);
}

}

if (amp !'= NULL) {
anon_array_exit(&an_cookie);
ANON_LOCK_EXI T( &anp- >a_rw ock) ;

a, pgsz, ppa,
svd- >r cooki e) ;

}
goto next;

*

* if page got denpted since |ast check
4446 * we could have not allocated |arger page.

*

4447 al | ocate now.

4448 */

4449 if (pplist == NULL &&

4450 page_al | oc_pages(vp, seg, a, &pplist, NULL,
4451 szc, 0, 0) && type != F_SOFTLOCK) {

4452 SEG/N VMSTAT_FLTVNPAGES( 38) ;

4453 for (i = 0; T < pages; i++) {

4454 page_unl ock(ppalil);

4455

4456 if (anp !'= NULL) {

4457 anon_array_exit(&an_cookie);
4458 ANON_LOCK_EXI T( &np- >a_r w ock) ;
4459

4460 ierr =

4461 allocfalled |= (1 << szc);

4462 br eak;

4463 }

4465 SEGVN_VMSTAT_FLTVNPAGES(39) ;

4467 if (pplist !'= NULL) {

4468 segvn_rel ocat e_pages(ppa, pplist);

4469 #ifdef DEBUG

4470 } else {

4471 ASSERT(type == F_SOFTLOCK) ;

4472 SEGVN_VMSTAT_FLTVNPAGES( 40)

4473 #endif /* DEBUG */

4474 }

4476 SEGVN_UPDATE_MCDBI TS( ppa, pages, rw, prot, vpprot);

4478 if (pplist == NULL && segvn_anypgsz_vnode == 0) {
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4479 ASSERT(type == F_SOFTLOCK) ;

4480 for (i = 0; i < pages; i++)

4481 ASSERT( ppali]->p_szc < szc);
4482 hat _rmemnl oad_r egi on( hat,

4483 a + (i << PAGESH FT),

4484 ppal[i], prot & vpprot, hat_flag,
4485 svd- >r cooki e) ;

4486 }

4487 } else {

4488 ASSERT(pplist !'= NULL || type == F_SOFTLOCK);
4489 hat _menl oad_array_regi on(hat, a, pgsz, ppa,
4490 prot & vpprot, hat_flag, svd->rcookie);
4491 }

4492 if (!(hat_flag & HAT_LOAD_LOCK)) {

4493 for (I =0; i < pages; 1++) {

4494 ASSERT( PAGE_SHARED( ppa[i]));
4495 page_unl ock(ppali]);

4496 }

4497 }

4498 if (anp !'= NULL) {

4499 anon_array_exit(&n_cookie);

4500 ANON_LOCK_EXI T( &np- >a_rw ock) ;

4501 }

4503 next:

4504 if (vpage != NULL) {

4505 vpage += pages;

4506 }

4507 adj szc_chk =

4508 }

4509 1f (a==1 pgeaddr)

4510 bre

4511 ASSERT(a < ngeaddr)

4513 ASSERT(! brkcow && !tron && type != F_SOFTLOCK);

4515 /*

4516 * jerr == -1 neans we failed to map with a | arge page.
4517 * (either due to allocation/relocation failures or
4518 * msalignment with other nmappings to this file.

4519 *

4520 * jerr == -2 nmeans sone other thread allocated a | arge page
4521 * after we gave up tp map with a large page. retry with
4522 * | arger mapping.

4523 */

4524 ASSERT(ierr == -1 || ierr == -2);

4525 ASSERT(ierr == -2 || szc !'= 0);

4526 ASSERT(ierr == -1 || szc < seg->s_szc);

4527 if (ierr == -2) {

4528 SEGVN_VMSTAT_FLTVNPAGES( 41) ;

4529 ASSERT(pszc > szc &% pszc <= seg->S_szcC);

4530 szc = pszc;

4531 } else if (segvn_anypgsz_vnode) {

4532 SEGVN_VMSTAT_FLTVNPAGES(42) ;

4533 szc--;

4534 } else {

4535 SEGVN_VMSTAT_FLTVNPAGES( 43)

4536 ASSERT( pszc < szc);

4537 /*

4538 * other process created pszc |arge page.

4539 * but we still have to drop to O szc.

4540 */

4541 szc = 0;

4542 }

4544 pgsz = page_get _pagesi ze(szc);

12
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4545
4546
4547
4548
4549
4550
4551
4552
4553
4554
4555
4556
4557
4558
4559
4560
4561
4562
4563
4564
4565
4566
4567
4568
4569
4570
4571
4572
4573
4574
4575
4576
4577
4578
4579
4580
4581
4582
4583
4584
4585
4586
4587
4588
4589
4590
4591
4592
4593
4594
4595
4596
4597
4598
4599
4600
4601
4602
4603
4604
4605
4606
4607
4608

4610

out :

pages = btop(pgsz);
1f (ierr == -2) {
/*

* Size up case. Note |pgaddr may only be needed for
* softlock case so we don't adjust it here.
*/

(caddr _t) P2ALI GN\((ui ntptr_t)a, pgsz);
ASSERT(a >= | pgaddr);
| pgeaddr = (caddr t)P2ROJNDUP((U| ntptr t)eaddr pgsz);
off = svd->offset + (uintptr_t)(a - seg->s_base);
ai ndx = svd->anon_i ndex + seg_page(seg, a);
vpage = (svd->vpage != NULL) ?
&svd- >vpage[ seg_page(seg, a)] : NULL;
} else {
/*

* Size down case. Note |pgaddr may only be needed for
* softlock case so we don't adjust it here.
*

/

ASSERT(| S_P2ALI GNED( a, pgsz));
ASSERT(| S_P2ALI GNED( | pgeaddr, pgsz));
| pgeaddr = (caddr t)P2R(1JNDUP((U| ntptr_t)eaddr, pgsz);
ASSERT(a < | pgeaddr);
if (a < addr) {
SEGVN_VMSTAT_FLTVNPAGES( 44)

* The begi nning of the |large page region can
* be pulled to the right to make a smaller

* region. We haven't yet faulted a single

* page.

*

a = (caddr_t)P2ALI GN((ui ntptr_t)addr, pgsz);
ASSERT(a >= | pgaddr);
of f = svd->of fset +

(uintptr_t)(a - seg->s_base);
ai ndx = svd->anon_i ndex + seg_page(seg, a);
vpage = (svd->vpage != NULL) ?

&svd- >vpage[ seg_page(seg, a)] : NULL;

}

kmem free(ppa, ppasize);

if (lerr & !vop_size err) {
SEGVN_VMSTAT_FLTVNPAGES( 45) ;
return (0);

}
1f (type == F_SOFTLOCK && a > | pgaddr) {
SEGNN VMSTAT_FLTVNPAGES( 46) ;
segvn_sof t unl ock( seg, ngaddr, a - |pgaddr, S _OTHER);

if (!vop_size_err) {
SEGVN_VMSTAT _FLTVNPAGES( 47)
return (err);

}
ASSERT(brkcow || tron || type == F_SOFTLOCK);

Large page end is mapped beyond the end of file and it’'s a cow

faul't (can be a text replication induced cow or softlock so we can't
reduce the map area. For now just denpte the segment. This should
really only happen if the end of the file changed after the nappl ng
was established since when | arge page segnents are created we nmake
sure they don’t extend beyond the end of the file.

* % ok ok % ok *

*/

SEGVN_VMSTAT_FLTVNPAGES(48) ;
SEGVN_LOCK_EXI T(seg->s_as, &svd->l ock);
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4611 SEGVN_LOCK_ENTER(seg->s_as, &svd->l ock, RWWRI TER);

4612 err = 0;

4613 if (seg->s_szc !=0)

4614 segvn_f | tvnpages_clrszc_cnt ++;

4615 ASSERT( svd- >sof t | ockcnt == 0);

4616 err = segvn_cl rszc(seg),

4617 if (err 1=0) {

4618 segvn_fltvnpages_clrszc_err++,

4619 }

4620

4621 ASSERT(err || seg->s_szc == 0);

4622 SEGVN_LOCK DON\IGRADE(seg >s as, &svd->l| ock);

4623 /* segvn_fault will do its job as if szc had been zero to begin with */
4624 return (err == 0 ? |E_RETRY : FC_MAKE_ERR(err));

4625 }

__unchanged_portion_onitted_
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6345 renove xhat support

LR EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEREEEEEERERERERESRESRESESESESE]
1/*

* CDDL HEADER START

The contents of this file are subject to the terms of the
Common Devel opment and Distribution License (the "License").
You may not use this file except in conpliance with the License.

You can obtain a copy of the |icense at usr/src/ OPENSOLARI S. LI CENSE
or http://ww. opensol aris.org/os/licensing.

See the License for the specific |anguage governing pernissions

and linmtations under the License.

When distributing Covered Code, include this CDDL HEADER i n each
file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.

If applicable, add the follow ng bel ow this CDDL HEADER, with the
fields enclosed by brackets "[]" replaced with your own identifying
information: Portions Copyright [yyyy]l [nane of copyright owner]

CDDL HEADER END

NRRRRRRRR R
COONOUITAWNROW©O~NOUTSWN

-~

® ok Sk ok Sk b Sk OF 3k ok R b Rk R Rk OF % b % o
-~

21/

22 Copyright 2010 Sun Mcrosystens, Inc. Al rights reserved.

23 Use is subject to license terms.

24 Copyri ght 2015, Joyent, Inc. Al rights reserved.

25

27 | * Copyright (c) 1984, 1986, 1987, 1988, 1989 AT&T */

28 [ * All Rl ghts Reser ved */

30 /*

31 * University Copyright- Copyright (c) 1982, 1986, 1988

32 * The Regents of the University of California

33 * Al Rights Reserved

34 *

35 * University Acknow edgnent- Portions of this docunent are derived from
36 * software devel oped by the University of California, Berkeley, and its
37 * contributors.

38 */

40 /*

41 * VM - address spaces.

42 */

44 #incl ude <sys/types. h>

45 #incl ude <sys/t_| ock. h>

46 #i ncl ude <sys/param h>

47 #incl ude <sys/errno. h>

48 #incl ude <sys/systm h>

49 #incl ude <sys/nmman. h>

50 #include <sys/sysmacros. h>
51 #include <sys/cpuvar. h>

52 #include <sys/sysinfo.h>
53 #incl ude <sys/knmem h>

54 #include <sys/vnode. h>

55 #i nclude <sys/vnsystm h>
56 #include <sys/cm_err. h>
57 #incl ude <sys/debug. h>

58 #include <sys/tnf_probe. h>
59 #include <sys/vtrace. h>
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114

116
117
118
119
120
121
122
123
124
125

#i ncl ude <vni hat. h>

#i ncl ude <vm xhat . h>
#include <vni as. h>

#i ncl ude <vniseg. h>

#i ncl ude <vm seg_vn. h>
#i ncl ude <vni seg_dev. h>
#i ncl ude <vm seg_knem h>
#i ncl ude <vnl seg_nap. h>
#i ncl ude <vnl seg_spt. h>
#i ncl ude <vn page. h>

clock_t deadl k_wait = 1; /* nunber of ticks to wait before retrying */

static struct kmem cache *as_cache;

static void as_setwatchprot(struct as *, caddr_t, size_t, uint_t);

static void as_cl earwatchprot(struct as *, caddr _t, S|ze_t)

int as_map_| ocked(struct as *, caddr_t, size_t, int ((*)()), void *);

/*

* Verifying the segnent lists is very time-consuming; it may not be

* desirable always to define VERI FY_SEG.I ST when DEBUG i s set.

*/

#i f def DEBUG

#def i ne VERI FY_SEGLI ST

int do_as_verify = 0;

#endi f

/*

* Allocate a new cal |l back data structure entry and fill in the events of

* interest, the address range of interest, and the callback argunent.

* Link the entry on the as->a_callbacks list. A callback entry for the

* entire address space nay be specified with vaddr = 0 and size = -1.

*

* CALLERS RESPONSIBILITY: If not calling fromw thin the process context for
* the specified as, the caller nmust guarantee persistence of the specified as
* for the duration of this function (eg. pages being | ocked within the as
* will guarantee persistence).

*

int

as_add_cal | back(struct as *as, void (*cb_func)(), void *arg, uint_t events,

caddr_t vaddr, size_t size, int sleepflag)
{
struct as_cal |l back *current _head, *cb;
caddr _t saddr;
size_t rsize;
/* call back function and an event are nmandatory */
if ((cb_func == NULL) || ((events & AS_ALL_EVENT) == 0))
return (EINVAL);
/* Adding a callback after as_free has been called is not allowed */
if (as == &kas)
return (ENOMVEM ;
/*
* vaddr = 0 and size = -1 is used to indicate that the callback range
* is the entire address space so no rounding is done in that case.
*
/
if (size!=-1) {
saddr = (caddr_t) ((uintptr_t)vaddr & (uintptr_t)PAGEMASK);
rsize = (((size_t)(vaddr + size) + PAGEOFFSET) & PAGEMASK) -
(size_t)saddr;
/* check for w aparound */
if (saddr + rsize < saddr)
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126 return (ENOVEM ;
127 } else {
128 if (vaddr != 0)
129 return (EI NVAL);
130 saddr = vaddr;
131 rsize = size;
132 }
134 /* Allocate and initialize a callback entry */
135 cb = knmem zal | oc(si zeof (struct as_callback), sleepflag);
136 if (cb == NULL)
137 return (EAGAI N) ;
139 cb->ascb_func = cb_func;
140 ch->ascb_arg = arg;
141 ch->ascb_events = events;
142 ch->ascb_saddr = saddr;
143 cbh->ascb_l en = rsize;
145 /* Add the entry to the list */
146 nmut ex_ent er (&as->a_contents);
147 current _head = as->a_call backs
148 as->a_cal | backs = cbh;
149 cbh->asch_next = current_head;
151 /*
152 * The call to this function may lose in a race with
153 * a pertinent event - eg. a thread does |long termnenory | ocking
154 * but before the callback is added another thread executes as_unnap.
155 * A broadcast here resolves that.
156 */
157 if ((cb->ascb_events & AS UNMAPWAI T_EVENT) && AS_| SUNVAPWAI T(as)) {
158 AS_CLRUNMVAPWAI T( as) ;
159 cv_broadcast (&as->a_cv);
160 }
162 mut ex_exi t (&as->a_contents);
163 return (0);
164 }
__unchanged_portion_onitted_
642 [ *
643 * Allocate and initialize an address space data structure.
644 * W call hat_alloc to allow any nachi ne dependent
645 */inforrration in the hat structure to be initialized.
646 *

647 struct as *
648 as_al | oc(void)

649 {

650
652

654
655
656
657
658
659
660
661
662
663
664
665
666

struct as *as;

as = knmem cache_al | oc(as_cache, KM SLEEP);

as->a_f | ags = 0;
as->a_vbits = 0;
as->a_hrm = NULL;
as- >a_segl ast = NULL;
as->a_si ze = 0;
as->a_resvsize = 0;
as->a_updat edir = 0;

get hresti ne( &s->a_updat et i rre)
as->a_obj ectdir N
as->a_si zedir
as->a_userlimt
as->a_| ast gap
as->a_| ast gaphl

(’caddr_t YUSERLIM T;
NULL;
NULL;
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667

669
670
671

674

673
674

676
677
678
679
680
681
682
683
684
685
686
687
690

689
690
691
692
693
694
695
696
697

702
703
704
699
700

702
703
708
709
704
711
712
705
706
707

709
710
711
712
713
714
715
716
717
718
719
720
721
722

al |

top:

retry:

as->a_cal | backs = NULL;

AS_LOCK_ENTER(as, &as->a_l ock, RWWRI TER);

as->a_hat = hat_alloc(as); /* create hat for default systemmmu */

AS_LOCK_EXI T(as, &as->a_| ock);

as->a_xhat = NULL;

return (as);

Free an address space data structure.
Need to free the hat first and then

the segnents on this as and finally

the space for the as struct itself.

_free(struct as *as)

struct hat *hat = as->a_hat;
struct seg *seg, *next;

bool ean_t free_started = B_FALSE;
int called = 0;

/*

* Invoke ALL call backs. as_do_call backs will do one callback

* per
*

call, and not return (-1) until the callback has conpleted.

When as_do_cal | backs returns zero, all callbacks have conpl et ed.

*/

mut ex_ent er ( &s- >a_cont ent's

whi | e (as >a_cal | backs && as. do cal | backs(as,

AS_ALL_EVENT, 0, 0))

/* This will prevent new XHATs from attaching to as */
if (!lcalled)

AS_SETBUSY( as) ;

mut ex_exi t (&as->a_contents);
AS_LOCK_ENTER(as, &as->a_l ock, RWWRI TER);

if (!free_started) {

free_started = B_TRUE;

if (lcalled) {

called = 1,
hat _free_start(hat);
if (as->a_xhat != NULL)

xhat _free_start_all (as);

(seg = AS_SEGFI RST(as); seg != NULL; seg = next) {

int err;
next = AS_SEGNEXT(as, seg);

err = SEGOP_UNMAP(seg, seg->s_base, seg->s_size);
if (err == EAGAIN)
nmut ex_ent er (&as- >a_contents);
if (as->a_call backs) {
AS _LOCK_EXI T(as, &as->a_| ock);
} else if (!AS_TSNOUNMAPWAI T(as)) {
/*

* Menory is currently |ocked. Wait for a

* cv_signal that it has been unl ocked, then

* try the operation again.
*/

if (AS_| SUNVAPWAI T(as) == 0)
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}

int

cv_broadcast (&as->a_cv);
AS_SETUNMAPVWAI T( as) ;
AS OCK_EXI T(as, 8as- >a_| ock);
le (AS_I SUNMAPWAI T(as))
cv_wait (&as->a_cv, &as->a_contents);

} else {

/*
* We may have raced with
* segvn_reclaim)/segspt_reclain(). In this
* case clean nounmapwait flag and retry since
* softlockent in this segnent may be al ready
* 0. W don't drop as witer |lock so our
* nunber of retries w thout sleeping shoul d
* be very small. See segvn_reclain() for
* nore commrents.
*

/

AS_CLRNOUNVAPWAI T( as) ;
mut ex_exi t (&as->a_contents);
goto retry;

}
nut ex_exi t (&as->a_contents);
goto top;

} else {

* Ve do not expect any other error return at this
* time. This is simlar to an ASSERT in seg_unmap()
*/
ASSERT(err == 0);

}

}
hat _free_end(hat);
if (as->a_xhat != NULL)
xhat _free_end_al |l (as);
AS_LOCK_EXI T(as, &as->a_| ock);

/* [proc stuff */

ASSERT(avl _numodes( &as- >a_wpage) == 0);

if (as->a_objectdir) {
kmem free(as->a obj ectdir, as->a_sizedir * sizeof (vnode_t *));
as- >a_obj ectdlr = NULL;
as->a_sizedir = 0;

}

/*

* Free the struct as back to kmem Assert it has no segnents.
*/

ASSERT(avl _nummodes( &as- >a_segtree) == 0);
kmem cache_free(as_cache, as);

as_dup(struct as *as, struct proc *forkedproc)
773 {

struct as *newas;

struct seg *seg, *newseg;
size_t purgesize = 0;
int error;

AS_LOCK_ENTER(as, &as->a_|lock, RWWR TER);
as_cl earwatch(as)

newas = as_all oc()

newas->a_userlimt = as->a_userlimt;
newas- >a_proc = forkedproc;

AS_LOCK_ENTER(newas, &newas->a_l ock, RWWRI TER);
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/* This will prevent new XHATs from attaching */
mut ex_ent er (&as->a_contents);

AS_SETBUSY( as) ;

mut ex_exi t (&as->a_contents);

nmut ex_ent er (&newas- >a_contents);

AS_SETBUSY( newas) ;

mut ex_exi t (&ewas- >a_contents);

(void) hat_dup(as->a_hat, newas->a_hat, NULL, 0, HAT_DUP_SRD);

for (seg = AS SEGFI RST(as); seg != NULL; seg = AS_SEGNEXT( as,
if (seg->s_flags & S_PURGE) {

purgesi ze += seg->s_si ze;

conti nue;

}

newseg = seg_al | oc(newas, seg->s_base, seg->s_size);
if (newseg == NULL)
AS_LOCK_EXI T(newas, &newas->a_| ock);
as_setwat ch(as);
mut ex_ent er (&as- >a_cont ents) ;
AS_CLRBUSY(as);
mut ex_exit (&as->a_contents);
AS_LOCK_EXI T(as, &as->a_| ock);
as_free(newas);
return (-1);
}
i f ((err?r = SEGOP_DUP(seg, newseg)) != 0) {
*
* W call seg_free() on the new seg
* because the segnent is not set up
*/conpl etely; i.e. it has no ops.
*

as_setwat ch(as);

mut ex_ent er (&as- >a_contents);
AS_CLRBUSY( as) ;

nut ex_exi t (&as->a_contents);
AS_LOCK_EXI T(as, &as->a_| ock);
seg_free(newsegq);

AS_LOCK_EXI T(newas, &newas->a_|l ock);
as_free(newas) ;

return (error);

newas- >a_si ze += seg->s_si ze;

newas- >a_r esvsi ze = as->a_resvsize - purgesize;

seg)) {

error = hat_dup(as->a_hat, newas->a_hat, NULL, 0, HAT_DUP_ALL);

if (as->a_xhat != NULL)

error | = xhat_dup_all (as, newas, NULL, 0, HAT_DUP_ALL);

nmut ex_ent er (&newas- >a_contents);

AS CLRBUSY( newas) ;

nmut ex_exi t (&ewas- >a_contents);
AS_LOCK_EXI T(newas, &newas->a_| ock);

as_setwat ch(as);
nut ex_ent er (&as->a_contents);
AS_CLRBUSY( as) ;
mut ex_exi t (&as->a_contents);
AS_LOCK_EXI T(as, &as->a_l ock);
if (error 1= 0)
as_free(newas);
return (error);
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}
/*

forkedproc->p_as = newas;
return (0);

* Handle a ‘‘fault’’ at addr for size bytes.

*/

faul tcode_t
as_faul t(struct hat *hat, struct as *as, caddr_t addr, size_t size,

{

retry:

enum faul t _type type, enum seg_rw rw

struct seg *seg;
caddr _t raddr;
size_t rsize;

size_t ssize;
faultcode_t res = 0;
caddr _t addrsav;
struct seg *segsav;
int as_|l ock_hel d;
klwp_t *lwp = ttolwp(curthread);
int is_xhat = 0;

int hol di ng_wpage = 0;
extern struct seg_ops

/* rounded down addr */
/* rounded up size */

segdev_ops;

if (as->a_hat != hat) {
/* This must be an XHAT then */
is_xhat = 1;

if ((type !'= F_INVAL) || (as == &kas))
return (FC_NOSUPPORT) ;

if (lis_xhat) {
/
pagefault. This is to avoid deadl ock while debuggi ng a process
via /proc over NFS (in particular).
* Indicate that the Iwp is not to be stopped while waiting

* for a pagefault. This is to avoid deadl ock while debuggi ng
* a process via /proc over NFS (in particular).

f
* Indicate that the Iwp is not to be stopped while waiting for a

*/
if (Iwp !'= NULL)
| wp- >l wp_nost op++;

same | ength nust be used when we softlock and softunl ock. W
don’t support softunlocking lengths |ess than the original length
when there is | argepage support. See seg_dev.c for nore
comment s.

* same | ength nust be used when we softlock and softunl ock.

* \We don’t support softunlocking | engths |ess than

* the original length when there is |argepage support.

* See seg_dev.c for nore comments.

* ok kb

*/
switch (type) {
case F_SOFTLOCK:

CPU_STATS_ADD K(vm softlock, 1);
br eak;

case F_SOFTUNLOCK:
br eak;
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case F_PROT:
CPU_STATS_ADD K(vm prot_fault, 1);
br eak;

case F_I NVAL:
CPU_STATS_ENTER K();
CPU_STATS ADDQ(CPU, vm as_fault, 1);
if (as == &kas)
CPU_STATS _ADDQ(CPU, vm kernel _asflt, 1);
CPU_STATS EXIT_K();
br eak;

}

}

/* Kernel probe */

TNF_PROBE_3(address_fault, "vm pagefault", /* CSTYLED */,
tnf _opaque, address, addr,
tnf_fault _type, fault_type, type,
tnf _seg_access, access, rw;

raddr = (caddr_t)((uintptr_t)addr & (uintptr_t)PAGEMASK);
rsize = (((size_t)(addr + size) + PACGECFFSET) & PAGEMASK) -
(size_t)raddr;

XXX -- Don't grab the as |ock for segkmap. W should grab it for
correctness, but then we could be stuck holding this lock for

a LONG tine if the fault needs to be resolved on a slow
filesystem and then no-one will be able to exec new commands,
as exec’'ing requires the wite |ock on the as.

* ok % ok ok ok ¥

if (as == &as && segknap && segkmap->s_base <= raddr &&
raddr + size < segkmap->s_base + segkmap->s_size) {
/*

* if (as==&kas), this can’'t be XHAT: we’ve al ready returned
* FC_NOSUPPORT.
*/

seg = segknap;
as_l ock_held = 0;
} else {
AS_LOCK_ENTER(as, &as->a_l ock, RW READER);
if (is_xhat && avl_nummodes(&as->a_wpage) != 0) {
/*

* Grab and hold the witers’ lock on the as

if the fault is to a watched page.

This will keep CPUs from "peeking" at the
address range while we’'re tenporarily boosting
the permi ssions for the XHAT device to
resolve the fault in the segnent |ayer.

We coul d check whether faulted address

is within a watched page and only then grab
the witer lock, but this is sinpler.

/

AS_LOCK_EXI T(as, &as->a_| ock);
AS_LOCK_ENTER(as, &as->a_l ock, RWWRI TER);

* Ok kR o Sk k Ok Ok 3k

}

seg = as_segat(as, raddr);
if (seg == NULL)
AS_LOCK_EXI T(as, &as->a_l ock);
if (Iwp !'= NULL)
if ((Iwp !'= NULL) && (!is_xhat))
| wp- >l wp_nost op- -;
return (FC_NOVAP);
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as_l ock_held = 1;

}

addrsav = raddr;
segsav = seg;

for (; rsize !=0; rsize -= ssize, raddr += ssize) {
if (raddr >= seg->s_base + seg->s_size) {
seg = AS_SEGNEXT(as, seg);
if (seg == NULL || raddr != seg->s_base) {
res = FC_NOVAP;
br eak;

}

if (raddr + rsize > seg->s_base + seg->s_size)
ssize = seg->s_base + seg->s_size - raddr;
el se
ssize = rsize;

if (lis_xhat || (seg->s_ops != &segdev_ops)) {

if (is_xhat && avl_numodes(&as->a_wpage) != 0 &&
pr_i s_wat chpage_as(raddr, rw, as)) {

Handl e watch pages. |If we're faulting on a
wat ched page from an X-hat, we have to
restore the original permssions while we
handl e the fault.

-
* ok kb H|

as_cl earwat ch(as) ;
hol di ng_wpage = 1;
}

res = SEGOP_FAULT(hat, seg, raddr, ssize, type, rw;

/* Restore watchpoints */
i f (hol di ng_wpage) {
as_setwat ch(as);
hol di ng_wpage = 0;
}

if (res I=0)
break;
} else {
/* XHAT does not support seg_dev */
res = FC_NOSUPPORT;
break;

}
/*
* |f we were SOFTLOCKi ng and encountered a failure,

* we nust SOFTUNLOCK the range we already did. (Maybe we

* should just panic if we are SOFTLOCKi ng or even SOFTUNLOCKi ng
* right here...)
*

/

if (res != 0 && type == F_SOFTLOCK)
for (seg = segsav; addrsav < raddr; addrsav += ssize) {
if (addrsav >= seg->s_base + seg->s_size)
= AS_SEGNEXT(as, seq);
NULL) ;

seg
ASSERT(seg !
/*

* Now call the fault routine again to performthe
* unl ock using S_OTHER instead of the rw variable
* since we never got a chance to touch the pages.
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962 */
963 if (raddr > seg->s_base + seg->s_size)
964 ssize = seg->s_base + seg->s_size - addrsav;
965 el se
966 ssize = raddr - addrsav;
967 (void) SEGOP_FAULT(hat, seg, addrsav, ssize,
968 F_SOFTUNLOCK, S OTHER):
969 }
970 }
971 i f (as_l ock_hel d)
972 AS_LOCK_EXI T(as, &as->a_l ock);
973 if (Iwp !'= NULL)
1064 if ((Iwp !'= NULL) && (!is_xhat))
974 | wp- >l wp_nost op- -;
976 /*
977 * |f the lower levels returned EDEADLK for a fault,
978 * It neans that we should retry the fault. Let’'s wait
979 * a bit also to let the deadl ock causing condition clear.
980 * This is part of a gross hack to work around a design flaw
981 * in the ufs/sds | ogging code and shoul d go away when the
982 * | ogging code is re-designed to fix the problem See bug
983 * 4125102 for details of the problem
984 */
985 if (FC_ERRNQ(res) == EDEADLK) {
986 del ay(deadl k_wai t);
987 res = 0;
988 goto retry;
989
990 return (res);
991 }
____unchanged_portion_onitted_
2052 /*
2053 * Swap the pages associated with the address space as out to
2054 * secondary storage, returning the nunber of bytes actually
2055 * swapped.
2056 *
2057 * The value returned is intended to correlate well with the process’s
2058 * nenory requirenents. Its usefulness for this purpose depends on
2059 * how well the segnent-level routines do at returning accurate
2060 * information.
2061 */
2062 size_t
2063 as_swapout (struct as *as)
2064 {
2065 struct seg *seg;
2066 size_t swpent = 0;
2068 I
2069 * Kernel -only processes have given up their address
2070 * spaces. O course, we shouldn’t be attenpting to
2071 * swap out such processes in the first place...
2072 *
2073 if (as == NULL)
2074 return (0);
2076 AS_LOCK_ENTER(as, &as->a_| ock, RW READER);
2169 /* Prevent XHATs from attaching */
2170 mut ex_ent er (&as->a_contents);
2171 AS_SETBUSY( as) ;
2172 mut ex_exi t (&as->a_contents);
2078 /*

10
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2079 * Free all mapping resources associated with the address
2080 * space. The segnent-|evel swapout routines capitalize
2081 * on this unmappi ng by scavangi ng pages that have becone
2082 * unnmapped here.

2083 */

2084 hat _swapout (as->a_hat);

2182 if (as->a_xhat != NULL)

2183 xhat _swapout _al | (as);

2185 mut ex_ent er (&as- >a_contents);

2186 AS_CLRBUSY( as) ;

2187 mut ex_exi t (&as->a_contents);

2086 /*

2087 * Call the swapout routines of all segnments in the address
2088 * space to do the actual work, accunulating the anmount of
2089 * space recl ai nmed.

2090 */

2091 for (seg = AS SEGFI RST(as); seg != NULL; seg = AS_SEGNEXT( as,
2092 struct seg_ops *ov = seg->s_ops;

2094 /*

2095 * W have to check to see if the seg has

2096 * an ops vector because the seg may have

2097 * been in the middle of being set up when

2098 * the process was picked for swapout.

2099 */

2100 if ((ov != NULL) && (ov->swapout != NULL))

2101 swpcnt += SEGOP_SWAPQUT( seg) ;

2102 }

2103 AS_LOCK_EXI T(as, &as->a_l ock);

2104 return (swpcnt);

2105 }

____unchanged_portion_onmitted_

seg)) {
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LR R R R EEEEEREREREREEEEEEEEEEEEEEEEREEEREREREEEEEEEEEESES] 62 * ThIS IS currently |er| en-ented as the nunber Of aCtIVe hardv\are
3093 Fri Nov 6 21:07:27 2015 63 * translations that have page structures. Therefore, it can

new usr/src/uts/comon/vnvmrmc 64 * underestinate the traditional resident set size, eg, if the
6345 renove xhat support 65 * physical page is present and the hardware translation is m ssing
LEEE R R R R EE SRR EEEEEEEEEEEEEREEEEEEEEEEEEEEEEEEEREREEEEEEEEESEE] 66 * and lt can oVereStin’ate the rSS, eg’ lf there are active

1/* 67 * translations to a frame buffer with page structs

2 * CDDL HEADER START 68 * Also, it does not take sharing into account

3 * 68 * Also, it does not take sharing and XHATs into account

4 * The contents of this file are subject to the terms of the 69 */

5 * Common Devel opnent and Distribution License (the "License"). 70 size_t

6 * You may not use this file except in conpliance with the License. 71 rm asrss(as)

7 * 72 regi ster struct as *as

8 * You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE 73 {

9 * or http://ww. opensol aris.org/os/licensing. 74 if (as !'= (struct as *)NULL && as != &kas)

10 * See the License for the specific |anguage governi ng perm ssions 75 return ((size_t)btop(hat_get_napped_size(as->a_hat)))

11 * and limtations under the License. 76 el se

12 * 77 return (0)

13 * When distributing Covered Code, include this CDDL HEADER in each 78 }

14 * file and include the License file at usr/src/OPENSOLARI S. LI CENSE. __unchanged_portion_ontted_

15 * |f applicable, add the follow ng below this CODL HEADER, wth the

16 * fields enclosed by brackets "[]" replaced with your own identifying

17 * information: Portions Copyright [yyyy]l [nane of copyright owner]

18 *

19 * CDDL HEADER END

20 */

21 /*

22 * Copyright 2009 Sun Mcrosystens, Inc. Al rights reserved

23 * Use is subject to license terns.

24 */

26 /* Copyright (c) 1984, 1986, 1987, 1988, 1989 AT&T */

27 |* Al Rights Reserved *

29 /*

30 * University Copyright- Copyright (c) 1982, 1986, 1988

31 * The Regents of the University of California

32 * Al Rights Reserved

33 *

34 * University Acknow edgnent- Portions of this document are derived from

35 * software devel oped by the University of California, Berkeley, and its

*
*

/

39 #include <sys/types. h>
40 #include <sys/t_| ock. h>
41 #i ncl ude <sys/param h>
42 #include <sys/systm h>
43 #incl ude <sys/nmman. h>

44 #incl ude <sys/sysnacros. h>
45 #incl ude <sys/errno. h>
46 #incl ude <sys/signal . h>
47 #include <sys/user. h>

48 #incl ude <sys/proc. h>

49 #incl ude <sys/cm_err. h>
50 #incl ude <sys/debug. h>

52 #include <vni hat. h>

53 #include <vni as. h>

54 #include <vni seg_vn. h>
55 #include <vm rm h>

56 #include <vniseg. h>

57 #i nclude <vni page. h>

59 /*
60 * Yield the nmenory claimrequirenent for an address space
*
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#i
#i
#
#
#
#
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i

Copyri ght 2011 Nexenta Systens,
*
/

* ok Gk ok ok ok % % ok
-~

CDDL HEADER START

The contents of this file are subject to the ternms of the
Common Devel opment and Distribution License (the "License")
You nmay not use this file except in conpliance with the License

You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE
or http://ww. opensol aris.org/os/licensing

See the License for the specific | anguage governing perm ssions

and |limtations under the License

When distributing Covered Code, include this CDDL HEADER in each
file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.

If applicable, add the follow ng bel ow this CDDL HEADER, with the
fields enclosed by brackets "[]" replaced with your own identifying
information: Portions Copyright [yyyy]l [nane of copyright owner]

CDDL HEADER END

Copyright (c) 1993, 2010, Oracle and/or its affiliates. All

Inc. Al rights reserved

VM - Hardware Address Transl ati on managenent for Spitfire MW

This file inplenents the machi ne specific hardware translation
needed by the VM system The nmachi ne i ndependent interface is
described in <vm hat.h> while the nachi ne dependent interface
and data structures are described in <vnl hat_sfnmu. h>

The hat |ayer manages the address translation hardware as a cache
driven by calls fromthe higher levels in the VM system

ncl ude <sys/types. h>

ncl ude <sys/kstat.h>

ncl ude <vnf hat. h>

ncl ude <vni hat _sf mmu. h>
ncl ude <vnf page. h>

ncl ude <sys/pte. h>

ncl ude <sys/systm h>

ncl ude <sys/ mman. h>

ncl ude <sys/sysmacros. h>
ncl ude <sys/ machparam h>
ncl ude <sys/vtrace. h>
ncl ude <sys/kmem h>

ncl ude <sys/ mmu. h>

ncl ude <sys/cmm_err. h>
ncl ude <sys/cpu. h>

ncl ude <sys/cpuvar. h>
ncl ude <sys/debug. h>

ncl ude <sys/Igrp.h>

ncl ude <sys/archsystm h>
ncl ude <sys/ machsystm h>
ncl ude <sys/vmsystm h>
ncl ude <vnf as. h>
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#
#
#
#
#
#
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i
#i

ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude
ncl ude

#i f def

#defi ne SFMMU_VALI DATE_HMERI D( hat ,
if

<vni seg. h>

<vn seg_kp. h>

<vn seg_kmem h>
<vnl seg_kpm h>
<vnm rm h>
<sys/t_l ock. h>
<sys/ obpdefs. h>
<sys/vm machparam h>
<sys/var. h>
<sys/trap. h>

<sys/ machtrap. h>
<sys/sch. h>
<sys/ bi t map. h>
<sys/ machl ock. h>
<sys/ menbar . h>
<sys/atom c. h>
<sys/ cpu_nodul e. h>
<sys/ prom debug. h>
<sys/ ksynch. h>
<sys/ mem confi g. h>
<sys/ mem cage. h>
<vm vm dep. h>

<vm xhat _sf mmu. h>
<sys/ f pu/ f pusyst m h>
<vm mach_kpm h>
<sys/cal I b. h>

DEBUG

}

rid,
(SFMWU_I S_SHVERI D VALIurld))

s?ddr, I en)

caddr_t _eaddr = (saddr) + (len)
sf_srd_t * srdp

sf_region_t *_rgnp;

ASSERT((ri ) < SFMMU_MAX_HVE_REG ONS) ;

ASSERT( SF_RGNMAP_TEST( hat - >sf mu_| hnereglon map
ASSERT( (hat) != ksfmup);
_srdp = (hat)->sfnnu_srdp
ASSERT(_srdp != NULL)
ASSERT( _srdp->srd_refcnt != 0)
_rgnp = _srdp->srd_hnmergnp[(rid)];
ASSERT(_rgnp != NULL & _rgnp->rgn_id == rid);
ASSERT( _rgnp->rgn_refcnt != 0);
ASSERT(! (_rgnp->rgn_flags & SFNNU REG ON_FREE) ) ;

ASSERT( (_rgnp->rgn_flags & SFMMJ REG ON_TYPE NASK
HVE) ;

SFMMU_REGQ ON_|
ASSERT( (saddr) >=
ASSERT( (saddr) <
ASSERT( _eaddr >
ASSERT( _eaddr <=

_rgnp—>rgn_saddr),
_rgnp->rgn_saddr +
_rgnp->rgn_saddr);
_rgnp->rgn_saddr +

#def i ne SFMMJ_VALI DATE_SHAREDHBLK( hnebl kp, srdp, rgnp, rid)
{

caddr_t _hsva

caddr _t _heva

caddr_t _rsva

caddr_t _reva

int _ttesz = get_hbl k_ttesz(hnebl kp)

int _flagtte;

ASSERT( (srdp)->srd_refcnt !'= 0);

ASSERT( (rid) < SFMVU_MAX_HVE_REG ONS);
ASSERT((rgnp)->rgn_id == rid);

ASSERT(! ((rgnp)->rgn_flags & SFNNU REG ON_FREE) ) ;

SFMMU_REGQ ON |
ASSERT(_ttesz <= (rgnp) >rgn_pgszc);

ASSERT( ((rgnp)->rgn_flags & SFMMU REG ON_TYPE MNQQ
HMVE) ;

_rgnp->rgn_si ze)

_rgnp->rgn_si ze)

P

e e
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127
128
129
130
131
132
133
134
135
136
137
138
139
140
141 }

_hsva = (caddr_t)get _hbl k_base( hnebl kp) ;

_heva get _hbl k_endaddr (hnebl kp) ;

“rsva = (caddr_t)P2ALI G\(
(uintptr_t)(rgnp)->rgn_saddr, HBLK M N_BYTES);

_reva = (caddr _t) P2ROUNDUP(
(UI ntptr_t)((rgnp)->rgn_saddr + (rgnp)->rgn_size),
HBLK_M N_BYTES) ;

ASSERT(_hsva >= _rsva),

ASSERT( _hsva < _reva);

ASSERT(_heva > _rsva);

ASSERT( _heva <= reva)

_flagtte ( ttesz < HBLK M N_TTESZ) ? HBLK_M N _TTESZ

ASSERT(rgnp >rgn hmefl ags & (0x1 << _flagtte));

__unchanged_portion_onitted_

1053 /*
1054 *
1055 */
1056 voi
1057 hat
1058 {
1059
1060
1061

1063
1064

1066
1067
1068
1069

1071

1073
1074
1075
1076
1077
1078
1079
1080
1081
1082
1083
1084
1085

1087
1088
1089
1090
1091
1092
1093
1094
1095
1096
1097
1098
1099

1101

Initialize the hardware address translation structures.

d

_init(void)
int i;
uint_t sSz;
size_t si ze;

hat _l ock_init();

hat _kstat _init();

/*

* Hardware-only bits in a TTE

*

MAKE_TTE_MASK( &w_tte);
hat _i ni t _pagesi zes();

/* Initialize the hash | ocks */
for (i = 0; i < khmehash_num i ++)
mut ex_i ni t (&hme_hash[i]. hmehash_nut ex, NULL,
MUTEX_DEFAULT, NULL);
khnme_hash[i]. hneh_next pa = HVEBLK_ENDPA;

for (i = 0; i < uhnmehash_num i++) {
nut ex_i ni t (&uhne_hash[i]. hmehash_nutex, NULL,
MUTEX_DEFAULT, NULL);
uhnme_hash[i ]. hneh_next pa = HVEBLK_ENDPA;

}
khnehash_num -; /* make sure counter starts fromO */
uhmehash_num - ; /* make sure counter starts fromO0 */
/*

* Allocate context domain structures.

*

* A platformmy choose to nodify max_mmu_ct xdonms in

* set_platformdefaults(). If a platformdoes not define

* a set_platformdefaults() or does not choose to nodify

* max_mru_ct xdonms, it gets one MMJ context donmmin for every CPU.

*

*

For all platforms that have CPUs sharing MW, this
* val ue nust be defined.

*/

if (max_mmu_ct xdoms ==

nmax_mmu_ct xdons = max_ncpus;

size = max_mmu_ct xdons * sizeof (mmu_ctx_t *);

B
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1102

1104
1105
1106
1107
1108
1109
1110
1111
1112
1113

1115
1116
1117

1119

1121
1122
1123
1124
1125
1126
1127
1128
1129
1130
1131
1132
1133

1135
1136
1137

1139
1140

1142
1143
1144
1145
1146
1147
1148
1149
1150

1152
1153
1154
1155
1156
1157
1158
1159
1160
1161
1162
1163
1164

1166
1167

mu_ctxs_tbl = kmem zal | oc(size, KM SLEEP);
/* mu_ctx_t is 64 bytes aligned */
muct xdom cache = kmem cache_cr eat e(" mmuct xdom cache"
sizeof (mmu_ctx_t), 64, NULL, NULL, NULL, NULL, NULL, 0);

* MW context domain initialization for the Boot CPU.
* This needs the context domains array allocated above.
*/

mut ex_ent er (&cpu_|l ock) ;

sfmmu_cpu_i nit (CPU);

mut ex_exi t (&cpu_l ock);

/*
* Intialize ismmapping |ist |ock.

*/
mutex_init(& smmist_|ock, NULL, MJTEX_DEFAULT, NULL);

/
Each sfmmu structure carries an array of MW context info
structures, one per context donmin. The size of this array depends
on the maxi mum nunber of context dommins. So, the size of the
sfmmu structure varies per platform

*
*
*
*
*
*
* sfnmu is allocated fromstatic arena, because trap
* handler at TL > 0 is not allowed to touch kernel relocatable
* menory. sfmmu’s alignment is changed to 64 bytes from
* default 8 bytes, as the lower 6 bits will be used to pass
* pgent to vtag_flush_pgent_tl1.
*

/
i

size = sizeof (sfmu_t) + sizeof (sfmu_ctx_t) * (max_mmu_ctxdonms - 1);
sf mui d_cache = knmem cache_creat e("sfmui d_cache", size,

64, sfrmmu_i dcache_constructor, sfnmmu_idcache_destructor,

NULL NULL, static_arena, 0);

sf mu_t sbi nfo_cache = knem cache_creat e("sf nmmu_t sbi nf o_cache",
si zeof (struct tsb_info), O, NULL, NULL, NULL, NULL, NULL, 0);

Since we only use the tsb8k cache to "borrow' pages for TSBs
fromthe heap when | ow on nmenory or when TSB_FORCEALLCC i s
speci fied, don’t use namgazines to cache them-we want to return
themto the systemas quickly as possible.

* Ok ok ok ¥

*/

sfmmu_t sb8k_cache = knem cache_creat e(" sf mmu_t sh8k_cache"
MVU_PAGESI ZE, MMJ_PAGESI ZE, NULL, NULL, NULL, NULL,
static_arena, KMC_NOVAGAZI NE)

Set tsb_alloc_hiwater to 1/tsb_alloc_hiwater_factor of physical
nmenory, which corresponds to the old static reserve for TSBs.
tsb_all oc_hiwater_factor defaults to 32. This caps the anopunt of
nenory we'll allocate for TSB sl abs; beyond this point TSB

all ocations will be taken fromthe kernel heap (via

sfmmu_t sb8k_cache) and will be throttled as woul d any other kmem
* consuner.

*/

if (tsb_alloc_hiwater_factor == 0) {

tsb_all oc_hiwater_factor = TSB_ALLOC H WATER_FACTOR_DEFAULT;

}
SFMVU_SET_TSB_ALLCOC_H WATER( physmen) ;

* Ok ok ok ok ok ¥

for (sz = tsb_slab_ttesz; sz > 0; sz--) {
if (1(disable_ Iarge pages & (1 << sz)))
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1168
1169

1171
1172
1173
1174
1175
1176
1177
1178
1179
1180

1182
1183
1184
1185

1187
1188
1189
1190
1191
1192
1193
1194
1195
1196
1197
1198
1199
1200
1201
1202

1204
1205
1206
1207
1208
1209

1212
1213
1214
1215
1216
1217

1219
1220
1221
1222
1223
1224
1225
1226
1227
1228
1229
1230
1231
1232
1233

br eak;

}

if (sz <tsb_slab_ttesz) {
tsb_slab_ttesz = sz;
tsb_slab_shift = MMJ_PAGESH FT + (sz << 1) + sz;
tsb_slab_size = 1 << tsb_slab_shift;
tsb_sl ab_mask = (1 << (tsb_slab_shift - MMJ_PAGESH FT)) - 1;
use_bi gtsb_arena = 0;
} else if (use_bigtsbh arena &&
(disable_l arge_pages & (1 << bigtsb_slab ttesz))) {
use_bi gtsb_arena = 0;

}

if (luse_bigtsb_arena) {
bi gt sb_slab_shift = tsb_slab_shift;

}

SFMMUJ_SET_TSB_MAX_GROWSI ZE( physnen) ;
/
On snal ler menory systens, allocate TSB nmenory in smaller chunks
than the default 4M sl ab size. W al so honor disabl e_| arge_pages
here.

The trap handl ers need to be patched with the final slab shift,

R EE R
-~

i tsb_max_growsi ze <= TSB _512K_SZCCDE) &&

(di sabl e_l arge_pages & (1 << TTE512K))) {
tsh_sTab_ttesz = TTE512K;
tsb_slab_shift = MVU_PAGESHI FT512K;
tsb_sl ab_size = MMJ PAGESI ZE512K;
tsb_slab_mask = MMU_PAGEOFFSET512K >> MMUJ_PAGESHI FT;
use_bi gtsb_arena = 0;

((ts
I

}

if (luse_bigtsb_arena) {
bi gtsb_slab_ttesz = tsb_slab_ttesz;
bi gt sb_slab_shift = tsb_slab_shift;
bi gt sb_sl ab_si ze tsb_sl ab_si ze;
bi gt sb_sl ab_mask t sb_sl ab_nask;

/*
* Set up menory cal l back to update tsb_all oc_hiwater and
* tsb_nmax_growsi ze.
/
i = kphysm setup_func_register(&frmu_update_vec, (void *) 0);
ASSERT(iI == 0);

/
kmem tsb_arena is the source fromwhich large TSB sl abs are
drawn. The quantum of this arena corresponds to the |argest
TSB size we can dynamically allocate for user processes.
Currently it nust also be a supported page size since we
use exactly one translation entry to nmap each sl ab page.

The per-1group kmem tsb_default_arena arenas are the arenas from
which nost TSBs are allocated. Since nost TSB allocations are
typically 8K we have a kmem cache we stack on top of each

kmem tsb_default_arena to speed up those allocations.

Note the two-1evel scheme of arenas is required only
because vmem create doesn’t allow us to specify alignnent
requirements. |f this ever changes the code could be

* Ok ok ok ok ok % ok % ok % ok F ok

since they need to be able to construct the TSB pointer at runtine.

new usr/src/uts/sfmu/vn hat _sfmu. c

1234
1235
1236
1237
1238
1239
1240
1241
1242
1243

1245
1246
1247

1249
1250
1251
1252
1253
1254
1255
1256
1257
1258
1259

1261
1262
1263
1264
1265

1267
1268
1269
1270
1271
1272
1273
1274
1275
1276
1277
1278
1279

1281
1282
1283
1284
1285
1286
1287
1288

1290
1291
1292
1293
1294

1296
1297
1298

* sinplified to use only one |level of arenas.

*

* | f 256M page support exists on sundv, 256MB kmem bi gt sb_arena
* will be provided in addition to the 4M kmem tsb_arena.

*

if (use_bigtsb_arena) {
kmem bi gt sb_arena = vimem creat e("kmem_bi gt sb”, NULL, O,
bi gt sb_sl ab_si ze, sfmmu_vnmem xal | oc_al i gned wr apper,
vem xfree, heap_arena, 0, VM SLEEP);
}

kmem tsb_arena = vem create("knmem tsb", NULL, 0, tsb_slab_size,
sf mu_vrem xal | oc_al i gned_wr apper,
veem xfree, heap_arena, 0, VM SLEEP);

if (tsb_lgrp_affinity) {
char s[50];
for (i -0, i < NLGRPS_MAX; i++) {
if (use_bigtsb_arena) {
(void) sprintf(s, "kmem.bigtsb_|grp%", i)
kmem bi gt sb_defaul t _arena[i] = vmemcreate(s,
NULL, 0, 2 * tsb_slab_si ze,
sfmu_t sb_segknem al | oc,
sf mu_t sb_segkmem free, knmem bi gtsb_arena,
) 0, VM SLEEP | VM BESTFIT)

(void) sprintf(s, "knemtsb_Igrp", i);

kmem tsb_defaul t _arena[i] = vrmemcreate(s,
NULL, 0, PAGESIZE, sfmmu_tsb_segknem all oc,
sfmmu_tsb_segknem free, knemtsb_arena, O,
VM SLEEP | VM BESTFIT);

(void) sprintf(s, "sfmmu_tsb_| grp%_cache", i);
sfmmu_t sb_cache[i] = knmem cache_create(s,
PAGESI ZE, PAGESIZE NULL, NOLL, NULL, NULL,
kmem t sb_def aul t_arena[ i ] 0);

} else {
if (use_bigtsb_arena)
kmem bi gt sb_defaul t _arena[0] =
vimem cr eat e("knmem bi gt sb_defaul t", NULL, O,
2 * tsb_slab_size, sfmu_tsb_segknem all oc,
sf mmu_tsb segkrremfree kmem bi gt sb_arena, 0,
VM SLEEP | VM BESTFIT);

}

kmem t sb_defaul t _arena[ 0] = vnem create("knemtsb_default",
NULL, 0, PAGESIZE, sfmmu_tsb_segknmem all oc,
sf mu tsb _segkmem free, kmem tsb_arena, O,
VM SLEEP | VM BESTFIT);

sfmmu_t'sb_cache[0] = kmem_cache_cr eate("sfmmu_tsb_cache",
PACESI ZE, PAGESI ZE, NULL, NULL, NULL, NULL
kmem t sb_defaul t _arena[ 0], 0);

}

sf mmu8_cache = knem cache_creat e("sf nmu8_cache", HVESBLK Sz,
HVEBLK_ALI GN, sfrmmu_hbl kcache_constructor,
sf mmu_hbl kcache_destructor,
sf mmu_hbl kcache_recl ai m (v0| d *)HVE8BLK_SzZ,
hat _meni oad_ar ena, KMC_NOHASH) ;

hat _mem oadl_arena = vnem create("hat _nmenl oad1l", NULL, O, PAGESI ZE,
segkmem al | oc_per nanent, segknem free, heap_arena, O,
VMC_DUMPSAFE | VM SLEEP) ;
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1300
1301
1302
1303
1304

1306
1307

1309
1310
1311

1313
1314
1315

1317
1318
1319
1320
1321
1322

1324
1325
1326
1327
1328

1330 #i f ndef
1331
1332
1333
1334
1335
1336
1337
1338
1339 #endi f

sf mul_cache = knem cache_create("sfnmul_cache",
HMVEBLK_ALI GN, sf mmu_hbl kcache_constructor,
sf mmu_hbl kcache_destructor,
NULL, (void *)HVE1BLK SZ,
hat _meml oadl_arena, KMC_NOHASH);

HVE1BLK_SZ

pa_hment _cache = kmem cache_creat e("pa_hnent _cache", PAHME SZ,
0, NULL, NULL, NULL, NULL, static_arena, KMC_NOHASH);

i smbl k_cache = kmem cache_create("ismblk_cache"
si zeof (ismblk t) ecache_al i gnsi ze, NULL, NULL
NULL, NULL, static_arena, KNC_NG—!ASH)

i sm ment_cache = kmem cache_create("i sm nent_cache",
sizeof (ism_ rrent _t), 0, NULL, NULL,
NULL, NULL, NULL, 0)

/*
* W grab the first hat for the kernel,
*/

AS_LOCK_ENTER( &as, &kas.a_l ock, RWWRI TER);
kas.a_hat = hat_al | oc(&kas);
AS_LOCK_EXI T( &as, &kas.a_l ock);

/*
* |Initialize hblk_reserve.
*/

((struct hrme_bl k *)hbl k_reserve)->hbl k_nextpa =
va_t o_pa((caddr_t)hbl k_reserve);

UTSB_PHYS
/‘k

* Reserve sone kernel virtual address space for the |ocked TTEs
* that allow us to probe the TSB from TL>O0.
*/
ut sb_vabase = vmem xal | oc(heap_arena, tsb_slab_size, tsb_slab_size,
0, o, NULL NUCL, VM SLEEP);

utsb4m vabase = vieem xal | oc(heap arena, tsb_slab_size, tsb_slab_size,

0, 0, NULL, NULL, VM SLEEP);

1341 #ifdef VAC
/*

1342
1343
1344
1345
1346
1347
1348
1349
1350 #endi f

1353

1352
1353

1355
1356
1357
1358
1359
1360
1361
1362

* The big page VAC handling code assunmes VAC
* will not be bigger than the smallest big

* page- which is 64K

*

if (TTEPAGES(TTE64K) < CACHE NUM COLOR) {
crm_err (CE_PANIC, "VAC too bigl");

(void) xhat_init();
uhnme_hash_pa = v

a_to_pa(uhne_hash);
khme_hash_pa va_t o_pa( khne_hash);
/

Initialize relocation |ocks. kpr_suspendl ock is held

at PIL_MAX to prevent interrupts from pinning the hol der
of a suspended TTE which nay access it leading to a
deadl ock condition.

* ok ok ok ¥

*/
mut ex_i ni t (&pr_nutex, NULL, MJTEX_DEFAULT, NULL);
mut ex_i nit (&kpr suspendl ock, NULL, MJTEX_SPI N, (v0| d *)PIL_MAX);
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1364
1365
1366
1367
1368
1369
1370
1371

1373
1374
1375
1376
1377
1378
1379

1381
1382
1383
1384
1385
1386
1387
1388
1389
1390

1392
1393
1394
1395
1396
1397
1398
1399

1401
1402
1403
1404
1405

1407
1408
1409
1410

1412
1413
1414
1415 }

/
I f Shared context support is disabled via /etc/system
set shctx_on to O here if it was set to 1 earlier in boot
sequence by cpu nodule initialization code.

R

if (shctx_on && disable_shctx) {
shctx_on = 0;
}

if (shctx_on) {
srd_buckets = kmem zal | oc( SFMMJ_MAX_SRD BUCKETS *
“si zeof (srd_| buckets[0]), KM SLEEP);
for (i =0; i < SFMMJ_MAX_SRD BUCKETS; i ++)
mut ex_i ni t (&rd_buckets[i].srdb_l ock, NULL,
MJUTEX_DEFAULT, NULL);
}

srd_cache = knem cache_create("srd_cache", sizeof (sf_srd_t),
0, sfmmu_srdcache_constructor, sfnmm_srdcache_destructor,
NULL, NUCL, NULL, 0);

region cache = kmem cache _create("region_cache"
sizeof (sf_region_t), 0, sfmmu_rgncache_ constructor
sf rmu_rgncache_destructor NULL, NULL, NULL, 0);

scd_cache = knem cache_cr eat e( scd_cache si zeof (sf_scd_t),
0, sfmmu_scdcache_constructor, sf mru_scdcache_dest ructor,
NULL, NULL, NULL, 0)

Pre-al l ocate hrm hashtab before enabling the collection of
refmod statistics. Allocating on the fly would nean us
running the risk of suffering recursive nutex enters or
deadl ocks.

* ok kb k%

hrm_ hashtab =
KM _SLEEP) ;

kmem zal | oc(HRM_HASHSI ZE * sizeof (struct hrnstat *),

/* Allocate per-cpu pending freelist of hmeblks */

cpu_hme_pend = knem zal | oc((NCPU * sizeof (cpu_hme_pend_t)) + 64,
KM SLEEP) ;

cpu_hnme_pend = (cpu_hne_pend_t *)P2ROUNDUP(
(uintptr_t)cpu_hne_pend, 64);

for (i =0; i < NCPU;, i++) {

mut ex_i ni) t (&pu_hme_pend[i].chp_nutex, NULL, MJTEX DEFAULT,
NULL) ;

}

if (cpu_hne_pend_thresh == 0) {
cpu_hme_pend_t hresh = CPU_HVE_PEND_THRESH,
}

__unchanged_portion_onitted_

1448 #define SFMMU_KERNEL_NMAXVA \

1449

1451 /
1452
1453
1454

(kmenB4_base ? (uintptr_t)kmen64_end : (SYSLIMT))

*

* Allocate a hat structure.
* Call ed when an address space first uses a hat.
*/

1455 struct hat *
1456 hat _al | oc(struct as *as)

1457 {
1458
1459

sfmmu_t *sf mup;
int i;
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1460
1461

1463
1464
1465
1466
1467
1468
1469

1471
1472
1473
1474

1476
1477
1478
1479
1480
1481
1482

1484
1485
1486
1487
1488
1489
1490
1491
1492

1494
1495
1496
1497
1498
1499

1501
1502
1503
1504
1505
1506
1507
1508
1509
1510
1511

1513
1514
1515
1516
1517

1519
1520
1521
1522
1523
1524
1525

uint64_t cnum
extern uint_t get_color_start(struct as *);

ASSERT(AS_WRI TE_HELD( as, &as->a_| ock));

sfmup = knmem_ cache al | oc(sfnmu d cache KM_SLEEP) ;
sf mup->sfnmmu_as = as;

sf mmup->sfmmu_fl ags = 0

sf mup->sfmu_tteflags = O;

sf mup->sfmmu_rtteflags = 0;

LOCK_I NI T_CLEAR( &sf mmup- >sf mmu_ct x_| ock) ;

if (as == &kas) {
ksfmmup = sf mmup;
sf mup- >sf mu_cext = 0;
cnum = KCONTEXT

sf mup- >sf mu_cl rstart = 0;
sf mup->sf mu_t sb = NULL;
/*
* hat _kern_setup() will call sfmmu_init_ktsbinfo()
* to setup tsb_info for ksfmmup.
*
/

} else {

/
Just set to invalid ctx. Wien it faults, it wll
get a valid ctx. This would avoid the situation
where we get a ctx, but it gets stolen and then
we fault when we try to run and so have to get
anot her ctx.

T

sf mmup- >sf mmu_cext = 0;
cnum = | NVALI D_CONTEXT;

/* initialize original physical page coloring bin */
sfmmup- >sfmmu_clrstart = get_col or_start(as);
#i f def DEBUG
if (tsb_randomsize) {
uint32_t randval = (uint32_t)gettick() >> 4;
int size = randval % (tsb_max_growsize + 1);

/* chose a randomtsb size for stress testing */

(void) sfrmmu_tsbinfo_alloc(&sfmmup->sfmu_tsb, size,

TSB8K| TSB64K| TSB512K, 0, sfnmup);
} else
#endi f /* DEBUG

*
-~

(void) sfmmu_tsbinfo_alloc(&sfmmup->sfmu_tsb,
def aul t _tsb_si ze,
TSB8K| TSB64K| TSB512K, 0, sfnmup);
sf mup- >sf mu_f | ags = HAT_SWAPPED | HAT_. ALLCTX I NVALI Dy
ASSERT( sf mup- >sf nmu_t sb ! = NULL);

}

ASSERT( max_mmu_ct xdons > 0);

for (i =0; i < max_mmu_ctxdons; i++)
sf mup->sf mu_ct xs[i].cnum = cnum
sf mmup- >sf mmu_ct xs[i]. gnum = O;

}

for (i = 0; i < max_mmu_page_: S|zes i++) {

sfmmup->sfmmu_ttecnt[i] = O,

sf mup- >sf nmu_scdrttecnt[i] = 0;
sf mup- >sf mu_i snttecnt[1] = 0;

sf mup->sf mu_scdi snttecnt[i] = 0;
sf mup- >sf mmu_pgsz[i] = TTE8K;
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1526
1527
1528
1529
1530
1531
1532
1533
1534
1535
1536
1537
1538
1542
1539
1540
1541
1542
1543
1544
1545
1546
1547 }

sf mup- >sf mmu_t sb0_4m nflcnt = O;
sf mrup- >sf mu_i bl k = NULL;
sf mrup- >sf mu_i smhat = 0;
sf mup- >sf mu_scdhat = 0;
sf mup- >sf mmu_i snbl kpa = (uint64_t)-1;
if (sfrmmup == ksfmmup) {
CPUSET_ALL( sf mup- >sf mu_cpusr al
} else {
CPUSET_ZERQ( sf mup- >sf nmu_cpusr

sf mmup- >sf rmu_free = 0;
sf mrup- >sf nmu_r nst at 0;

sf mup- >sf mmu_cl rbin sf mmup- >sf mmu_cl
sf mup- >sf mmu_xhat _provider = NULL;

n)

an);

rstart;

cv_init(&fmup->sfmu_tsb_cv, NULL, CV_DEFAULT, NULL);

sf mup- >sf mmu_srdp = NULL;
SF_RGNVAP_ZERQ( sf mmup- >sf mu _regi on_map
bzer o( sf mup- >sf mmu_hner egi on_| i nks, SF
sf mrup- >sf mu_scdp = NULL;

sf mup- >sf mu_scd_| i nk. next = NULL;
sf mup- >sf mmu_scd_l i nk. prev = NULL;
return (sfmmup);

__unchanged_portion_onitted_

1909 /*
1910 *

Free all the translation resources for the s

);
MVJ_L1_HVERLI NKS_SI ZE) ;

peci fied address space.

1911 * Called fromas_free when an address space is being destroyed.

1912 */
1913 void

1914 hat_free_start(struct hat *sfmmup)

1915 {
1916
1917
1922

1919
1920
1921
1922

1924
1925 }

1927 void

ASSERT( AS_WRI TE_HELD( sf nmup- >sf mmu_as,
ASSERT( sf mmup ! = ksf mmup) ;

&sf mmup- >sf mu_as- >a_| ock));

ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);

sf mup- >sfmu_free =

if (sfmmup->sfmmu scdp I'= NULL) {
sf mu_| eave_scd(sf mup, 0);

}

ASSERT( sf mmup- >sf mu_scdp == NULL);

1928 hat _free_end(struct hat *sfmmup)

1929 {
1930

1937
1932
1933
1934
1935
1936
1937
1938

1940
1941
1942

1944
1945
1946
1947

int i;

ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);

ASSERT( sf mup- >sfmu_free == 1);

ASSERT( sf mmup- >sf nmu ttecnt['I‘I'ESK] =0
ASSERT( sf mmup->sf mu_t t ecnt [ TTE64K] ==
ASSERT( sf mmup->sf mu_ttecnt [ TTE512K] ==
ASSERT( sf mmup->sf mu_ttecnt [ TTEAM == 0
ASSERT( sf mmup- >sf mmu_ttecnt [ TTE32M ==
ASSERT( sf mmup- >sf mmu_t t ecnt [ TTE256M ==

if (sfmup->sfnmu_rnstat)
hat _freest at (sf mup- >sf mu_as,
}

whil e (sfrmmup->sfmu_tsb !'= NULL) {
struct tsb_info *next = sfmmup-

)
0)
0);
)
0)
0);

NULL) ;

>sf mmu_t sb- >t sb_next ;

sfnmu_t sbhinfo free(sfmmp >sf mmu_t sb) ;

sf mup- >sf mmu_t sb = next;
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1948 }

1950 if (sfrmup->sfmmu_srdp != NULL) {

1951 sfmu_| eave_srd(sf nmup);

1952 ASSERT(sfmrup >sf nmu srdp == NULL);

1953 for (i = 0; i < SFMMJ L1_HMVERLI NKS; i++) {

1954 i f (sfrmmup->sfmu_hmeregi on_links[i] != NULL) {
1955 kmem f r ee('sf nmup- >sf nmu_hner egi on_l i nks[i],
1956 SFMMU_L2_HVERLI NKS_SI ZE) ;

1957 sf mmup- >sf nmu_hner egi on Ilnks[i] = NULL;
1958 }

1959 }

1960

1961 sf mmu_f ree_sf mu( sf nmup) ;

1963 #i f def DEBUG

1964 for (i =0; i < SFMMJ_L1_HMERLI NKS; i ++)

1965 ASSERT( sf nmup- >sfmmu_hner egi on_li nks[i] == NULL);

1966

1967 #endi f

1969 kmem cache_free(sfmmi d_cache, sfmmup);

1970 }

1972 /*

1973 * Set up any translation structures, for the specified address space,
1974 * that are needed or preferred when the process is being swapped in.
1975 */

1976 /* ARGSUSED */

1977 void

1978 hat _swapi n(struct hat *hat)

1979 {

1986 ASSERT( hat - >sf mu_xhat _provi der == NULL);

1980 }

1982 /*

1983 * Free all of the translation resources, for the specified address space,
1984 * that can be freed while the process is swapped out. Called from as_swapout.
1985 * Also, free up the ctx that this process was using.

1986 */

1987 voi d

1988 hat _swapout (struct hat *sfnmmup)

1989 {

1990 struct hnehash_bucket *hmebp;

1991 struct hme_bl k *hrrebl kp

1992 struct hme_bl k *pr_| thk NULL;

1993 struct hnme_bl k *nx_hbl k;

1994 int i;

1995 struct hme_bl k *list = NULL;

1996 hat | ock_t *hat! ockp;

1997 struct tsb_info *tsbinfop;

1998 struct free_tsb {

1999 struct free_tsb *next;

2000 struct tsb_info *tsbinfop;

2001 }; /* free list of TSBs */

2002 struct free_tsb *freelist, *last, *next;

2011 ASSERT( sf mrup- >sf rmu_xhat _provi der == NULL)

2004 SFMMU_STAT( sf _swapout ) ;

2006 /*

2007 * There is no way to go froman as to all its translations in sfmu.
2008 * Here is one of the tinmes when we take the big hit and traverse
2009 * the hash | ooking for hme_blks to free up. Not only do we free up
2010 * this as hne_bl ks but all those that are free. W are obviously
2011 * swappi ng because we need nmenory so let’s free up as nuch
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2012
2013
2014
2015
2016
2017
2018
2019
2020
2021
2022
2023
2024
2025

2035

2027
2028
2029
2030
2031
2032
2033
2034
2035
2036
2037
2038
2039
2040
2041
2042
2043
2044
2045
2046

2048

2050
2051
2052
2053

2055

2057
2058
2059
2060
2061
2062
2063
2064
2065
2066
2067
2068
2069
2070
2071
2072
2073
2074

as we can.

*

*

* Note that we don't flush TLB/ TSB here -- it’'s not necessary
* because:

* 1) we free the ctx we're using and throw away the TSB(S);
* 2) processes aren’'t runnable while being swapped out.

ASSERT(sf mup ! = KHATI D) ;

for (i = 0; I <= UHMEHASH SZ; i++) {
hmebp = &uhme_hash[i];
SFMVU_HASH_LOCK( hrebp) ;
hnebl kp = hrmebp- >hmebl kp
pr_hbl k = NULL;
while (hneblkp) {

ASSERT( ! hmebl kp- >hbl k_xhat _bi t)

if ((hmebl kp->hbl k_tag. htag_i d == sfmup) &&
' hnebl kp- >hbl k_shw_bi t && ! hnebl kp->hbl k_I ckcnt) {
ASSERT( ! hrrebl kp- >hbl k_shar ed) ;
(voi d) sfmru_hbl k_unl oad(sf nmup, hnebl kp,
(caddr _t)get _hbl k_base( hnebl kp),
get _hbl k_endaddr (hnebl kp) ,
NULL, HAT_UNLQAD);

}

nx_hbl k = hmebl kp- >hbl k_next ;

i f (! hnebl kp->hbl k_vcnt ~ && ! hmebl kp->hbl k_hmecnt) {
ASSERT( ! hmebl kp- >hbl k_I ckcnt ) ;
sf mmu_hbl k_hash_r nm( hnebp, hrebl kp, pr_hblk,

&ist, 0);

} else {

pr_hbl k = hnebl kp;

}
hmebl kp = nx_hbl k;

}
SFMMU_HASH_UNLOCK( hnebp)
}

sfmmu_hbl ks_Il i st _purge(&ist, 0);
*

* Now free up the ctx so that others can reuse it.
*/
hat | ockp = sfmru_hat _ent er (sfmmup);

sf mu_i nval i dat e_ct x( sf nmup) ;

/
Free TSBs, but not tsbinfos, and set SWAPPED fl ag.
If TSBs were never swapped in, just return.

This inplies that we don't support partial swapping
of TSBs -- either all are swapped out, or none are.

We rmust hold the HAT |ock here to prevent racing wth another
thread trying to unmap TTEs fromthe TSB or running the post-
relocator after relocating the TSB's nenory. Unfortunately, we
can’t free menory while holding the HAT | ock or we could

deadl ock, so we build a list of TSBs to be freed after marking
the tsbinfos as swapped out and free them after dropping the

| ock.

* Ok k ok % ok % ok ok ok k% o *
-~

if (SFMMJ_FLAGS | SSET(sfmup, HAT_SWAPPED)) {
sf mu_hat _exi t (hat | ockp);
return;
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2076 SFM\/U FLAGS SEl'(sfrmup, HAT_SWAPPED) ;

2077 last = freelist = NULL

2078 for (tsbinfop = sfrmup >sfmmu_t sb; tsbinfop !'= NULL;

2079 tsbi nfop = tshinfop->tsb_next) {

2080 ASSERT( (t sbhi nf op->tsb_flags & TSB_SWAPPED) == 0);

2082 /*

2083 * Cast the TSB into a struct free_tsb and put it on the free
2084 * list.

2085 */

2086 if (freelist == NULL) {

2087 last = freelist = (struct free_tsb *)tsbinfop->tsb_va;
2088 } else {

2089 | ast->next = (struct free_tsb *)tsbinfop->tsb_va;
2090 |l ast = | ast->next;

2091 }

2092 | ast->next = NULL;

2093 | ast - >t shi nfop = tsbi nfop;

2094 t sbi nfop->tsb_flags | = TSB_SWAPPED,

2095 /*

2096 * Zero out the TTE to clear the valid bit.

2097 * Note we can’t use a value |ike Oxbad because we want to
2098 * ensure diagnostic bits are NEVER set on TTEs that m ght
2099 * be loaded. The intent is to catch any invalid access
2100 * to the swapped TSB, such as a thread running with a valid
2101 * context without first calling sfmu_tsb_swapin() to
2102 * allocate TSB nenory.

2103 */

2104 tsbhinfop->tsb_tte. Il = 0;

2105

2107 /* Now we can drop the lock and free the TSB nenory. */

2108 sf mru_hat _exi t (hat | ockp);

2109 for (; freelist !'= NULL; freelist = next) {

2110 next = freelist->next;

2111 sfmmu_t sb_free(freelist->tsbinfop);

2112 }

2113 }

2115 /*

2116 */Dupl icate the translations of an as into another newas

2117 *

2118 /* ARGSUSED */

2119 int

2120 hat_dup(struct hat *hat, struct hat *newhat, caddr_t addr, size_t len,
2121 uint_t flag)

2122 {

2123 sf_srd_t *srdp;

2124 sf_scd_t *scdp;

2125 int i;

2126 extern uint_t get_color_start(struct as *);

2138 ASSERT( hat - >sf mmu_xhat _pr ovi der == NULL);

2128 ASSERT((flag == 0) || (flag = HAT DUP_ALL) || (flag == HAT_DUP_COW ||
2129 (flag == HAT_DUP_SRD));

2130 ASSERT( hat != ksfnmmup);

2131 ASSERT( newhat != ksfmmp)

2132 ASSERT(flag != HAT_DUP_ ALL || hat->sfnmu_srdp == newhat - >sf mmu_srdp) ;
2134 if (flag == HAT_DUP_COW {

2135 pani c("hat _dup: HAT_DUP_COW not supported");

2136 }

2138 if (flag == HAT_DUP_SRD && ((srdp = hat->sfmu_srdp) != NULL)) {
2139 ASSERT(srdp >srd_evp !'= NULL);

2140 VN_HOLD( sr dp->srd_evp);

13

new usr/src/uts/sfmmu/vn hat _sfmu. c

2141 ASSERT(srdp->srd_refcnt > 0);
2142 newhat - >sf mmu_srdp = srdp;
2143 atom c_inc_32((volatile uint_t *)&rdp->srd_refcnt);
2144 }
2146 /*
2147 * HAT_DUP_ALL flag is used after as duplication is done.
2148 */
2149 if (flag == HAT_DUP_ALL && ((srdp = newhat->sfmu_srdp) != NULL)) {
2150 ASSERT( newhat - >sf rmu srdp >srd_refcnt >= 2);
2151 newhat - >sf mmu_rtteflags = hat->sfrmmu_rttefl ags;
2152 if (hat->sfrmu_flags & HAT_4MIEXT_FLAG) {
2153 newhat - >sf mmu_f | ags | = HAT_4MTEXT_FLAG
2154 }
2156 /* check if need to join scd */
2157 if ((scdp = hat->sfmmu_scdp) != NULL &&
2158 newhat - >sf mmu_scdp ! = scdp) {
2159 int ret;
2160 SF_RGNMAP_| S_SUBSET( &niewhat - >sf mmru_r egi on_nap,
2161 &scdp- >scd_regi on_map, ret);
2162 ASSERT(ret);
2163 sfmmu_j oi n_scd(scdp, nev\lnat)'
2164 ASSERT( newhat - >sf mmu_scdp == scdp &&
2165 scdp >scd_refcnt >= 2);
2166 for (i 0; i < max_nmmu_page_si zes; i++) {
2167 nevvnat >sfmmu_ismttecnt[i] =
2168 hat ->sfrmu_i snttecnt[i];
2169 newhat - >sf nmu_scdi snttecnt[i] =
2170 hat - >sf mu_scdi snttecnt[i];
2171 }
2172 }
2174 sf mmu_check_page_si zes(newhat, 1);
2175 1
2177 if (flag == HAT_DUP_ALL && consistent_coloring == 0 &&
2178 updat e_proc_pgcol orbase_after_fork != 0)
2179 hat - >sf mmu_cl rbin = get_col or_start (hat->sf mu_as);
2180 1
2181 return (0);
2182 }
__unchanged_portion_onitted_
2192 void
2193 hat_nenl oad_regi on(struct hat *hat, caddr_t addr, struct page *pp,
2194 uint_t attr, uint_t flags, hat_region_cookie_t rcookie)
2195 {
2196 uint_t rid;
2197 if (rcookie == HAT_| NVALI D_REG ON_COXI E) {
2208 if (rcookie == HAT_I NVALI D_REG ON_COXI E | |
2209 hat - >sf mmu_xhat _provi der != NULL
2198 hat _do_nem oad(hat, addr, pp, attr, flags,
2199 SFMMU_I NVALI D_SHMVERI D) ;
2200 return;
2201 }
2202 rid = (uint_t)((uint64_t)rcookie);
2203 ASSERT(rid < SFMMJ_MAX_HVE_REG ONS) ;
2204 hat _do_nenl oad(hat, addr, pp, attr, flags, rid);
2205 }
2207 /*
2208 * Set up addr to map to page pp with protection prot.
2209 * As an optinization we also load the TSB with the
2210 * corresponding tte but it is no big deal if the tte gets kicked out.
2211 */
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2212 static void

2213 hat _do_neni oad(struct hat *hat, caddr_t addr, struct page *pp,
2214 uint_t attr, uint_t flags, uint_t rid)

2215 {

2216 tte_t tte;

2219 ASSERT(hat != NULL);

2220 ASSERT( PAGE_L OCKED( pp))

2221 ASSERT(! ((uintptr t)addr & MVJ_PAGEOFFSET)) ;

2222 ASSERT(! (flags & ~SFMVU_LQAD ALLFLAG));

2223 ASSERT(! (attr & ~SFMMU_LOAD ALLATTR));

2224 SFMVUU_VALI DATE_HVERI D(hat, rid, addr, MVU_PAGESI ZE)

2226 if (PP_I SFREE(pp)) {

2227 pani c("hat _mem oad: | oading a mapping to free page %",
2228 (void *)pp);

2229 }

2243 if (hat->sfmmu_xhat_provider) {

2244 /* no regions for xhats */

2245 ASSERT(! SFMMU_ | S_SHVERI D_VALID(rid));

2246 XHAT_MEMLOAD( hat, addr, pp, attr, flags);

2247 return;

2248 }

2231 ASSERT( (hat == ksfmmup) ||

2232 AS_LOCK_HELD( hat - >sf mmu_as, &hat ->sf nmu_as->a_|l ock));
2234 if (flags & ~SFMMJ_LQOAD ALLFLAG)

2235 cnm_err (CE_NOTE, "hat_mem oad: unsupported flags %"
2236 flags & ~SFMMJ_LOAD ALLFLAG);

2238 if (hat->sfmmu_rnstat)

2239 hat _resvstat (MMJ_PACESI ZE, hat->sfmu_as, addr);

2241 #if defined( SF_ERRATA 57)

2242 if ((hat != ksfmmup) && AS TYPE_64BI T( hat - >sf mu_as) &&
2243 (addr < erratab7_limt) && (attr & PROT_EXEC) &&
2244 I(flags & HAT_LOAD SHARE)) {

2245 cmm_err (CE_WARN, "hat_meni oad: illegal

2246 " page executabl e”);

2247 attr & ~PROT_EXEC;

2248

2249 #endi f

2251 sfmmu_nmentte(&te, pp->p_pagenum attr, TTE8SK);

2252 (void) sfrmu_ttel oad_array(hat, &te, addr, &pp, flags,
2254 /*

2255 * Check TSB and TLB page si zes.

2256 */

2257 if ((flags & HAT_LOAD SHARE) == 0)

2258 sf mmu_check_page_si zes(hat, 1);

2259 }

2260 }

2262 | *

2263 * hat_devl oad can be called to map real nenmory (e.g

2264 * /dev/kmen) and even though hat_devload will determine pf is
2265 * for nmenmory, it will be unable to get a shared | ock on the
2266 * page (because soneone el se has it exclusively) and wll
2267 * pass dp = NULL. |If tteload doesn’t get a non- NULL

2268 * page pointer it can't cache nenory.

2269 */

2270 void

attenpt to make user

rid);
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2271 hat _devl oad(struct hat *hat,

2272
2273
2274
2275
2276

2278

2299
2300
2301
2302

2280
2281
2282
2283
2284
2285
2286
2287
2288

2290
2291
2292
2293
2294
2295
2296
2297
2298

2300
2301
2302
2303
2304
2305
2306
2307
2308
2309
2310
2311
2312
2313
2314
2315
2316
2317
2318
2319
2320

2322
2323

2325
2326
2327
2328
2329
2330
2331

{

#if defined
if

#endi f

caddr _t addr,
int fl ags)

size_t len, pfn_t pfn,

uint_t attr,

tte_t tte;
struct page *pp =
int use_lgpg = 0;

NULL;

ASSERT(hat != NULL);

if (hat->sfmmu_xhat_provider) {
XHAT_DEVLQAD( hat, addr,
return;

len, pfn, attr, flags);

}

ASSERT(! (flags & ~SFMVU_LOAD ALLFLAG));
ASSERT(! (attr & ~SFMWJ_LOAD ALLATTR));
ASSERT( (hat == ksfnmup) ||
AS_LOCK_HELD( hat - >sf mu_as,

if (len == 0)

pani c("hat _devl oad: zero len");
if (fl ags & ~SFMMJ_LOAD ALLFLAG)

cm_err (CE_NOTE, "hat_devl oad: unsupported flags 9"

flags & ~SFMMJ_LOAD ALLFLAG);

&hat - >sf mu_as->a_| ock));

F_ERRATA_57)
hat != ksfmmp) && AS_TYPE 64BI T( hat - >sf nmu_as) &&
addr < errata57_limt) & (attr & PROT_EXEC) &&
(flags & HAT_LOAD SHARE)) {
cm_err (CE_WARN, "hat_devl oad:
" page executabl e”);
attr &= ~PROT_EXEC;

(s

((
(
|

illegal attenpt to make user

/*
* If it'’s a nenory page find its pp
if (!(flags & HAT_LOAD_NOCONSI ST) && pf
pp = page nunt opp_nol ock( pfn);
1f (pp == NULL)
ags | = HAT_LOAD_NOCONSI ST;

_is_menory(pfn)) {

} else {
if (PP_I SFREE(pp)) {
pani c("hat _nmem oad: |oading "
"a mapping to free page %",
(void *)pp);

}
1 f (! PAGE_LOCKED( pp) && ! PP_I SNORELOC(pp)) {
pani c( hat _mem oad: | oading a mapping '
"to unl ocked rel ocat abi e page %J",
(void *)pp);

}
ASSERT(| en == MMJ_PAGESI ZE) ;
}

if (hat->sfmmu_rnstat)
hat _resvstat(len, hat->sfmmu_as, addr);
if (flags & HAT_LOAD NOCONSI ST) {
attr | = SFMMJ_UNCACHEVTTE;
use_l gpg = 1;
}
1f (!pf_is_menory(pfn)) {
attr | = SFMVJ_UNCACHEPTTE |
use_l gpg = 1;

HAT_NOSYNC;
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2332 switch (attr & HAT_ORDER MASK) { 2398 I en -= MMJ_PAGESI ZE;

2333 case HAT_STRI CTORDER: 2399 addr += MMJ_PAGESI ZE;

2334 case HAT_UNORDERED CX: 2400 pf n++;

2335 I* 2401 }

2336 * we set the side effect bit for all non 2402 }

2337 * menory nmappings unless nmerging i s ok

2338 */ 2404 /*

2339 attr | = SFMVU_SI DEFFECT; 2405 * Check TSB and TLB page si zes.

2340 br eak; 2406 */

2341 case HAT_MERG NG OK: 2407 if ((flags & HAT_LOAD _SHARE) == 0) {

2342 case HAT_LQOADCACHI NG CK: 2408 sf mmu_check_page_si zes(hat, 1);

2343 case HAT_STORECACHI NG _OK: 2409 }

2344 br eak; 2410 }

2345 defaul t: ____unchanged_portion_onitted_

2346 pani c("hat_devl oad: bad attr");

2347 br eak; 2420 void

2348 } 2421 hat _menm oad_array_regi on(struct hat *hat, caddr_t addr, size_t len,
2349 } 2422 struct page **pps, uint_t attr, uint_t fl ags,

2350 while (len) { 2423 hat _regi on_cooki e_t rcooki e)

2351 if (luse_lgpg) { 2424 {

2352 sfmu_nentte(&te, pfn, attr, TTESK); 2425 uint_t rid;

2353 (void) sfrmmu_ttel oad array(hat & te, addr, &pp, 2426 if (rcookie == HAT I NVALI D REG ON COXXI E) {

2354 flags, SFMVU_ I NVALID SHVERI D); 2450 if (rcookie == HAT_ | NVALI D_REG ON_COXIE | |

2355 len -= MVUJ_PAGESI ZE; 2451 hat - >sf mmu_xhat _provi der !'= NULL)

2356 addr += MMJ_PAGESI ZE; 2427 hat _do_meni oad_array(hat, addr, len, pps, attr, flags,
2357 pf n++; 2428 SFVMMU_| NVALI D_SHVERI D) ;

2358 conti nue; 2429 return;

2359 } 2430 }

2360 /* 2431 rid = (uint t)((uint64_t)rcookie);

2361 * try to use |large pages, check val/pa alignnents 2432 ASSERT(rid < SFMVJ_MAX_HVE_REG ONS)

2362 * Note that 32M 256M page sizes are not (yet) supported. 2433 hat _do_mem oad_array(hat, addr, len, pps, attr, flags, rid);
2363 */ 2434 }

2364 if ((len >= MVW_PAGES| ZE4M) &&

2365 T((uintptr_t)addr & MMJ_PAGEOFFSET4M && 2436 [ *

2366 ! (disable_| arge_pages & (1 << TTE4M)) && 2437 * Map the largest extend possible out of the page array. The array may NOT
2367 ! (mmu_pt ob( pfn) & MVMU_PAGEOFFSET4M) ) { 2438 * be in order. The |argest possible mapping a page can have
2368 sfmmu_nentte(&te, pfn, attr, TTE4M; 2439 * is specified in the p_szc field. The p_szc field

2369 (void) sfrmmu_ttel oad_array(hat, &te, addr, &pp, 2440 * cannot change as long as there any mappings (large or snall)
2370 flags, SFMVU_I NVALID_ SHVERI D); 2441 * to any of the pages that make up the |arge page. (ie. any
2371 l en -= MVUJ_PAGESI ZE4M 2442 * pronotion/denotion of page size is not up to the hat but up to
2372 addr += MMU_PAGESI ZE4AM 2443 * the page free list nmanager). The array

2373 pfn += MMJ_PAGESI ZEAM / MWJ_PAGESI ZE; 2444 * shoul d consist of properly aligned contigous pages that are
2374 } else if ((len >= MW _PAGESI ZE512K) && 2445 * part of a big page for a | arge mapping to be created.

2375 I((uintptr_t)addr & MMJ PAGEOFFSET512K) && 2446  */

2376 I (di sabl e_l arge_pages & (1 << TTE512K)) && 2447 static void

2377 ! (nmmu_pt ob(pfn) & MMJ_PAGEOFFSET512K)) { 2448 hat_do_nemnl oad_array(struct hat *hat, caddr_t addr, size_t len,
2378 sfmmu_mentte(&te, pfn, attr, TTE512K); 2449 struct page **pps, uint_t attr, uint_t flags, uint_t rid)
2379 (void) sfrmmu_ttel oad_array(hat, &te, addr, &pp, 2450 {

2380 fl ags SFMVU_I NVALI D_ SHIVERI D) ; 2451 int ttesz;

2381 | en -= MVMJ_PAGESI ZE512K; 2452 size_t mapsz;

2382 addr += MMJ_PAGESI ZE512K; 2453 pgcnt _t numpg, npgs;

2383 pfn += MVU_PAGESI ZE512K / MVUJ_PAGESI ZE; 2454 tte_t tte;

2384 } else if ((len >= MMJ_PACESI ZE64K) && 2455 page_t *pp;

2385 I'((uintptr_t)addr & MMJ_PAGECFFSET64K) && 2456 uint_t |arge_pages_di sabl e;

2386 I (di sabl e_l arge_pages & (1 << TTE64K)) &&

2387 I (mmu_pt ob(pfn) & MMJ_PAGEOFFSET64K)) { 2458 ASSERT(! ((uintptr_t)addr & MMJ_PAGEOFFSET));

2388 sfmmu_nentte(&te, pfn, attr, TTE64K); 2459 SFMMJ_VALI DATE_HVERI D( hat, rid, addr, len);

2389 (void) sfrmmu_ttel oad array(hat &te, addr, &pp,

2390 flags, SFMWU_I NVALID_ SHVERI D); 2486 i f (hat->sfmmu_xhat_provider)

2391 len -= MMU_PAGESI ZE64K; 2487 ASSERT(! SFMVU | S SHVERI D VALI D(rid));

2392 addr += MMU_PAGESI ZE64K; 2488 XHAT_MEMLOAD_ARRAY( hat, addr, len, pps, attr, flags);
2393 pfn += MMJ_PAGESI ZE64K / MWU_PAGESI ZE; 2489 return;

2394 } else { 2490 }

2395 sfmmu_mentte(&te, pfn, attr, TTE8K);

2396 (void) sfrmmu_ttel oad array(hat &te, addr, &pp, 2461 if (hat->sfmmu_rnstat)

2397 flags, SFMVU_I NVALID_ SHVERI D); 2462 hat _resvstat (len, hat->sfnmu_as, addr);
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2464 #if defined(SF_ERRATA 57)

2465
2466
2467
2468
2469
2470
2471
2472

2474
2475

2477
2478
2479
2480
2481

2483
2484
2485
2486
2487

2489
2490
2491
2492
2493
2494
2495
2496

2498
2499
2500
2501
2502
2503
2504
2505
2506
2507
2508
2509
2510
2511
2512
2513
2514
2515
2516
2517
2518
2519
2520
2521
2522
2523
2524
2525
2526
2527
2528

#endi f

if ((hat !'= ksfrmup) && AS_TYPE 64BI T( hat - >sf rmu as) &&
(addr < errata57_limit) & (attr & PROT_EXEC) &&
I (flags & HAT_LOAD SHARE)) {

cm err(CE WARN, "hat_nenm oad_array: illegal attenpt to make "

'user page executable");
attr & ~PROT_EXEC;

/* Get nunber of pages */
npgs = len >> MMJ_PAGESHI FT;

if (flags & HAT LOAD SHARE)
| ar ge_pages_di sabl e = di sabl e_i sm | arge_pages;

} else {
| ar ge_pages_di sabl e = di sabl e_| arge_pages;
}
if (npgs < NHIVENTS || large_pages_di sabl e == LARGE_PACES_OFF) {
mem oad_bat chsmal | (hat, addr, pps, attr, flags, npgs,
r| id);
return;
}

whi |l e (npgs >_ NHIVENTS) {

*pps
for (ttesz = pp->p_szc; ttesz != TTE8K; ttesz--) {
/*

* Check if this page size is disabled.

*

/

if (large_pages_disable & (1 << ttesz))
conti nue;

nunpg = TTEPAGES(ttesz);

mapsz = nunpg << MVU_PAGESHI FT;

if ((npgs >= nunpg) &&
I S_P2ALI GNED( addr, mapsz) &&
I S_P2ALI GNED( pp- >p_pagenum nunpg)) {
/

At this point we have enough pages and

we know the virtual address and the pfn
are properly aligned. W still need

to check for physical contiguity but since
it is very likely that this is the case
we will assune they are so and undo

the request if necessary. |t would

be great if we could get a hint flag

|'i ke HAT_CONTI G whi ch would tell us

the pages are contigous for sure.

* ok ok ok k% ok % ok

*/
sfmmu_nentte(&te, (*pps)->p_pagenum
attr, ttesz);
if (!'sfrmu_ttel oad_array(hat, &te, addr,
pps, flags, rid)) {
break;

}

}
1f (ttesz == TTESBK) {
/*

* W were not able to map array using a | arge page
* batch a hneblk or fraction at a tine.
*/

nunpg = ((uintptr_t)addr >> MVJ_PAGESHI FT)
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2529 & (NHMENTS- 1) ;

2530 nunpg = NHMENTS - nunpg;

2531 ASSERT(nunpg <= npgs);

2532 mapsz = nunmpg * MVMJ_PAGESI ZE;

2533 sf mmu_neni oad_bat chsmal | (hat, addr, pps, attr, flags,
2534 nunpg, rid);

2535 }

2536 addr += napsz;

2537 npgs -= nunpg;

2538 pps += nunpg;

2539 1

2541 if (npgs) {

2542 f mu_nenl oad_bat chsmal | (hat, addr, pps, attr, flags, npgs,
2543 rid);

2544 }

2546 /*

2547 * Check TSB and TLB page si zes.

2548 */

2549 if ((fl ags & HAT_LOAD_SHARE) = {

2550 sf mu_check_page_ S|zes(hat 1);

2551 1

2552 }

__unchanged_portion_omtted_

3930 /*
3931 * Rel ease one hardware address translation |ock on the given address range.
3932 */

3933 void

3934 hat _unl ock(struct hat *sfmmup, caddr_t addr, size_t |len)

3935 {

3936 struct hmehash_bucket *hnebp;

3937 hnebl k_t ag hbl kt ag;

3938 int hnmeshift, hashno = 1;

3939 struct hnme_bl k *hnebl kp, *Iist = NULL;

3940 caddr _t endaddr;

3942 ASSERT(sfmup != NULL);

3974 ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);

3944 ASSERT( (sf mup == ksfrmmup) ||

3945 AS_LOCK HELD(sfrmup >sf mmu _as, &sf mmup- >sf mu_as->a_| ock));
3946 ASSERT((I en & MVU_PAGECFFSET) == 0);

3947 endaddr = addr + Ten;

3948 hbl kt ag. htag_id = sfrmup

3949 hbl kt ag. htag_rid SFMVU_I NVALI D_SHMERI D

3951 /*

3952 * Spitfire supports 4 page sizes.

3953 * Mpst pages are expected to be of the smallest page size (8K) and
3954 * these will not need to be rehashed. 64K pages al so don’t need to be
3955 * rehashed because an hnebl k spans 64K of address space. 512K pages
3956 */m’ ght need 1 rehash and and 4M pages might need 2 rehashes.
3957 *

3958 while (addr < endaddr) {

3959 hmeshi ft = HVE_HASH_SHI FT( hashno) ;

3960 hbl kt ag. ht ag_bspage = HVE_HASH BSPAGE(addr hneshift);
3961 hbl kt ag. ht ag_r ehash = hashno;

3962 hmebp = HVE_HASH_FUNCTI ON( sf mmup, addr, hneshift);
3964 SFMMU_HASH_LOCK( hnebp) ;

3966 HVE_HASH_SEARCH( hnebp, hbl ktag, hmebl kp, & ist);

3967 if Chneblkp !'= NULL)

3968 ASSERT( ! hmebl kp- >hbl k_shar ed) ;
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3969
3970
3971
3972
3973
3974
3975
3976
3977
3978
3979
3980
3981
3982
3983
3984
3985
3986

3988
3989
3990
3991
3992
3993
3994
3995
3996
3997
3998
3999

4001
4002

4004
4005
4006

4007 {

4008
4009
4010
4011
4012
4013
4014
4015
4016
4017
4018
4019

4021
4022
4023
4024

4026
4059
4027

4029
4030
4031
4032
4033

/
If we encounter a shadow hnebl k t hen

we know there are no valid hnebl ks mappi ng
this address at this size or larger.

Just increnent address by the snall est
page si ze.

* Ok % ok % k¥

i f (hmebl kp->hbl k_shw_bit) {
addr += MVWJ_PAGESI ZE;
} else {
addr = sfrmu_hbl k_unl ock( hnebl kp, addr,
endaddr) ;

}
SFMVWJ_HASH_UNLOCK( hnebp) ;
hashno = 1;
conti nue;
}
SFMMU_HASH_UNLOCK( hnebp) ;
if (!HVE_REHASH(sfrmmup) || (hashno >= mmu_hashcnt)) {
/*
* W have traversed the whole |ist and rehashed
* if necessary without finding the address to unl ock
* which shoul d never happen.
*/
pani c( sf mmu_unl ock: addr not found. "
"addr % hat %", (void *)addr, (void *)sfmmup);

} else {
) hashno++;

}
sfmu_hbl ks_I i st_purge(&ist, 0);

hat _unl ock_regi on(struct hat *sfmmup, caddr_t addr, size_t |en,
_region_cooki e_t rcookie)

sf_srd_t *srdp;
sf_region_t *rgnp;

int ttesz;

uint_t rid;

caddr _t eaddr;

caddr _t va;

int hmeshift;

hmebl k_t ag hbl kt ag;
struct hnmehash_bucket *hnebp;
struct hme_bl k *hnebl kp;
struct hme_bl k *pr_hbl k;
struct hme_blk *Iist;

if (rcookie == HAT_I NVALI D_REG ON_COXI E) {
hat unI ock(sf mup, “addr, Ten);
return;

}

ASSERT(sfmmup !'= NULL);
ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);
ASSERT( sf mmup ! = ksf nmup) ;

srdp = sf mup->sf mu_sr dp;

rid = (uint_t)((uint64 t)rcookl e);

VERI FY3U(rid, <, SFMMU_MAX_HVE_ REG ONS) ;
eaddr = addr + len;

va = addr;

new usr/

4034
4035
4036

4038
4039
4040
4041
4042
4043
4044
4045
4046
4047
4048
4049
4050
4051
4052
4053
4054
4055
4056
4057
4058
4059
4060
4061
4062
4063
4064
4065
4066
4067
4068
4069
4070
4071
4072
4073
4074
4075
4076
4077
4078
4079
4080
4081
4082 }
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NULL;
rgnp srdp»>srd hmergnp[rid];
SFMMJ_VALI DATE_HVERI D( sf mrup, rid, addr, len);

list

ASSERT( | S_P2ALI GNED( addr, TTEBYTES(rgnp- >rgn_pgszc)));
ASSERT( | S_P2ALI GNED( | en, TTEBYTES(r gnp- >rgn_pgszc)));
if (rgnp->rgn_pgszc < HBLK_M N TTESZ) {

ttesz = HBLK_M N_TTESZ,
} else {

ttesz = rgnp->rgn_pgszc;

}
while (va < eaddr)
while (ttesz < rgnp->rgn_pgszc &&
|'S_P2ALI GNED(va, TTEBYTES(ttesz + 1))) {
ttesz++;

}
while (ttesz >= HBLK_M N_TTESZ) {
if (!(rgnp->rgn_hmeflags & (1 << ttesz))) {
ttesz--;
continue;

}
hmeshi ft = HVE_HASH SHI FT(ttesz);

hbl kt ag. ht ag_bspage = HVE_HASH BSPACGE(va, hneshift);

hbl kt ag. ht ag_r ehash = ttesz;

hbl kt ag. htag_rid = rid;

hbl kt ag. htag_id = srdp;

hmebp = HVE_HASH FUNCTI ON(srdp, va, hneshift);
SFMVJ_HASH_LOCK( hnebp)

HVE_HASH SEARCH PREV(hmebp, hbl kt ag, hnebl kp, pr_hbl k,

“&list);
if (hmebl kp == NULL) {
SFMVU_HASH_UNLOCK( hnebp)
ttesz--;
conti nue;

}
ASSERT( hnebl kp- >hbl k_shar ed) ;
va = sfmmu_hbl k_unl ock( hnebl kp, va, eaddr);
ASSERT(va >= eaddr ||

I'S_P2ALI GNED( (ui ntptr_t)va, TTEBYTES(ttesz)));
SFMVU_HASH_UNLOCK( hnebp)
br eak;

}
if (ttesz < HBLK_MN_TTESZ) {
pani c("hat _unl ock_regi on: addr not found "
"addr % hat %", (void *)va, (void *)sfnmup);
}

}
sfmru_hbl ks_l i st_purge(&ist, 0);

__unchanged_portion_omtted_

4721 |+
4722+
4723 *
4724 +
4725 *
4726 *
4727 *
4728 +
4729 *
4730 */
4731 int
4732 hat
4733 {
4734
4735

hat _probe returns 1 if the translation for the address ’'addr’ is
| oaded, zero otherw se.

hat _probe should be used only for advisorary purposes because it may

occasional ly return the wong value. The inplenentation nmust guarantee that

returning the wong value is a very rare event. hat_probe is used
to inplement optimzations in the segnent drivers.

_probe(struct hat *sfrmup, caddr_t addr)

pfn_t pfn;
tte_t tte;
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4737 ASSERT(sf mmup !'= NULL)

4771 ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);

4739 ASSERT( (sf mup == ksfrmmup) ||

4740 AS_LOCK HELD(sfrmup >sfmmu_as, &sf mmup->sfmu_as->a_| ock));
4742 if (sfrmup == ksfmmup) {

4743 while ((pfn = sfmu_vatopfn(addr, sfmmup, &tte))
4744 == PFN_SUSPENDED) {

4745 sf mmu_vat opf n_suspended(addr, sfmmup, &tte);
4746 }

4747 } else {

4748 pfn = sfrmm_uvat opf n(addr, sfrmmup, NULL);

4749 1

4751 if (pfn !'= PFEN_I NVALI D)

4752 return (1);

4753 el se

4754 return (0);

4755 }

4757 ssize_t
4758 hat _get pagesi ze(struct hat *sfmup, caddr_t addr)

== PFN_INVALID) {

== PEN_INVALI D) {

== PEN_INVALID) {

== PEN_INVALI D) {

4759 {

4760 tte_t tte;

4796 ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);
4762 if (sfrmup == ksfmmup) {

4763 if (sfrmmu_vatopfn(addr, sfrmup, &tte)
4764 return (-1);

4765 }

4766 } else {

4767 if (sfrmmu_uvatopfn(addr, sfmmup, &tte)
4768 return (-1);

4769 }

4770 }

4772 ASSERT(TTE IS VALID(&tte));

4773 return (TTEBYTES(TTE_ CSZ(&tte)))

4774 }

4776 uint

4777 hat getattr(struct hat *sfmmup, caddr_t addr, uint_t *attr)
4778 {

4779 tte_t tte;

4817 ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);
4781 if (sfrmup == ksfmmup) {

4782 if (sfrmmu_vatopfn(addr, sfrmup, &tte)
4783 tte.ll = 0;

4784 }

4785 } else {

4786 if (sfrmmu_uvatopfn(addr, sfmmup, &tte)
4787 tte.lIl = 0;

4788 }

4789 }

4790 i f (TTEIS VALID(&tte)) {

4791 = sfmmu_ptov_attr(&te);

4792 return (0);

4793 }

4794 *attr =

4795 return ((UI nt_t)Oxffffffff);

4796 }

23
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4798 | *

4799 * Enables nore attributes on specified address range (ie. logical OR
4800 */

4801 void

4802 hat _setattr(struct hat *hat, caddr_t addr, size_t len, uint_t attr)
4803 {

4842 if (hat->sfmmu_xhat_provider) {

4843 XHAT_SETATTR(hat, addr, len, attr);

4844 return;

4845 } else {

4846 /*

4847 * This must be a CPU HAT. If the address space has
4848 * XHATs attached, change attributes for all of them
4849 * just in case

4850 */

4804 ASSERT( hat - >sf mmu_as ! = NULL);

4852 if (hat->sfmmu_as->a_. xhat != NULL)

4853 xhat _setattr_al | (hat->sfmmu_as, addr, len, attr);
4854 }

4806 sfmmu_chgattr(hat, addr, len, attr, SFMVW_SETATTR);

4807 }

4809 /*

4810 * Assigns attributes to the specified address range. All the attributes
4811 * are specified.
*/

4812

4813 void

4814 hat_chgattr(struct hat *hat, caddr_t addr, size_t len, uint_t attr)
4815 {

4866 if (hat->sfmmu_xhat_provider) {

4867 XHAT_CHGATTR( hat, addr, len, attr);

4868 return;

4869 } else {

4870 /*

4871 * This nust be a CPU HAT. |f the address space has
4872 * XHATs attached, change attributes for all of them
4873 * just in case

4874 */

4816 ASSERT( hat - >sf mmu_as ! = NULL);

4876 if (hat->sfrmmu_as->a_xhat != NULL)

4877 xhat _chgattr_al | (hat->sf mu_as, addr, len, attr);
4878 }

4818 sfmu_chgattr(hat, addr, len, attr, SFMMJ CHGATTR);

4819 }

4821 /*

4822 * Renpve attributes on the specified address range (ie. |oginal NAND)
4823 */

4824 void

4825 hat_clrattr(struct hat *hat, caddr_t addr, size_t len, uint_t attr)
4826 {

4889 if (hat->sfmmu_xhat_provider) {

4890 XHAT_CLRATTR(hat, addr, len, attr);

4891 return;

4892 } else {

4893 /*

4894 * This nmust be a CPU HAT. If the address space has
4895 * XHATs attached, change attributes for all of them
4896 * just in case

4897 */

4827 ASSERT( hat - >sf nmu_as ! = NULL);

4899 if (hat->sfmu_as->a xhat 1= NULL)

4900 xhat _clrattr_all (hat->sfrmu_as, addr, len, attr);

24
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4901 }
4829 sfmmu_chgattr(hat, addr, len, attr, SFMVW_CLRATTR);
4830 }
__unchanged_portion_omtted_
5156 /*
5157 * hat_chgprot is a deprecated hat call. New segnment drivers
5158 * should store all attributes and use hat_*attr calls.
5159 *
5160 * Change the protections in the virtual address range
5161 * given to the specified virtual protection. |If vprot is ~PROT_WRITE,
5162 * then renpbve wite permission, |eaving the other
5163 * pernissions unchanged. |f vprot is ~PROT_USER, renove user pernmn ssions.
5164 *
5165 */
5166 void
5167 hat _chgprot (struct hat *sfmmup, caddr_t addr, size_t len, uint_t vprot)
5168 {
5169 struct hnmehash_bucket *hnebp;
5170 hnebl k_t ag hbl kt ag;
5171 int hnmeshift, hashno = 1;
5172 struct hne_bl k *hnebl kp, *Iist = NULL;
5173 caddr _t endaddr;
5174 cpuset _t cpuset;
5175 demap_range_t dnr;
5177 ASSERT((l en & MVJ_PAGECFFSET) == 0);
5178 ASSERT( ((ui ntptr_t)addr & MVJ PAGECFFSET) = 0);
5254 i f (sfmup->sfmu_xhat _provider) {
5255 XHAT_CHGPROT( sf mmup, addr, len, vprot);
5256 return;
5257 } else {
5258 /*
5259 * This nust be a CPU HAT. If the address space has
5260 * XHATs attached, change attributes for all of them
5261 * just in case
5262 */
5180 ASSERT(sfmmp >sfmru_as = NULL);
5264 if (sfrmup->sfmmu_as->a_; xhat != NULL)
5265 xhat _chgprot _al T'(sf mmup->sf nmu_as, addr, len, vprot);
5266 }
5182 CPUSET_ZERQ( cpuset ) ;
5184 if ((vprot !'= (uint_t)~PROT_WRITE) && (vprot & PROT_USER) &&
5185 ((addr + len) > (caddr_t)USERLIMT))
5186 pani c("user addr % vprot % in kernel space",
5187 (void *)addr, vprot);
5188
5189 endaddr = addr + len;
5190 hbl kt ag. htag_i d = sf mup;
5191 hbl kt ag. htag_rid = SFMMJ_I NVALI D_SHVERI D,
5192 DEMAP_RANGE_T NI T(sf nmup, ~ &dnr) ;
5194 whil e (addr < endaddr) {
5195 hnmeshi ft = HVE_HASH_SHI FT( hashno)
5196 hbl kt ag. ht ag_bspage = HME_HASH BSPAGE( addr, hneshift);
5197 hbl kt ag. ht ag_r ehash = hashno;
5198 hmebp = HVE_HASH_FUNCTI ON( sf mmup, addr, hneshift);
5200 SFMMU_HASH_LOCK( hnebp) ;
5202 HVE_HASH_SEARCH( hnebp, hbl ktag, hmebl kp, & ist);
5203 if (hmeblkp !'= NULL) {
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5204
5205
5206
5207
5208
5209
5210
5211
5212
5213
5214
5215
5216
5217
5218
5219
5220
5221
5222

5224
5225
5226
5227
5228
5229
5230
5231
5232
5233
5234
5235
5236
5237
5238
5239
5240
5241
5242
5243

5245
5246
5247
5248
5249

5584
5585
5586
5587

5589
5590
5591

5594
5595
5596
5597
5598
5599
5600
5601

ASSERT( ! hmebl kp- >hbl k_shar ed) ;
/*

* W’ ve encountered a shadow hnebl k so skip the range
* of the next smaller mapping size.
*
i f (hmebl kp->hbl k_shw_bit) {
ASSERT(sf mup ! = ksf mup) ;
ASSERT(hashno > 1);
addr = (caddr t)P2END((U| ntptr_t)addr,
TTEBYTES( hashno - 1));
} else {
addr = sfmu_hbl k_chgpr ot ( sf mup,
addr, endaddr, &dnr, vprot);

hnmebl kp,

}
SFMVU_HASH_UNLOCK( hnebp)
hashno = 1;

conti nue;

}
SFMMU_HASH_UNLOCK( hnebp)

if (!HVE_REHASH(sfrmmup) || (hashno >= mmu_hashcnt)) {

~|

* W have traversed the whole |ist and rehashed

* if necessary without finding the address to chgprot.
* This is ok so we increnent the address by the

* smal | est hnebl k range for kernel mappings and the

* |argest hnebl k range, to account for shadow hnebl ks,
* for user nmappings and continue.

*

if (sfmmup == ksf mmup)
addr = (caddr_t) P2END( (ui ntptr_t)addr,
TTEBYTES(1));
el se

addr = (caddr_t)P2END( (ui ntptr_t)addr,
TTEBYTES( hashno)) ;
hashno = 1;
} else {
hashno++;
}

}

sfmu_hbl ks_I i st_purge(&ist, 0);
DENMAP_RANGE_FLUSH( &dnr ) ;

cpuset = sfrmup->sf mu_cpusr an;
xt _sync(cpuset);

}

__unchanged_portion_onitted_

/*

* Unload all the mappings in the range [addr..
* be MMJ_PAGESI ZE al i gned.

*/

addr +l en). addr and | en nust

extern struct seg *segknap;
#def i ne | SSEGKMAP( sf mmup, addr) (sfrmmup == ksfrmup && \
segkmap- >s_base <= (addr) && (addr) < (segkmap->s_base + segkmap->s_size))

voi d
hat _unl oad_cal | back(
struct hat *sfrmup,
caddr _t addr,
size_t len,
uint_t flags
hat _cal | back _t *cal |l back)

{
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5602
5603
5604
5605
5606
5607
5608
5609
5610
5611
5612
5613

5701
5702
5703
5704
5705
5706
5707
5708
5709
5615
5711
5712
5713
5714

5617
5618

5620
5621
5622

5624
5625
5626
5627
5628
5629
5630
5631
5632
5633
5634
5635
5636
5637

5639

5641
5642
5643
5644
5645
5646
5647
5648
5649
5650

5652
5653
5654

struct hmehash_bucket *hnebp;
hmebl k_t ag hbl kt ag;

int

hmeshi ft, hashno, iskernel;

struct hme_bl k *hnebl kp, *pr_hblk, *list = NULL;

caddr _t

endaddr ;

cpuset _t cpuset;
int addr_count = 0;

int a;

caddr _t
caddr_t
int

cbh_start_addr [ MAX_CB_ADDR] ;
cb_end_addr [ MAX_CB_ADDR] ;

i ssegkmap = ISSEGKNAP(sfmrup, addr) ;

demap_range_t dnr, *dnvp;

i f (sfmup->sfmmu_xhat _provider) {

XHAT_UNLOAD CALLBACK(sfmmup, addr, len, flags, callback);
return;

} else {
/*

* This nust be a CPU HAT. If the address space has

* XHATs attached, unload the mappings for all of them
* just in case

*/

ASSERT( sf mmup->sfnmmu_as ! = NULL);

}

if (sfrnmup->sfnmmu_as->a_; xhat = NULL)
xhat _unl oad_cal Tback_al | ( sf mup- >sf mu_as, addr,
Ten, flags, callDback);

ASSERT((sfrmup == ksfrmup) || (flags & HAT_UNLOAD OTHER) || \
&s

,_ LOCK HELD(sfrmup >sf mmu_as, f mup- >sf mu_as- >a_| ock));

ASSERT(sfmup != NULL);

ASSERT( (

len & MVU_PAGECFFSET) == 0);

ASSERT(! ((uintptr_t)addr & MW PAGEG:FSET))

/

* ok ok ok % ok kb ¥

*/

Probi ng through a large VA range (say 63 bits) will be slow, even
at 4 Meg steps between the probes. So, when the virtual address range
is very large, search the HVE entries for what to unl oad.

len >> TTE_PAGE_SHI FT(TTE4M is the # of 4Meg probes we' d need
UHVEHASH _SZ i s nunber of hash buckets to exani ne

if (sfrmup !'= KHATID && (len >> TTE_PAGE_SHI FT(TTE4M)) > UHVEHASH S7) {

}

hat _unl oad_l arge_vi rtual (sf mmup, addr, len, flags, callback);
return;

CPUSET_ZERQ( cpuset ) ;

*

* |If the process is exiting, we can save a |lot of fuss since

* we'll
*/

flush the TLB when we free the ctx anyway.

if (sfrmmup->sfmu_free) {

} else {

}

endaddr

dnrp = NULL;

dnrp =
DEVAP_ RAN(‘£ I NI T(sf mup, dnrp);

= addr + len;

hbl kt ag. htagld—sf p;
hbl kt ag. htag_rid = SFMMJ_I NVALI D_SHMVERI D,
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5656
5657
5658
5659
5660
5661
5662
5663
5664
5665
5666
5667
5668
5669
5670
5671
5672
5673
5674
5675
5676
5677
5678
5679
5680
5681
5682
5683
5684
5685
5686

5688

5690
5691
5692
5693
5694
5695
5696
5697
5698
5699
5700
5701
5702
5703
5704
5705
5706
5707
5708
5709
5710
5711
5712
5713
5714
5715
5716
5717
5718
5719
5720

* ok k ok % ok % ok ok k% o *

*

is likely for the vmto call unload over a w de range of

addresses that are actually very sparsely popul ated by
translations. In order to speed this up the sfmmu hat supports
the concept of shadow hnebl ks. Dummy | arge page hnebl ks t hat
correspond to actual snall translations are allocated at tteload
time and are referred to as shadow hnmebl ks. Now, during unl oad
tine, we first check if we have a shadow hmebl k for that
translation. The absence of one nmeans the correspondi ng address
range is enpty and can be ski pped.

The kernel is an exception to above statenment and that is why
we don’t use shadow hmebl ks and hash starting fromthe snall est
page si ze.

if (sfrmup == KHATID) {

|skerne| = 1;
hashno = 'I‘I'E64K;
} else {
i skernel = 0;
if (mmu_page_sizes == nax_mmu_page_si zes) {
hashno = TTE256M
} else {
) hashno = TTE4M

}
whil e (addr < endaddr)

{
hneshi ft = HVE_HASH_SHI FT( hashno) ;
hbl kt ag. ht ag_bspage = HVE_HASH BSPAGE(addr hneshift);
hbl kt ag. ht ag_r ehash = hashno;
hmebp = HI\/E_HASH_FUNCTI ON(sf mrup, addr, hneshift);

SFMMU_HASH_LOCK( hirebp) ;

HVE_HASH _SEARCH PREV( hnebp, hbl ktag, hnebl kp, pr_hblk, &ist);
if (hrebl kp == NULL) {
/*

* didn't find an hnebl k. skip the appropiate
* address range.
*

SFMVWJ_HASH_UNLOCK( hnebp) ;
if (iskernel) {
if (hashno < mmu_hashcnt) {
hashno++;
conti nue;
} else {
hashno = TTE64K;
addr = (caddr_t)roundup((uintptr_t)addr
+ 1, MWJ_PAGESI ZE64K) ;
conti nue;

}

}
addr = (caddr_t)roundup((uintptr_t)addr + 1,
(1 << hneshift));
if ((uintptr_t)addr & MMJ_PAGEOFFSET512K) {
ASSERT( hashno == TTE64K);
conti nue;

}

if ((uint ptr t)addr & MWJ_PAGEOFFSET4M {
hashno = TTE512K;
continue;

}
i f (mmu_page_sizes == max_mmu_page_si zes) {
if ((uint ptr t)addr & MMJ_PAGEOFFSET32M {
hashno = TTE4AM

28
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5721
5722
5723
5724
5725
5726
5727
5728
5729
5730
5731
5732
5733
5734
5735
5736
5737
5738
5739
5740
5741
5742
5743
5744
5745
5746
5747
5748
5749
5750
5751
5752

5754
5755
5756
5757
5758
5759
5760
5761
5762
5763
5764
5765
5766
5767
5768
5769
5770
5771
5772
5773
5774
5775
5776
5777
5778
5779
5780
5781
5782
5783
5784
5785
5786

conti nue;

}

if ((uintptr_t)addr & MMJ_PAGEOFFSET256M {
hashno = TTE32M
conti nue;

}
hashno = TTE256M
conti nue;

} else {
hashno = TTE4M
conti nue;

}

ASSERT( hnebl kp) ;

ASSERT( ! hnebl kp- >hbl k_shar ed) ;

if (!hmebl kp->hbl k_vcnt && ! hnebl kp->hbl k_hnmecnt) {
/*

* If the valid count is zero we can skip the range
* mapped by this hnebl k.
* W& free hblks in the case of HAT_UNVAP. HAT_UNVAP
* is used by segnent drivers as a hint
* that the napping resource won't be used any |onger.
* The best exanple of this is during exit().
*
/
addr = (caddr t)roundup((w ntptr_t)addr + 1,
get hbl k_span( hmebl kp) ) ;
if ((flags & HAT UNLQAD UNNAP) I
(iskernel && !issegkmap)) {
sf mu_hbl k_hash rn(hnebp, hnebl kp, pr_hblk,
&ist, 0);

}
SFMVJ_HASH_UNLOCK( hnebp) ;

if (iskernel)
hashno = TTE64K;
conti nue;

}

if ((uintptr_t)addr & MMJ_PAGEOFFSET512K) {
ASSERT( hashno == TTE64K);
conti nue;

}

if ((uintptr_t)addr & MMJ_PAGEOFFSET4M {
hashno = TTE512K;
conti nue;

i f (mmu_page_sizes == max_mmu_page_si zes) {
if (Cuintptr_t)addr & MVUJ_PAGECFFSET32M) {
hashno = TTE4M
conti nue;

}

if ((uintptr_t)addr & MMJ_PAGEOFFSET256M {
hashno = TTE32M
conti nue;

}
hashno = TTE256M
conti nue;

} else {
hashno = TTE4AM
conti nue;

}
if (hmebl kp->hbl k_shw bit) {
/*
* |If we encounter a shadow hnebl k we know there is

* smal | er sized hnebl ks mappi ng the sane address space.
* Decrement the hash size and rehash.
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5787 */

5788 ASSERT(sf nmup ! = KHATID);

5789 hashno- -;

5790 SFMWJ_HASH_UNLOCK( hnebp) ;

5791 conti nue;

5792 }

5794 /*

5795 * track cal | back address ranges.

5796 * only start a new range when it’s not contiguous

5797 */

5798 if (callback != NULL)

5799 if (addr_count > 0 &&

5800 addr == cb_end_addr[addr_count - 1])

5801 --addr_count;

5802 el se

5803 cb_start_addr[addr_count] = addr;

5804 }

5806 addr = sfmmu_hbl k_unl oad(sf mup, hnebl kp, addr, endaddr,
5807 dnrp, flags);

5809 if (callback !'= NULL)

5810 cb_end_addr [ addr _count ++] = addr;

5812 if (((flags & HAT_UNLOAD _UNMAP) || (iskernel && !'issegkmap)) &&
5813 I hnebl kp- >hbl k_vcnt && ! hmebl kp- >hbl k_hmecnt )

5814 ) sf mu_hbl k_hash_r n( hmebp, hnebl kp, pr_hblk, & ist, 0);
5815

5816 SFMMU_HASH_UNLOCK( hnebp) ;

5818 /*

5819 * Notify our caller as to exactly which pages

5820 * have been unl oaded. W do these in clunps,

5821 * to mininmze the nunber of xt_sync()s that need to occur.
5822 *

5823 if (call back I'= NULL && addr_count == MAX_CB_ADDR) {
5824 f (dntp !'= NULL)

5825 DEMAP_RANGE_FLUSH( dn p) ;

5826 cpuset = sfrmup->sf mu_cpusr an;

5827 xt _sync(cpuset);

5828 }

5830 for (a = 0;, a < MAX_CB_ADDR, ++a)

5831 cal | back->hcb_start_addr = cb_start_addr[a];
5832 cal | back->hcb_end_addr = cb_end_addr[a];
5833 cal | back->hcb_f uncti on(cal | back);

5834 }

5835 addr _count = 0;

5836 }

5837 if (iskernel) {

5838 hashno = TTE64K;

5839 conti nue;

5840 }

5841 if ((uintptr_t)addr & MVMJ_PAGEOFFSET512K) {

5842 ASSERT( hashno == TTE64K) ;

5843 cont i nue;

5844 }

5845 if ((uintptr_t)addr & MMJ_PAGECFFSET4M {

5846 hashno = TTE512K;

5847 cont i nue;

5848

5849 i f (rmmu_page_si zes == max_nmu_page_si zes) {

5850 1f ((uint ptr t)addr & MVUJ_PAGECFFSET32M {

5851 hashno = TTE4M

5852 conti nue;
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5853 }
5854 if ((uintptr_t)addr & MVU PAGEOFFSET256M {
5855 hashno = TTE32M
5856 continue;
5857 }
5858 hashno = TTE256M
5859 } else {
5860 hashno = TTE4M
5861 }
5862 }
5864 sfmmu_hbl ks_list_purge(&ist, 0);
5865 if (dnrp !'= NULL)
5866 DEMAP_RANGE_FLUSH( dnt p) ;
5867 cpuset = sfmmup->sfmu_cpusran;
5868 xt _sync(cpuset);
5869 }
5870 i f (callback & addr_count != 0) {
5871 for (a = 0; a < addr_count; ++a) {
5872 cal | back- >hcb_st art addr = cb_start_addr[a];
5873 cal | back->hcb_end_addr = cb_end_addr[a];
5874 cal | back->hcb_function(cal | back);
5875 }
5876 }
5878 /*
5879 * Check TSB and TLB page sizes if the process isn’t exiting.
5880 *
5881 if (!sfmmup->sfmmu_free)
5882 sf mmu_check_page_si zes(sf mmup, 0);
5883 }
5885 /*
5886 * Unload all the mappings in the range [addr..addr+l en). addr and | en nust
5887 * be MMJ_PAGESI ZE al i gned.
5888 */
5889 void
5890 hat_unl oad(struct hat *sfmmup, caddr_t addr, size_t len, uint_t flags)
5891 {
5991 if (sfmmup->sfmmu_xhat _provider) {
5992 XHAT_UNLQAD( sf mrup, addr, len, flags);
5993 return;
5994 }
5892 hat _unl oad_cal | back(sfmmup, addr, len, flags, NULL);
5893 }
__unchanged_portion_omtted_
6215 /*
6216 * Synchronize all the mappings in the range [addr..addr+l en).

6217 * Can be called with clearflag having two states:

6218 * HAT_SYNC DONTZERO neans just return the rmstats

6219 * HAT_SYNC ZERORM nmeans zero rmbits in the tte and return the stats
6220 */

6221 void

6222 hat_sync(struct hat *sfmup, caddr_t addr, size_t len, uint_t clearflag)
6223 {

6224 struct hnmehash_bucket *hnebp;

6225 hnebl k_t ag hbl kt ag;

6226 int hmeshift, hashno = 1;

6227 struct hnme_bl k *hnebl kp, *Iist = NULL;

6228 caddr _t endaddr;

6229 cpuset _t cpuset;

6334 ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);

6231 ASSERT( (sf mup == ksfnmmup) ||

6232 AS_LOCK_HELD( sf mup->sf nmu_as, &sf mup->sf mmu_as->a_| ock));
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6233
6234
6235

6237

6239
6240
6241

6243
6244
6245
6246
6247
6248
6249
6250
6251
6252
6253
6254
6255

6257

6259
6260
6261
6262
6263
6264
6265
6266
6267
6268
6269
6270
6271
6272
6273
6274
6275
6276
6277
6278
6279

6281
6282
6283
6284
6285
6286
6287
6288
6289
6290
6291
6292
6293
6294
6295
6296
6297
6298

ASSERT((len & MW PAGEGZFSI:—F) == 0);
ASSERT( (cl earfl ag == HAT_SYNC DC]\ITZERC) |1

(clearflag == HAT_SYNC ZERORM));

CPUSET_ZERQ( cpuset ) ;

endaddr = addr + len;
hbl kt ag. htagld—sf p;
hbl kt ag. htag_rid = SFMMJ_I NVALI D_SHMERI D,

/

* ok kb k% ok
—~

Spitfire supports 4 page sizes.

Mbst pages are expected to be of the smallest page

size (8K) and these will not need to be rehashed. 64K

pages al so don't need to be rehashed because the an hnebl k
spans 64K of address space. 512K pages mi ght need 1 rehash and
and 4M pages 2 rehashes.

whil e (addr < endaddr)

{
hmeshi ft = HVE_HASH_SHI FT( hashno) ;
hbl kt ag. ht ag_bspage = HME_HASH BSPAGE( addr, hneshift);
hbl kt ag. ht ag_r ehash = hashno;
hmebp = HVE_HASH_FUNCTI ON( sf mmup, addr, hneshift);

SFMMU_HASH_LOCK( hirebp) ;

HVE_HASH_SEARCH( hnebp, hbl ktag, hmebl kp, & ist);
if (hmeblkp !'= NULL) {
;ASSERT(' hnebl kp- >hbl k_shar ed) ;
*

* W' ve encountered a shadow hnebl k so skip the range
* of the next snmller nmapping size.
*

i f (hmebl kp->hbl k_shw_bit) {
ASSERT( sf mmup ! = ksf nmup) ;
ASSERT(hashno > 1);
addr = (caddr t)P2END((U| ntptr_t)addr,
TTEBYTES( hashno - 1));
} else {
addr = sfrmu_hbl k_sync(sf mup, hnebl kp,
addr, endaddr, clearflag);

}

SFMMU_HASH_UNLOCK( hrrebp) ;
hashno = 1;

conti nue;

}
SFMMU_HASH_UNLOCK( hirebp) ;

if (!HNE/_REHASH(sfmTup) || (hashno >= mmu_hashcnt)) {
We have traversed the whole |list and rehashed

if necessary without finding the address to sync.
This is ok so we increnent the address by the

smal | est hmebl k range for kernel mappings and the

| argest hnebl k range, to account for shadow hnebl ks,
for user nappings and conti nue.

* Ok Ok ok F b F O

if (sfrmmup == ksfnmup)
addr = (caddr_t)P2END( (ui ntptr_t)addr,
TTEBYTES(1));
el se
addr = (caddr _t)P2END( (ui ntptr_t)addr,
TTEBYTES( hashno));
hashno = 1;
} else {
hashno++;
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6299 }
6300
6301 sfmmu_hbl ks_l i st_purge(&ist, 0);
6302 cpuset = sfnmup- >sf mmu_cpusr an;
6303 xt_sync(cpuset);
6304 }
__unchanged_portion_omtted_
7022 [ *
7023 * Renove all nappings to page 'pp’ .
7024 */
7025 int
7026 hat_pageunl oad(struct page *pp, uint_t forceflag)
7027 {
7028 struct page *origpp = pp;
7029 struct sf_hnent *sfhne, *tnphne;
7030 struct hme_bl k *hnebl kp;
7031 kmutex_t *pm ;
7032 #ifdef VAC
7033 kmut ex_t *pnt x;
7034 #endi f
7035 cpuset _t cpuset, tset;
7036 int index, cons;
7141 int xhme_bl ks;
7037 int pa_hnents;
7039 ASSERT( PAGE_EXCL(pp));
7146 retry_xhat:
7041 tmphme = NULL
7148 xhme_bl ks = 0;
7042 pa_hments = 0;
7043 CPUSET_ZERQ( cpuset ) ;
7045 pm = sfrmmu_mlist_enter(pp);
7047 #ifdef VAC
7048 if (pp->p_kpnref)
7049 sf mu_kpm pageunl oad( pp) ;
7050 ASSERT( ! PP_I SNAPPED KPM pp) ) ;
7051 #endi f
7052
7053 * Clear vpmreference. Since the page is exclusively |ocked
7054 * vpm cannot be referencing it.
7055
7056 |f (vpm enabl e) {
7057 pp->p_vpnref = 0;
7058 1
7060 index = PP_| MAPI NDEX( pp) ;
7061 cons = TTEBK;
7062 retry:
7063 for (sfhme = pp->p_napping; sfhne; sfhne = tnphre) {
7064 tmphne = sf hne- >hne_next;
7066 if (1S_PAHMVE(sfhme)) {
7067 ASSERT( sf hne- >hne_data ! = NULL);
7068 pa_hment s++;
7069 conti nue;
7070 }
7072 hmebl kp = sf mmu_hmet ohbl k( sf hne) ;
7180 i f (hmebl kp->hblk_xhat _bit) {
7181 struct xhat_hme_blk *xblk =
7182 (struct xhat _hme_bl k *)hnebl kp;
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7184 (voi d) XHAT_PAGEUNLOAD( xbl k- >xhat _hne_bl k_hat ,
7185 pp, forceflag, XBLK2PROVBLK(xbl k));

7187 xhme_bl ks = 1;

7188 conti nue;

7189 }

7074 /*

7075 * |f there are kernel nmappings don’t unload them they will
7076 * be suspended.

7077 */

7078 if (forceflag == SFMVUJ_KERNEL_| REL@ && hnebl kp->hbl k_I ckent &&
7079 hnebl kp- >th k_tag.htag_id == ksfmup)

7080 conti nue;

7082 tset = sfmmu_pageunl oad(pp, sfhne, cons);

7083 CPUSET_OR(cpuset, tset);

7084 }

7086 V\/mle(|ndex'—0) {

7087 index = index >> 1;

7088 if (index !'=0)

7089 cons++;

7090 if (index & Ox1) {

7091 /* Go to |eading page */

7092 pp = PP_GROUPLEADER(pp, cons);

7093 ASSERT('sf mmu_mi i st _hel d(pp));

7094 goto retry;

7095 }

7096 }

7098 I*

7099 * cpuset may be enpty if the page was only napped by segkpm
7100 * in which case we won't actually cross-trap.

7101 */

7102 xt _sync(cpuset);

7104 /*

7105 * The page shoul d have no mappings at this point, unless

7106 * we were called fromhat_page_rel ocate() in which case we
7107 */Ieave the | ocked mappi ngs which will be suspended | ater.
7108

7109 ASSERT(! PP_| SMAPPED( ori gpp) || pa_hments ||

7226 ASSERT(! PP_ ISNAPPED( origpp) || xhne_blks || pa_hnents ||

7110 (forceflag == SFMVU_KERNEL_RELCT) ) ;

7112 #ifdef VAC

7113 if (PP_ ISTNO(pp)) {

7114 if (cons == TTESIQ {

7115 pntx = sfrmu_page_enter(pp);

7116 PP_CLRTNC( pp) ;

7117 sf mmu_page_ exm(pm X);

7118 } else {

7119 conv_tnc(pp, cons);

7120 }

7121 1

7122 /* VAC */

7124 if (pa_hnents && forceflag != SFMMJ_KERNEL_RELQOC) {

7125 /*

7126 * Unlink any pa_hnents and free them calling back
7127 * the responsi ble subsystemto notify it of the error.
7128 * This can occur in situations such as drivers |eaking
7129 * DMA handl es: naughty, but common enough that we'd |ike
7130 * to keep the systemrunning rather than bringing it
7131 * down with an obscure error like "pa_hnment |eaked"
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7132 * which doesn’t aid the user in debugging their driver.
7133 */
7134 for (sfhme = pp->p_mapping; sfhne; sfhne = tnphme) {
7135 tmphne = sf hne- >hne_next;
7136 if (1 S_PAHVE(sfhne))
7137 struct pa_hnent *pahnep = sfhne->hne_data;
7138 sf mu_pahnent _| eaked( pahnep) ;
7139 HVE_SUB( sf hrre, pp);
7140 kmem cache_free( pa_hnent _cache, pahnep);
7141 }
7142 }
7144 ASSERT( ! PP_I SMAPPED( or i gpp) ) ;
7261 ASSERT( ! PP_I SVAPPED( ori gpp) || xhme_bl ks);
7145 1
7147 sfrmu_mist_exit(pm);
7266 /*
7267 * XHAT may not have finished unl oadi ng pages
7268 * because sone other thread was waiting for
7269 * mist |ock and XHAT_PAGEUNLOAD let it do
7270 * the job.
7271 */
7272 if (xhnme_blks) {
7273 pp = origpp;
7274 goto retry_xhat;
7275 }
7149 return (0);
7150 }
__unchanged_portion_onitted_
7374 uint_t
7375 hat _pagesync(struct page *pp, uint_t clearflag)
7376 {
7377 struct sf_hnment *sfhne, *tnphne = NULL;
7378 struct hne_bl k *hmebl kp;
7379 kmutex_t *pm ;
7380 cpuset _t cpuset tset;
7381 int i ndex, cons;
7382 extern ulong_t po_share;
7383 page_t *save_pp = pp;
7384 I nt stop_on_sh = 0;
7385 uint_t shent;
7387 CPUSET_ZERQ( cpuset ) ;
7389 if (PP_ISRO(pp) && (clearflag & HAT_SYNC STOPON _MID)) {
7390 return (PP_GENERI C_ATTR(pp));
7391 }
7393 if ((clearflag & HAT_SYNC ZERORM) == 0) {
7394 if ((clearflag & HAT_SYNC STOPON REF) && PP_I SREF(pp)) {
7395 return (PP_GENERI C_ATTR(pp));
7396 }
7397 if ((clearflag & HAT _SYNC STOPON MOD) && PP_I SMOD(pp)) {
7398 ) return (PP_GENERI C_ATTR(pp)):
7399
7400 1f (clearflag & HAT_SYNC STOPON_SHARED) {
7401 if (pp->p_share > po_share) {
7402 hat _page_setattr(pp, P_REF);
7403 return (PP_GENERI C ATTR(pp))
7404 }
7405 stop_on_sh = 1;
7406 shent = 0;
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7407
7408

7410
7411
7412
7413
7414
7415
7416
7417
7418
7419
7420
7421
7422
7423
7424
7425
7426
7427
7428
7557
7558

7430
7431

7433
7434
7435
7436
7437
7438
7439
7440
7441
7442
7443
7444
7445
7446
7447
7448
7449
7450
7451
7452
7453
7454
7455
7456
7457
7458
7459
7460

7462
7463
7464
7465
7466
7467
7468
7469
7470

retry:

}

}

clearflag & ~HAT_SYNC STOPON_SHARED,

pmi

= sfmmu_nlist_enter(pp);

I ndex = PP_MAPI NDEX( pp)

cons

= TTE8K;

(sfhme = pp->p_nmappi ng; sfhne; sfhne = tnphre) {
/*
* W need to save the next hment on the list since
* it is possible for pagesync to renpve an invalid hment

* fromthe list.
*/

t nphnme = sf hne- >hne_next ;
if (1S_PAHVE(sfhne))
conti nue;
/'k
* If we are looking for large nmappings and this hnme doesn't
* reach the range we are seeking, just ignore it.

hnebl kp = sfmmu_hmet ohbl k(sf hne) ;
if (hnmebl kp->hbl'k_xhat _bit)
conti nue;

if (hme_size(sfhne) < cons)
cont i nue;

if (stop on sh) {
f (hnebl kp- >hbl k_shar ed) {
sf_srd_t *srdp = hbl kt osr d( hnmebl kp) ;
uint_t rid = hnebl kp->hbl k_tag. htag_rid;
sf_region_t *rgnp;
ASSERT( SFMMJU_I S_SHVERI D_VALI D(ri d));
ASSERT(rid < SFVMMJ_MAX_HMVE_REG ONS) ;
ASSERT(srdp ! = NULL) ;
rgnp = srdp->srd hmsrgnp[rld]
SFMVU_VALI DATE SHAREDHBLK(hrrebI kp,
rgnp, rid);
shent += rgnp->rgn_refcnt;
} else {
shent ++;

srdp,

}
if (shent > po_share) {
/*

* tell the pager to spare the page this time
* around.

*/

hat _page_setattr(save_pp, P_REF);

index = 0;

br eak;

}

= sf mmu_pagesync(pp, sfhnme,
clearflag & ~HAT_SYNC STOPON_RM ;
CPUSET_OR(cpuset, tset);

tset

/*

* |f clearflag is HAT_SYNC DONTZERO, break out as soon

* as the "ref" or "nod" is set or share cnt exceeds po_share.
*

/
if ((clearflag & ~HAT_SYNC STOPON RM) == HAT_SYNC DONTZERO &&
(((clearflag & HAT_SYNC STOPON MOD) && PP_| SMOD(save_pp))
((c

learfl ag & HAT_SYNC STOPON REF) && PP_TSREF(save_pp)))) {

i ndex = 0;
br eak;
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7471
7472

7474
7475
7476
7477
7478
7479
7480
7481
7482

7484
7485
7486
7487 }

}
}
whi |l e (i ndex) {
index = index >> 1;
CONS++;
if (index & 0x1) {
/* Go to |eading page */
p = PP_GROUPLEADER( pp, cons);
goto retry;
}
}

xt _sync(cpuset);
sfmmu_m i st eX|t( m);
return (PP_GENERI C ATTR(save pp));

__unchanged_portion_onitted_

7560 /
7561
7562
7563
7564
7565

*
*
*
*
*

*/

Renove write permission froma mappings to a page, so that

we can detect the next nodification of it. This requires nodifying
the TTE then invalidating (demap) any TLB entry using that TTE.
This code is simlar to sfmu_pagesync().

7566 static cpuset_t

7567 sfrmu_pagecl rwt (struct page *pp, struct sf_hment *sfhne)
7568 {

7569 caddr _t addr;

7570 tte_t tte;

7571 tte_t ttenod,

7572 struct hnme_bl k *hnebl kp;

7573 int ret;

7574 sfmu_t *sf mup;

7575 cpuset _t cpuset;

7577 ASSERT(pp !'= NULL);

7578 ASSERT( sf mmu_ni i st _hel d(pp));

7580 CPUSET_ZERQ( cpuset) ;

7581 SFMMUJ_STAT( sf _cl rwrt)

7583 retry:

7585 sf mmu_copytte(&sfhne->hne_tte, &tte);

7586 if (TTELIS_VALID(&te) & TTE_IS_WRI TABLE( &tte)) {
7587 hnebl kp = sf mmu_hnet ohbl k( sf hne) ;

7719 /*

7720 * xhat mappi ngs shoul d never be to a VMODSORT page.
7721 */

7722 ASSERT( hnebl kp- >hbl k_xhat _bit == 0);

7588 sfnmup = hbl kt osf mu( hrrebl kp) ;

7589 addr = tte_to_vaddr(hnebl kp, tte);

7591 ttennd = tte;

7592 TTE_CLR VRT( &t t enpd) ;

7593 TTE_CLR_MOD( &t t enod) ;

7594 ret = sfmmu_nodifytte_try(&te, &tenod, &sfhnme->hne_tte);
7596 /*

7597 * if cas failed and the new value is not what
7598 * we want retry

7599 */

7600 if (ret <0)
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7601 goto retry;

7603 /* we win the cas */

7604 if (ret >0) {

7605 if (hmebl kp >hbl k_shar ed) {

7606 sf_srd_t *srdp = (sf_srd_t *)sfmup;
7607 uint_t rid = hmebl kp->hbl k_tag. htag_rid;
7608 sf_region_t *rgnp;

7609 ASSERT( SFVMMJ_| S_SHVERI D_VALI D(ri d));
7610 ASSERT(rid < SFMMJ_MAX_HVE_REG CNS),
7611 ASSERT(srdp 1= NULD);

7612 rgnp = srdp->srd hnergnp[rl d]

7613 SFMVU_VALI DATE SHAREDHBLK(hmebI kp,
7614 srdp, rgnp, rid);

7615 cpuset = sfmu_rgntl b_demap(addr,
7616 rgnp, hnebl kp, 1);

7617 } else {

7618 sfmmu_t| b_denmap(addr, sfmmup, hnebl kp,
7619 cpuset = sfrmup->sf mu_cpusr an;
7620 }

7621 }

7622 }

7624 return (cpuset);

7625 }

__unchanged_portion_omtted_
7829 #endif /* DEBUG *T

7831 /*

7832 * Returns a page frame nunber for a given virtual address.

7833 * Returns PFN_INVALID to indicate an invalid mappi ng

7834 */

7835 pfn_t

7836 hat_get pf nun{struct hat *hat, caddr_t addr)

7837 {

7838 pfn_t pfn;

7839 tte_t tte;

7841 I*

7842 * W would like to

7843 * ASSERT(AS_ LGJK _ HELD( as, &as->a_l ock));

7844 * but we can’'t because the iommu driver will call this
7845 * routine at interrupt time and it can’t grab the as |
7846 * or it will deadlock: A thread could have the as |ock
7847 * and be waiting for io. The io can't conplete

7848 * because the interrupt thread is blocked trying to gr
7849 * the as |ock.

7850 */

7988 ASSERT( hat - >sf mu_xhat _provi der == NULL);

7852 if (hat == ksfmmup) {

7853 if (I'S_KMEM VA LARGEPAGE(addr)) {

7854 ASSERT( segknem | pszc > 0);

7855 pfn = sfmmu_kvaszc2pfn(addr, segknem.|p
7856 if (pfn !'= PFN_INVALID) {

7857 sf mmu_check_kpf n(pfn);

7858 return (pfn);

7859 }

7860 } else if (segkpm & |I'S_KPM ADDR( addr))

7861 return (sfrmu_kpm vat opfn(addr));

7862 }

7863 while ((pfn = sfmmu_vatopfn(addr, ksfrmmup, &tte
7864 == PFN_SUSPENDED)

7865 sf mmu_vat opf n_suspended(addr, ksfmmup,
7866 }

ock

ab

szc);

))

&tte);

0,

0)
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7867 sf mmu_check_kpf n(pfn); 8272 conti nue;
7868 return (pfn); 8273 1
7869 } else { 8127 1f (hme_size(sfhne) != sz) {
7870 return (sfrmmu_uvatopfn(addr, hat, NULL)); 8128 conti nue;
7871 } 8129 }
7872 }
__unchanged_portion_omtted_ 8131 if (hmebl kp->hbl k_shared) {
8132 sf_srd_t *srdp = hbl kt osrd( hrmebl kp) ;
8133 uint_t rid = hnebl kp->hbl k_tag. htag_rid;
8027 /* 8134 sf_region_t *rgnp;
8028 * For conpatability with AT&T and | ater optim zations 8135 ASSERT(SFMMU_I S _SHVERI D _VALI D(rid));
8029 */ 8136 ASSERT(rid < SFMMU_MAX_HVE_REG ONS);
8030 /* ARGSUSED */ 8137 ASSERT(srdp != NULL);
8031 void 8138 rgnp = srdp->srd hmergnp[rl d] ;
8032 hat _map(struct hat *hat, caddr_t addr, size_t len, uint_t flags) 8139 SFMVUJ_VAL| DATE_SHAREDHBLK( hmebl kp, srdp,
8033 { 8140 rgnp, rid);
8034 ASSERT(hat != NULL); 8141 cnt += rgnp->rgn_refcnt;
8173 ASSERT( hat - >sf nmu xhat _provider == NULL); 8142 } else {
8035 } 8143 cnt ++;
__unchanged_portion_onitted_ 8144 }
8145 if (cnt > sh_thresh) {
8088 /* 8146 sfrmmu_mist_exit(pm);
8089 * Return 1 if the nunber of nmappings exceeds sh_thresh. Return O 8147 return (1);
8090 * otherwi se. Count shared hnebl ks by region’'s refcnt. 8148 }
8091 */ 8149 }
8092 int
8093 hat _page_checkshare(page_t *pp, ulong_t sh_thresh) 8151 i ndex >>= 1;
8094 { 8152 SZ++;
8095 knutex_t *pm ; 8153 while (index) {
8096 ulong_t cnt = 0; 8154 pp = PP_GROUPLEADER(pp, sz);
8097 int index, sz = TTE8K; 8155 ASSERT( sf mu_ni i st _hel d(pp))
8098 struct sf_hnent *sfhne, *tnphne = NULL; 8156 if (index & 0x1) {
8099 struct hne_bl k *hnebl kp; 8157 got o again;
8158
8101 pm = sfrmmu_mnlist_enter(pp); 8159 index >>= 1;
8160 SZ++;
8103 #ifdef VAC 8161 }
8104 if (kpm_enabl e) 8162 sfrmu_mist_exit(pm);
8105 cnt = pp->p_kpnref; 8163 return (0);
8106 #endi f 8164 }
8108 if (vpmenable && pp->p_vpnref) { 8166 /*
8109 cnt += 1; 8167 * Unload all large nappings to the pp and reset the p_szc field of every
8110 } 8168 * constituent page according to the remaining mappi ngs.
8169 *
8112 if (pp->p_share + cnt > sh_thresh) { 8170 * pp nust be | ocked SE EXCL. Even though no other constituent pages are
8113 sfmmu_nlist_exit(pm); 8171 * locked it's legal to unload the |large mappings to the pp because all
8114 return (1); 8172 * constituent pages of |arge | ocked mappi ngs have to be | ocked SE_SHARED.
8115 } 8173 * This neans if we have SE_EXCL | ock on one of constituent pages none of the
8174 * large mappings to pp are | ocked.
8117 i ndex = PP_MAPI NDEX( pp) ; 8175 *
8176 * Decrease p_szc field starting fromthe |ast constituent page and ending
8119 agai n: 8177 * with the root page. This nethod is used because other threads rely on the
8120 for (sfhme = pp->p_napping; sfhne; sfhne = tnphne) { 8178 * root’'s p_szc to find the lock to syncronize on. After a root page_t's p_szc
8121 tmphne = sf hne- >hne_next; 8179 * is denoted then other threads will succeed in sfmu_mnl spl_enter(). This
8122 if (IS_PAHVE(sfhne)) { 8180 * ensures that p_szc changes of the constituent pages appears atomc for all
8123 continue; 8181 * threads that use sfmu_nl spl _enter() to exam ne p_szc field.
8124 } 8182 *
8183 * This nmechanismis only used for file system pages where it’s not always
8126 hmebl kp = sf mmu_hmet ohbl k( sf hne) ; 8184 * possible to get SE_EXCL | ocks on all constituent pages to denote the size
8266 if (hnebl kp->hbl'k_xhat _bit) { 8185 * code (as is done for anonynpus or kernel |arge pages).
8267 cnt ++; 8186 *
8268 if (cnt > sh_thresh) { 8187 * See nore coments in front of sfrmmu_nlspl_enter().
8269 sfmmu_nlist_exit(pm); 8188 */
8270 return (1); 8189 void

8271 } 8190 hat _page_denot e( page_t *pp)
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8191 {
8192
8193
8194
8195
8196
8197
8198
8199
8200
8201
8202
8203
8204
8205

8207
8208
8209
8210
8211

8213
8214
8215
8216

8218

8220
8221
8222
8223
8224

8226
8227
8228
8229
8230
8231
8232
8233
8234
8235
8236
8237
8238
8239
8240
8388
8389
8390
8391
8241
8242
8243
8244
8245
8246
8247

8249

8251
8252

int index;

int sz;

cpuset _t cpuset;

int sync = 0;

page_t *root pp;

struct sf_hnent *sfhneg;
struct sf_hnent *tnphme = NULL;
struct hme_bl k *hnebl kp;
uint_t pszc;

page_t *l ast pp;

cpuset _t tset;

pgent _t npgs;

kmutex_t *pm ;

kmut ex_t *pmtx = NULL;

ASSERT( PAGE_EXCL(pp) ) ;
ASSERT( ! PP_T SFREE(pp) ) ;
ASSERT( ! PP_I SKAS(pp) ) ;

ASSERT( page_szc_| ock assert(pp));
pm = sfnmu_nlist_enter(pp);

pszc = pp->p_szc;

if (pszc == 0)
goto out;
}
i ndex = PP_MAPI NDEX( pp) >> 1,
if (index) {
CPUSET_ZERQ( cpuset ) ;
sz = TTE64K;
sync = 1;
}

while (index) {
if (I(index & 0x1)) {
i ndex >>= 1;
SzZ++;
cont i nue;

}
ASSERT(sz <= pszc);
rootpp = PP GRO.JPLEADER( pp, sz);
for (sfhme = rootpp->p_mappi ng; sfhme; sfhnme
t nphne = sf hne- >hne_next ;
ASSERT( ! | S_PAHVE( sf hne) ) ;
hmebl kp = sf mru_hmet ohbl k( sf hre) ;
if (hme_size(sfhne) != sz) {
conti nue;

= tnphne) {

}
i f (hmebl kp- >hbl k_xhat _bit) {
cm err(CE PANI C,
"hat _page_denot e: xhat hnebl k") ;

tset = sfrmmu_pageunl oad(rootpp, sfhme, sz);
CPUSET_OR(cpuset, tset);

i}f (index >>= 1) {
SzZ++;
}

}
ASSERT( ! PP_| SMAPPED_LARGE( pp) )

if (sync) {
xt _sync(cpuset);
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8253 #ifdef VAC

8254
8255
8256

if (PP_ISTNC(pp)) {
conv_tnc(rootpp, sz);

}
8257 #endif /* VAC */
8258 }

8260 pntx = sfnmmu_page_enter(pp);
8262 ASSERT( Pp- >p_szc == pszc);
8263 root pp = PP_PAGEROOT( pp)
8264 ASSERT(root pp- >p_szc == pszc);
8265 | ast pp = PP_PAGENEXT_N(root pp, TTEPAGES(pszc) - 1);
8267 while (lastpp != rootpp) {
8268 sz = PP_MAPI NDEX(| astpp) ? fnd_napping_sz(lastpp) : O;
8269 ASSERT(sz < pszc);
8270 npgs = (sz == 0) 21 TTEPAGES(s2);
8271 ASSERT( P2PHASE( | ast pp- >p_pagenum npgs) == npgs - 1);
8272 while (--npgs > 0) {
8273 | ast pp->p_szc = (uchar_t)sz;
8274 | ast pp = PP_PAGEPREV(| ast pp) ;
8275 }
8276 if (sz) {
8277 /*
8278 * make sure before current root’s pszc
8279 * is updated all updates to constituent pages pszc
8280 * fields are globally visible.
8281 *
8282 nmenbar _producer () ;
8283
8284 | ast pp->p_szc = sz;
8285 ASSERT( | S_P2ALI GNED( | ast pp- >p_pagenum TTEPAGES(sz)));
8286 if (lastpp != rootpp)
8287 | ast pp = PP_PAGEPREV(I ast pp) ;
8288 }
8289 }
8290 if (sz == 0) {
8291 /* the | oop above doesn’t cover this case */
8292 root pp->p_szc = 0;
8293 }
8294 out:
8295 ASSERT( pp->p_szc == 0);
8296 if (pntx !'= NULL) {
8297 sf mmu_page_exi t (pnt x) ;
8298 }
8299 sfrmu_mist_exit(pm);
8300 }
__unchanged_portion_onitted_
8345 [ *
8346 * Yield the nenory claimrequirenent for an address space.
8347 *
8348 * This is currently inplenented as the nunber of bytes that have active
8349 * hardware translations that have page structures. Therefore, it can
8350 * underestinate the traditional resident set size, eg, if the
8351 * physical page is present and the hardware translation is m ssing;
8352 * and it can overestimate the rss, eg, if there are active
8353 * translations to a frane buffer with page structs.
8354 * Also, it does not take sharing into account.
8355 *
8356 * Note that we don’t acquire |ocks here since this function is nost often
8357 * called fromthe clock thread.
8358 */
8359 size_t

8360 hat _get _nmapped_si ze(struct hat *hat)
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8361 {
8362 size_t assize = 0;
8363 int i
8365 if (hat == NULL)
8366 return (0);
8519 ASSERT( hat - >sf mmu_xhat _provi der == NULL);
8368 for (i = 0; i < mmu_page_sizes; i++)
8369 assize += ((pgcnt_t)hat->sfmu_ttecnt[i] +
8370 (pgcnt _t)hat->sfmmu_scdrttecnt[i]) * TTEBYTES(i);
8372 if (hat->sfmmu_iblk == NULL)
8373 return (assize);
8375 for (i = 0; i < mu_page_sizes; i++)
8376 assi ze += ((pgcnt t)hat—>sfrmu isnmttecnt[i]
8377 (pgent _t) hat - >sfmu_scdisnttecnt[i]) * TTEBYTES(|)
8379 return (assize);
8380 }
8382 int
8383 hat_stats_enabl e(struct hat *hat)
8384 {
8385 hat | ock_t *hat | ockp;
8540 ASSERT( hat - >sf mmu_xhat _provi der == NULL);
8387 hat! ockp = sfmmu_hat _enter(hat);
8388 hat - >sf mmu_r st at ++;
8389 sfmmu_hat _exi t (hat | ockp);
8390 return (1);
8391 }
8393 void
8394 hat_stats_di sabl e(struct hat *hat)
8395 {
8396 hat | ock_t *hat | ockp;
8553 ASSERT( hat - >sf nmu_xhat _provi der == NULL);
8398 hat| ockp = sfmmu_hat_enter(hat);
8399 hat - >sf mmu_r nst at - - ;
8400 sf mu_hat _exi t (hat | ockp) ;
8401 }
__unchanged_portion_onitted_
8451 /
8452 Hat _share()/unshare() return an (non-zero) error
8453 when saddr and daddr are not properly aligned.
8454
8455 The top | evel mapping el enent determnes the alignnent

8457 architectures.
8458

*

*

*

*

*
8456 * requirenent for saddr and daddr, depending on different

*

*

8459 *

*

When hat_share()/unshare() are not supported,

8460 HATOP_SHARE() / UNSHARE() return O

8461 */

8462 int

8463 hat _share(struct hat *sfmmup, caddr_t addr,

8464 struct hat *ismhatid, caddr_t sptaddr, size_t len, uint_t isnszc)
8465 {

8466 ismbl k_t *i sm bl kp;

8467 ismblk_t *new_i bl k;
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8468 i sm map_t *i sm_map;

8469 isment_t *ism ment;

8470 int i, added;

8471 hat | ock_t *hat | ockp;

8472 int rel oad - = 0;

8473 uint_t i smehi ft = page_get _shi ft(ismszc);
8474 size_t i snpgsz = page_get page5| ze(| smszc)
8475 ui nt _t i smmask = (uint_t)isnp -

8476 size_t sh_size = | SM SHI FT(| sn'shl ft, | en);
8477 ushort _t i smhat fl ag;

8478 hat _regi on_cooki e_t rcookie;

8479 sf_scd_t *ol d_scdp;

8481 #ifdef DEBUG
8482 caddr _t eaddr = addr + len;
8483 #endi f /* DEBUG */

8485 ASSERT(ism hatid != NULL && sfrmmup != NULL);

8486 ASSERT( spt addr == | SM D_STARTADDR) ;

8487 /*

8488 * Check the alignnent.

8489 */

8490 if (!'1SMALIGNED(i smshift, addr) || !1SMALIGNED(isnshift, sptaddr))
8491 return (EINVAL);

8493 /*

8494 * Check size alignnent.

8495 */

8496 if ('lSMALlG\lED(ISITBhIft I en))

8497 return (EINVAL);

8656 ASSERT( sf mmup- >sf mmu_xhat _provi der == NULL);

8499 /*

8500 * Allocate ismnent for the ismhat’s mapping list, and an
8501 * ismmap blk in case we need one. W nust do our

8502 * allocations before acquiring locks to prevent a deadl ock
8503 * in the knmem al | ocator on the mapping |ist |ock.

8504 */

8505 new_i bl k = kmem cache_al | oc(i sm bl k_cache, KM SLEEP);

8506 ismment = kmem cache_al |l oc(i sm nment_cache, KM SLEEP);

8508 /*

8509 * Serialize | SM mappings with the 1 SMbusy flag, and also the
8510 * trap handl ers.

8511 */

8512 sf mmu_i smhat _ent er (sf mup, 0);

8514 /*

8515 * Allocate an ismmap blk if necessary.

8516 */

8517 if (sfrmmup->sfmmu_iblk == NULL)

8518 sf mup- >sfmu |b| = new_i bl k;

8519 bzero(new_i bl k, sizeof (*new_iblk));

8520 new_i bl k- >i bl k_next pa = (uint64_t)-1;

8521 menbar _stst(); /* make sure next ptr visible to all CPUs
8522 sf mmup- >sf nmu i smbl kpa = va_to_pa((caddr_t)new_i bl k);
8523 rel oad nmu- = 1;

8524 new i bl k = NULL;

8525 }

8527 #ifdef DEBUG

8528 /*

8529 * Make sure napping does not already exist.

8530 */

8531 ismbl kp = sf mup->sf mu_i bl k;

44
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8532
8533
8534
8535
8536
8537
8538
8539
8540
8541
8542
8543
8544

8546
8547
8548
8549
8550
8551
8552
8553
8554
8555
8556
8557
8558
8559
8560
8561
8562

8564
8565
8566
8567
8568
8569
8570
8571
8572
8573
8574
8575

8577
8578
8579
8580
8581
8582
8583
8584
8585
8586
8587
8588
8589
8590
8591
8592
8593
8594
8595
8596
8597

while (ismblkp !'= NULL) {
ismmap = ismbl kp->i bl k_naps;

for (i =0; i < |ISMMAP_SLOTS && ismmap[i].imap_ismhat; i++) {
i

nmap[ i
if ((addr >= ismstart(ismnmap[i]) &&
addr < ismend(ismmpl[i])) ||
eaddr > ismstart(ismmp[i]) &&
eaddr <= ismend(ismmap[i])) {
pani c("sfmmu_share: Al ready napped!")

}
}
1smblkp = ismblkp->ibl k_next;

}
#endi f /* DEBUG */

ASSERT(i snszc >= TTE4M);
if (|snszc == TTE4M {
smhat fl ag = HAT_4M FLAG
} else |f (ismszc == TTE32M {
ismhatflag = HAT_32M FLAG
} else if (isnszc == TTE256M)
ismhatflag = HAT_256M FLAG

}
/*
* Add mapping to first avail abl e mapping slot.

i smbl kp = sf mup->sf mu_i bl k;
added = 0;
whi l e (!added)
ismmap = ismbl kp->i bl k_maps;
for (i = 0; i < |ISMMP_SLOTS; i++)
if (ismmap[i].imap_ismhat == NULL) {

ismmap[i].imp_ismhat = |sm hati d;
ismmap[i].imap_vb shlft = (uchar t)lsrrshlft
ismmap[i].imp_| rid = SFMMJ_I NVALTD_| SVMRI D;
ismmap[i].imap_ hatflags = Tsmhat fl ag;
;sm map[i].imap_sz_nmask = ismmask;

* imap_seg is checked in | SM CHECK to see if
* non-NULL, then other info assumed valid.

*

/

menbar _stst();

ismmap[i].imap_seg = (uintptr_t)addr | sh_size;
ismmp[i].imp_nment = ismunent;

/*

* Now add ourselves to the ismhat’s
* mapping list.
*/

i sm.nent->i ment _hat = sfmmp,

i sm_ment - >i ment _base_va = addr;
i sm hatid->sfnmu_i srhat = 1;
mut ex_ent er (& sm.m i st _| ock);

i ment _add(i sm nent, ismhati d);
mut ex_exi t (& sm i st _lock);
added = 1;

break;

}

}
1f (ladded && ism bl kp->i bl k_ next == NULL) {
i sm bl kp->i bl k_next = newib k;
new_i bl k = NULL;
bzero(i sm bl kp->i bl k_next,
si zeof (*ism bl kp->iblk_next));
i sm bl kp->i bl k_next->i bl k_nextpa = (uint64_t)-1;
menbar _stst();
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8598
8599
8600
8601
8602

8604
8605
8606
8607
8608
8609
8610

8612
8613
8614
8615
8616
8617
8618
8619
8620
8621
8622
8623

8625
8626
8627
8628
8629
8630
8631
8632
8633

8635
8636
8637
8638
8639
8640
8641
8642
8643
8644
8645
8646
8647
8648
8649
8650
8651
8652

8654
8655
8656
8657
8658
8659
8660
8661
8662
8663

i sm bl kp->i bl k_nextpa =
va_to_pa((caddr_t)ism bl kp->i bl k_next);

}
1smbl kp = ismbl kp->i bl k_next;

After calling hat_join_region, sfrmup nay join a new SCD or
nove fromthe old scd to a new scd, in which case, we want to
shrink the sfmmup’s private tsb size, i.e., pass shrink to

* sfmu_check_page_si zes at the end of this routine.

*/

ol d_scdp = sfmmup->sf mu_scdp;

* ok ok ok

rcooki e = hat_joi n_region(sfmup, addr, len, (void *)ismhatid, O,
PROT_ALL, isnszc, NULL, HAT_REG ON_ISM;
if (rcookle = HAT_| INVALID REG ON_COKI E) {

ismmap[i]-.imap_rid = (uchar_t)((uint64_t)rcookie);

;*
* Update our counters for this sfrmmup’s i sm nappings.
*
/
for (i =0; i <= isnmszc; i++)

if (!(disable_ |smlarge pages & (1 << i)))
(void) ismtsb_entries(sfmup, 1);

For 1SM and DI SM we do not support 512K pages, so we only only
search the 4M and 8K/ 64K hashes for 4 pagesize cpus, and search the
256M or 32M and 4M and 8K/ 64K hashes for 6 pagesize cpus.

B

Need to set 32M 256M | SM flags to make sure
* sf nmmu_check_page_si zes() enabl es them on Panther.
*
/
ASSERT( (di sabl e_i sm | arge_pages & (1 << TTE512K)) != 0);

switch (isnszc) {
case TTE256M
if (! SFMVU_FLAGS_| SSET(sf mup, HAT 256MISM) {
hatl ockp = sfnmu_hat _ent er (sf mmup) ;
SFMWU_FLAGS_SET(sf mmup, HAT_256M | SM
sf mmu_hat _exi t (hat | ockp) ;

br eak;
case TTE32M
if (! SFMVU_FLAGS_I SSET(sf mmup, HAT_32M ISM) {
hat | ockp = sfnmmu_hat _enter (sf nmup);
SFMWU_FLAGS_SET(sf rmup, HAT_32M ISM
sf mmu_hat _exi t (hat | ockp);

br eak;
defaul t:

br eak;
}
/*

* If we updated the isnblkpa for this HAT we nust nake
* sure all CPUs running this process reload their tsbm ss area.
* Otherwise they will fail to load the mappings in the tsbmss
* handler and will 1oop calling pagefault().
*
/
if (reload_mm) {
hatl ockp = sfmmu_hat _enter (sfnmup);
sf mu_sync_mmust at e( sf nmup) ;
sf mu_hat _exi t (hat | ockp) ;
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8664 }

8666 sf mru_i smhat _exi t (sf mup, 0);

8668 /*

8669 * Free up isnblk if we didn't use it.

8670 */

8671 if (new.iblk !'= NULL)

8672 knmem cache_free(i smbl k_cache, new_i bl k);

8674 /*

8675 * Check TSB and TLB page si zes.

8676 *

8677 if (sfrmmup->sfrmu_scdp != NULL && ol d_scdp != sfmmup->sfmu_scdp) {
8678 sf mmu_check_page_si zes(sf mup, 0);

8679 } else {

8680 sf mmu_check_page_si zes(sfmmup, 1);

8681 }

8682 return (0);

8683 }

8685 /*

8686 * hat_unshare renpves exactly one ismmap from

8687 * this process’s as. |t expects multiple calls

8688 * to hat_unshare for multiple shm segnents.

8689 */

8690 void

8691 ?at_unshare(struct hat *sfmmup, caddr_t addr, size_t len, uint_t isnszc)
8692

8693 i sm map_t *i sm map;

8694 ismment_t *free_nent = NULL;

8695 ismbl k_t *i sm bl kp;

8696 struct hat *ism hati d;

8697 int found, i;

8698 hat | ock_t *hat | ockp;

8699 struct tsb_info *tsbinfo;

8700 uint_t isnmshift = page_get_shift(isnmszc);

8701 size_t sh_size = ISM SH FT(isnshift, len);

8702 uchar _t ismrid,

8703 sf_scd_t *ol d_scdp;

8705 ASSERT( | SM ALI GNED(i snshift, addr));

8706 ASSERT( | SM ALI GNED(i snshift, len));

8707 ASSERT(sfnmup !'= NULL);

8708 ASSERT( sf mmup ! = ksf nmup) ;

8869 if (sfmmup->sfnmu_xhat _provider) {

8870 XHAT_UNSHARE( sf mmup, addr, 1en);

8871 return;

8872 } else {

8873 /*

8874 * This nust be a CPU HAT. If the address space has
8875 * XHATs attached, informall XHATs that |SM segnent
8876 * is going away

8877 */

8710 ASSERT( sf mmup- >sf nmu_as ! = NULL);

8879 if (sfrmmup->sfmu_as->a xhat 1= NULL)

8880 xhat _unshar e_al T (sf nmup- >sf nmu_as, addr, |en);
8881 }

8712 /*

8713 * Make sure that during the entire time | SM mappi ngs are renoved,
8714 * the trap handl ers serialize behind us, and that no one else
8715 * can be nucking with I SM mappings. This also |lets us get away
8716 * with not doing expensive cross calls to flush the TLB -- we
8717 * just discard the context, flush the entire TSB, and call it
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8718
8719
8720

8722
8723
8724
8725
8726
8727
8728
8729
8730
8731
8732
8733
8734
8735
8736
8737
8738
8739
8740
8741
8742
8743
8744
8745
8746
8747

8749
8750
8751
8752
8753

8755
8756
8757
8758
8759
8760
8761
8762
8763
8764
8765
8766
8767

8769
8770
8771
8772
8773
8774
8775
8776

8778
8779
8780
8781
8782
8783

* a day.
*/

sf mru_i smhat _ent er (sf mup, 0);

-~

Renove the mappi ng.

We can’'t have any holes in the i smnap.

The tsb mss code while searching the ismmp wll
stop on an enpty nap slot. So we nust nove
everyone past the hole up 1 if any.

Al so enpty ismmap bl ks are not freed until the
process exits. This is to prevent a MI race condition
bet ween sfmmu_unshare() and sfmm_tsbni ss_exception().

N O * * kK ok F ok * ok F ok F

N

= sf mrup- >sf mu_i bl k;

Ifound & ismblkp != NULL) {

ismmap = i sm bl kp->i bl k_nmaps;

for (i =0; i <|ISMMAP_SLOTS; i++) {

if (addr == |smstart(|smrrap[i]) &&

sh_size == (size_t)(ismsize(ismmpl[i]))) {

found =1
br eak;

5
—
~x1
—
|

}

}
if (!found)
i smblkp = ismbl kp->i bl k_next;

if (found) {
ismhatid =
ismrid =is
ASSERT(i sm h
ASSERT(i sm h

/*

* After hat_| eave_region, the sfmmup may | eave SCD,

* in which case, we want to grow the private tsb size when
* cal ling sfmu_check_page_sizes at the end of the routine.
*/

ol d_scdp = sfmmup->sf mu_scdp;

/*

* Then renove ourselves fromthe region.
*/

if (ismrid != SFMMJ_|I NVALI D_I SMRI D)
hat _| eave_regi on(sfmmup, (void *)((uint64_t)ismrid),
HAT_REG ON_I SM ;
}

/*

* And now guarantee that any other cpu
* that tries to process an | SM mi ss
*will goto tl=0.

*/

hatl ockp = sfrmmu_hat _enter (sfmup);
sfmu_i nval i dat e_ct x(sf nmup) ;

sf mu_hat _exi t (hat | ockp);

/*

* Renpve ourselves fromthe ismmapping |list.
*/

mut ex enter(&l m.m ist_| ock);

iment _sub(ismmap[i].imap_ment, ismbhatid);

mut ex_exit (& smnist_I| ock);
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8784

8786
8787
8788
8789
8790
8791
8792
8793
8794
8795
8796
8797
8798
8799
8800
8801
8802
8803
8804
8805
8806
8807
8808
8809
8810
8811
8812

8814
8815
8816
8817
8818
8819
8820
8821
8822
8823
8824
8825
8826
8827
8828
8829
8830
8831
8832

8834
8835
8836
8837
8838
8839

8841
8842
8843
8844
8845
8846
8847

8849

free_ment = ismmap[i].imp_nent;
/*
* We delete the ismmap by copying
* the next map over the current one.
* W will take the next one in the maps
* array or fromthe next ismblk.
*
while (ismblkp !'= NULL) {
ismmap = ismbl kp->i bl k_maps;
whiTe (i < (1SM MAP_SLOTS - 1)) {
ismmap[i] = ismmp[i + 1];
i ++;
}
[* i == (ISMMP SLOTS - 1) */
i sm| Ikp = i sm. bl kp->i bl k_next;
if (ismblkp !'= NULL) {
| sm map[ i] = ismblkp->iblk_nmaps[0];
} else { '
ismmap[i].imp_seg = 0O;
ismmap[i].imp_vb shlft = 0;
ismmap[i].imap_rid = SFMMJ_I NVALI D_| SMRI D;
ismmap[i].imp_hatflags = 0;
ismmap[i].imp_sz_mask = 0;
ismmap[i].imp_isnmhat = NULL;
ismmap[i].imp_ment = NULL;
}
}
/*
* Now flush entire TSB for the process, since
* denmappi ng page by page can be too expensive.
* We don’t have to flush the TLB here anynore
* since we switch to a new TLB ctx instead.
* Also, there is no need to flush if the process
* is exiting since the TSBwill be freed later.
*
/

if (!sfrmmup->sfrmu_free) {
hat | ockp = sfmmu_hat _ent er (sf mup)
for (tsbinfo = sfmup->sfmmu_tsb;
tsbinfo = tsbhinfo->tsb_next) {
if (tsbinfo->tsb_flags & TSB_SWAPPED)
conti nue;
if (tsbinfo->tsb_flags & TSB_RELOC FLAG {
tshinfo->tsb_flags | =
TSB_FLUSH_NEEDED;
conti nue;

tsbinfo !'= NULL

}

sf mu_i nv_t sb(tsbinfo->tsb_va,
TSB_BYTES( t shi nf o->tsb_szc));

sf mu_hat _exi t (hat | ockp);

}
}
/'k
* Update our counters for this sfrmmup’s i sm nappings.
for (i =0; i <=isnmszc; i++) {
if (!(disable_ismlarge_pages & (1 << i)))
(void) ismtsb_entries(sfmup, 1);
}

sf mru_i smhat _exi t (sf mup, 0);

49
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8851
8852
8853
8854
8855
8856
8857

8859
8860
8861
8862
8863
8864
8865
8866
8867
8868
8869 }

/*

* We nust do our freeing here after dropping |ocks

* to prevent a deadlock in the knem allocator on the
* mapping list |ock.

*/

if (free_nment != NULL)
kmem cache_free(i sm nment_cache, free_nent);
/*
* Check TSB and TLB page sizes if the process isn’t exiting.
*

if (!sfmmup->sfmu_free) {
if (found & ol d_scdp !'= NULL && sfmmup->sfmu_scdp ==
sf mmu_check_page_si zes(sf mup, 1);
} else {
sf mu_check_page_si zes(sf mmup, 0);
}

__unchanged_portion_omtted_

9078 #ifdef VAC

9079 /
9080
9081
9082
9083
9084
9085

*

*
*
*
*
*

Check for conflicts.
A conflict exists if the new and exi stent mappings do not match in
their "shmalignnent fields. If conflicts exist,

are flushed unless one of themis locked. If one of themis |ocked,

the mappings are flushed and converted to non-cacheabl e nappi ngs.
*/

9086 static void

9087 sfrmmu_vac_conflict(struct hat *hat,

9088 {
9089
9090
9091
9092
9093

9095
9096

9098
9099
9100
9101
9102

9104
9105
9106

9108
9109
9110
9111
9112
9113
9114
9115
9116
9117
9118

9120
9121

caddr _t addr, page_t *pp)
struct hat *tnphat;
struct sf_hnent *sfhnep,
struct hne_bl k *hnebl kp;
int vcolor;

tte_t tte;

*t nphne = NULL;

ASSERT(sfmu_nl i st _hel d(pp));
ASSERT( ! PP_I SNC( pp)) ; /* page better be cacheable */
vcol or = addr_to_vcol or (addr);
if (PP_NEWPAGE(pp)) {

PP_SET_VCOLOR( pp, vcolor);

return;

}

if (PP_GET_VCOLOR(pp) == vcolor) {
return;

}

if (!PP_I SVAPPED( pp) && ! PP_I SMAPPED_KPM pp)) {
/ *

* Previous user of page had a different color
* but since there are no current users
* we just flush the cache and change the col or.
*
/
SFMMJ_STAT( sf _pgcol or _conflict);
sf mu_cache_f | ush(pp->p_pagenum PP_GET_VCOLOR(pp));
PP_SET_VCOLOR( pp, vcolor);
return;

}

/*
* |f we get here we have a vac conflict with a current

NULL) {

the exi stant mappi ngs

t hen
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9122 * mapping. VAC conflict policy is as follows. 9186 tmphne = sf hnep- >hne_next ;
9123 * - The default is to unload the other mappi ngs unless: 9187 if (1S_PAHVE(sfhnep))
9124 * - |f we have a | arge mappi ng we uncache the page. 9188 conti nue;
9125 * We need to uncache the rest of the |arge page too. 9189 hnmebl kp = sfmmu hmet ohbl k(sfhmep);
9126 * - If any of the mappings are |ocked we uncache the page. 9363 i f (hmebl kp->hbl'k_xhat _bit)
9127 * - If the requested mapping is inconsistent 9364 conti nue;
9128 * with another mapping and that napping 9190 ASSERT( ! hrmebl kp- Shbl k_shared);
9129 * is in the same address space we have to 9191 (voi d) sfnmmu_pageunl oad(pp, sfhmep, TTESK);
9130 * make it non-cached. The default thing 9192 }
9131 * to do is unload the inconsistent mapping
9132 * but if they are in the same address space 9194 if (PP_lI SMAPPED_KPM pp))
9133 * we run the risk of unmapping the pc or the 9195 sf mmu_kpm vac_unl oad( pp, addr);
9134 * stack which we will use as we return to the user,
9135 * in which case we can then fault on the thing 9197 I*
9136 * we just unloaded and get into an infinite |oop. 9198 * Unl oads only do TLB flushes so we need to flush the
9137 */ 9199 * cache here.
9138 if (PP_ ISWPED ) LARGE(pp)) { 9200 */
9139 int sz; 9201 sf mru_cache_f | ush( pp->p_pagenum PP_GET_VCOLOR(pp));
9202 PP_SET_VCOLOR(pp, vcolor);
9141 /* 9203 }
9142 * Existing mapping is for big pages. W don’t unload __unchanged_portion_omtted_
9143 * existing big nappings to satisfy new mappings.
9144 * Always convert all nappings to TNC 9290 /*
9145 */ 9291 * Returns 1 if page(s) can be converted from TNC to cacheabl e setting,
9146 sz = fnd_mappi ng_sz(pp); 9292 * returns O otherwise. Note that oaddr argunent is valid for only
9147 p = PP_GROUPLEADER(pp, Sz); 9293 * 8k pages.
9148 SFMMUJ_STAT_ADD( sf _uncache confl i ct, TTEPAGES(sz)); 9294 */
9149 sf nmu_page_cache_array(pp, HAT TNPNC, CACHE_FLUSH, 9295 int
9150 TTEPAGES(sz)); 9296 }st_t nc(page_t *pp, pgcnt_t npages)
9297
9152 return; 9298 struct sf_hnent *sfhne;
9153 } 9299 struct hne_bl k *hnebl kp;
9300 tte_t tte;
9155 /* 9301 caddr _t vaddr;
9156 * check if any mapping is in same as or if it is |ocked 9302 int clr vaI id=0;
9157 * since in that case we need to uncache. 9303 int color, colorl, bcolor;
9158 */ 9304 int i, ncol ors;
9159 for (sfhmep = pp->p_nmapping; sfhnep; sfhnep = tnphnme) {
9160 tnphne = sf hnep- >hne_next; 9306 ASSERT(pp != NULL);
9161 i f (1 S_PAHVE(sf hrep) ) 9307 ASSERT(! (cache & CACHE W\RI TEBACK) ) ;
9162 conti nue;
9163 hnebl kp = sfrmu_hmatohbl k(sfhmep); 9309 if (npages > 1) {
9335 if (hmebl kp- >hbl k_xhat _bi t) 9310 ncol ors = CACHE_NUM COLCR;
9336 cont i nue; 9311 }
9164 tmphat = hbl kt osf mmu( hnmebl kp) ;
9165 sf mu_copytte(&sfhnep->hne_tte, &tte); 9313 for (i = 0; i < npages; i++) {
9166 ASSERT(TTE_I S_VALID(&tte)); 9314 ASSERT(sf nmu_ni i st _hel d(pp));
9167 if (hmebl kp->hbl k_shared || tnphat == hat || 9315 ASSERT( PP_|I STNO( pp));
9168 hmebl/kp- >hbl k_I ckent)  { 9316 ASSERT( PP_GET_VCOLOR(pp) == NO_VCOLOR);
9169 *
9170 * W& have an uncache conflict 9318 if (PP_ISPNC(pp)) {
9171 */ 9319 return (0);
9172 SFMMJ_STAT( sf _uncache_conflict); 9320 }
9173 sf mu_page_cache_array(pp, HAT_TMPNC, CACHE_FLUSH, 1);
9174 return; 9322 clr_valid = 0;
9175 } 9323 if (PP_I SMAPPED_KPM pp)) {
9176 } 9324 caddr _t kpnvaddr;
9178 /* 9326 ASSERT( kpm enabl e) ;
9179 * W have an unl oad conflict 9327 kpnmvaddr = hat kpm page2va(pp, 1);
9180 * W have already checked for LARGE mappi ngs, therefore 9328 ASSERT(! (npages > 1 && |'S_KPM ALl AS_RANGE( kprmvaddr)));
9181 * the remai ni ng mappi ng(s) nust be TTESK. 9329 colorl = addr_to_vcol or (kpnvaddr);
9182 */ 9330 clr_valid = 17
9183 SFMMU_STAT(sf _unl oad_conflict); 9331 }
9185 for (sfhnep = pp->p_mappi ng; sfhmep; sfhmep = tnphne) { 9333 for (sfhne = pp->p_nmapping; sfhme; sfhme = sfhme->hme_next) {
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9334 if (1S_PAHVE(sfhme)) 9481 conti
9335 conti nue; 9482 hmebl kp = sfmm hmatohbl k(sfhme);
9336 hrebl kp = sf mm_hnet ohbl k( sf hne) ;
9512 i f (hmebl kp- >hbl k_xhat _bi t) 9661 if (hmebl kp->hbl k_xhat _bi t)
9513 conti nue; 9662 conti nue;
9338 sf mu_copytte(&sfhrme->hne_tte, &te); 9484 sf mmu_copytte(&sfhme->hnme_tte, &tte);
9339 ASSERT(TTE_| S_VALI D( &t te)); 9485 ASSERT(TTE_IS_VALI D(&tte));

9486 vaddr = tte_to_vaddr ( hnebl kp| tte);
9341 vaddr = tte_to_vaddr(hnebl kp, tte); 9487 col or = addr_to_vcol or(vaddr);
9342 col or = addr_to_vcol or (vaddr);

9489 #ifdef DEBUG

9344 if (npages > 1) { 9490 if ((flags & HAT_CACHE) && bcolor != NO VCOLOR) {

9345 I* 9491 ASSERT( col or == bcol or);

9346 * |f there is a big nmapping, make sure 9492 }

9347 * 8K mapping is consistent with the big 9493 #endi f

9348 * mappi ng.

9349 */ 9495 ASSERT(flags !'= HAT_TMPNC || col or == PP_GET_VCOLOR(pp));

9350 bcolor =i %ncolors;

9351 if (color !'= bcolor) { 9497 ttenod = tte;

9352 return (0); 9498 if (flags & (HAT UNCACHE | HAT_TMPNC)) {

9353 } 9499 TTE_CLR_VCACHEABLE( & t enpd) ;

9354 } 9500 } else { /% flags & HAT_CACHE */

9355 if (tclr_valid) { 9501 TTE_SET_VCACHEABLE( & t enpd) ;

9356 clr_valid = 1; 9502 }

9357 colorl = color; 9503 ret = sfnmu_nodifytte_try(&te, & tenod, &sfhme->hnme_tte);

9358 } 9504 if (ret <0) {
9505 /*

9360 if (colorl !'= color) { 9506 * Since all cpus are captured nodifytte shoul d not

9361 return (0); 9507 * fail.

9362 } 9508 */

9363 } 9509 pani c("sf mmu_page_cache: wite to tte failed");
9510 }

9365 pp = PP_PAGENEXT(pp);

9366 } 9512 sfmup = hbl kt osf mmu( hnebl kp) ;
9513 if (cache_flush_flag == CACHE_FLUSH) {

9368 return (1); 9514 I *

9369 } 9515 * Flush TSBs, TLBs and caches

__unchanged_portion_onitted_ 9516 */

9517 i f (hmebl kp- >hbl k_shared) {

9455 /* 9518 sf_srd_t *srdp = (sf_srd_t *)sfmup;

9456 * This function changes the virtual cacheability of all nappings to a 9519 uint_t rid = hnebl kp->hbl k_tag. htag_rid;

9457 * particul ar page. Wen changing from uncache to cacheabl e the mappings wll 9520 sf_region_t *rgnp;

9458 * only be changed if all of them have the same virtual color. 9521 ASSERT(SFMMU_I S SHVERI D VALID(rid));

9459 * W need to flush the cache in all cpus. It is possible that 9522 ASSERT(rid < SFMMJ_MAX_HVE_REG ONS) ;

9460 * a process referenced a page as cacheabl e but has sinced exited 9523 ASSERT(srdp !'= NULL);

9461 * and cleared the mapping list. W still to flush it but have no 9524 rgnp = srdp->srd hmargnp[ri d];

9462 * state so all cpus is the only alternative. 9525 SFMVUJ_VALI DATE_SHAREDHBLK( hrrebl kp,

9463 */ 9526 srdp, rgnp, rid);

9464 static void 9527 (void) sfrmmu_rgntlb_denmap(vaddr, rgnp,

9465 sfmmu_page_cache(page_t *pp, int flags, int cache_flush_flag, int bcolor) 9528 hnebl kp, 0);

9466 { 9529 sf mmu_cache_fl ush(pfn, addr_to_vcol or(vaddr));

9467 struct sf_hnent *sfhne; 9530 } else if (sfmup->sfmu_isnmhat) {

9468 struct hne_bl k *hnebl kp; 9531 if (flags & HAT_CACHE)

9469 sfmu_t *sf mup; 9532 SFMMU_STAT( sf _i sm recache);

9470 tte_t tte, ttenod, 9533 } else {

9471 caddr _t vaddr; 9534 SFMMJ_STAT( sf _i sm uncache);

9472 int ret, color; 9535 }

9473 pfn_t pfn; 9536 sf mu_i snt| bcache_demap(vaddr, sfmmup, hnebl kp,
9537 pfn, CACHE_FLUSH);

9475 col or = bcolor; 9538 } else {

9476 pfn = pp->p_pagenum 9539 sfmmu_t | bcache_demap(vaddr, sfnmup, hnebl kp,
9540 pfn, 0, FLUSH ALL_CPUS, CACHE FLUSH, 1);

9478 for (sfhme = pp->p_mapping; sfhrme; sfhme = sfhne->hne_next) { 9541 }

9480 if (1S_PAHVE(sfhne)) 9543 I *
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9544 * all cache entries belonging to this pfn are
9545 * now fl ushed.
9546 */
9547 cache_flush_flag = CACHE_NO FLUSH;
9548 } else {
9549 /*
9550 * Flush only TSBs and TLBs.
9551 */
9552 if (hnebl kp >hbl k_shared) {
9553 srd_t *srdp = (sf_srd_t *)sfmmup;
9554 umt _t rid = hrebl kp->hbl k_tag. htag_ri d;
9555 sf_region_t *rgnp;
9556 ASSERT( SFMMJ_| S_SHVERI D_VALI D(ri d));
9557 ASSERT(rid < SFVWU MAX_| HI\/E REG CNS),
9558 ASSERT(srdp ! = NULL) ;
9559 rgnp = srdp->srd hmsrgnp[rl d]
9560 SFMVU_VALI DATE SHAREDHBLK(hrrebI kp,
9561 srdp, rgnp, rid);
9562 (void) sfmmu_rgntl b_demap(vaddr, rgnp,
9563 hrmebl kp, 0);
9564 } else if (sfmmup->sfmmu_isnmhat) {
9565 if (flags & HAT_CACH
9566 SFMMJ_STAT(sf _i sm recache) ;
9567 } else {
9568 SFMMU_STAT( sf _i sm_uncache);
9569
9570 sfmru_i snt | bcache_denap(vaddr, sfmmup, hnebl kp,
9571 pfn, CACHE _NO FLUSH);
9572 } else {
9573 sfmu_t | b_demap(vaddr, sfrmup, hmebl kp, 0, 1);
9574 }
9575 }
9576 }
9578 i f (PP_I SMAPPED KPM pp))
9579 sf mmu_kpm page_cache(pp, flags, cache_flush_flag);
9581 switch (flags) {
9583 defaul t:
9584 pani c("sf mmu_pagecache: unknown flags");
9585 br eak;
9587 case HAT_CACHE:
9588 PP_CLRTNC( pp) ;
9589 PP_CLRPNC( pp) ;
9590 PP_SET_VCOLOR(pp, color);
9591 break;
9593 case HAT_TMPNC:
9594 PP_SETTNC( pp) ;
9595 PP_SET_VCOLOR(pp, NO VCOLOR);
9596 br eak;
9598 case HAT_UNCACHE:
9599 PP_SETPNC( pp) ;
9600 PP_CLRTNC( pp) -
9601 PP_SET_VCOLOR(pp, NO VCOLOR);
9602 br eak;
9603 }
9604 }
__unchanged_portion_onitted_
13222 /| *
13223 * This function is currently not supported on this platform For what
13224 * it’s supposed to do, see hat.c and hat_srmmu.c
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13225 */
13226 /* ARGSUSED */
13227 faul tcode_t
13228 hat _softlock(struct hat *hat, caddr_t addr, size_t *lenp, page_t **ppp,
13229 uint_t flags)
13230 {
13411 ASSERT( hat - >sf mru_xhat _provi der == NULL);
13231 return (FC_NOSUPPORT);
13232 }
13234 /*
13235 * Searchs the mapping list of the page for a mapping of the same size. |If not
13236 * found the corresponding bit is cleared in the p_index field. Wen |arge
13237 * pages are nore prevalent in the system we can naintain the mapping |ist
13238 * in order and we don’t have to traverse the list each time. Just check the
13239 * next and prev entries, and if both are of different size, we clear the bit.
13240 */
13241 static void
13242 sfmmu_rm| arge_mappi ngs(page_t *pp, int ttesz)
13243 {
13244 struct sf_hment *sfhmep;
13245 struct hme_bl k *hnebl kp;
13246 int i ndex;
13247 pgcnt _t npgs;
13249 ASSERT(ttesz > TTESK);
13251 ASSERT( sf mmu_mi i st _hel d(pp));
13253 ASSERT( PP_| SMAPPED_LARGE(pp) ) ;
13255 /*
13256 * Traverse mapping |ist |ooking for another mapping of sane size.
13257 * since we only want to clear index field if all nappings of
13258 * that size are gone.
13259 */
13261 (sfhmep = pp->p_mappi ng; sfhnep; sfhmep = sfhmep->hme_next) {
13262 if (1S_PAHMVE(sf hmep))
13263 continue
13264 hmebl kp = sfmmu hret ohbl k(sf hmep) ;
13446 i f (hnebl kp->hbl k_xhat _bi t)
13447 conti nue;
13265 if (hme_si ze(sfhrrep) == ttesz) {
13266 /*
13267 * anot her mappi ng of the same size. don't clear index.
13268 */
13269 return;
13270 }
13271 }
13273 /*
13274 * Clear the p_index bit for |arge page.
13275 */
13276 i ndex = PAGESZ_TO_ | NDEX(ttesz);
13277 npgs = TTEPAGES(ttesz);
13278 whil e (npgs-- > 0) {
13279 ASSERT( pp->p_i ndex & index);
13280 pp->p_i ndex &= ~i ndex;
13281 pp = PP_PAGENEXT(pp);
13282
13283 }
__unchanged_portion_omtted_
13798 /*
13799 * The caller makes sure hat_join_region()/hat_|eave_region() can't be called
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13800
13801
13802
13803
13804

13806
13807
13808
13809
13810
13811
13812
13813
13814
13815
13816
13817
13818
13819
13820
13821
13822
13823
13824
13825
13826
13827
13828
13829
13830
13831
13832
13833
13834
13835
13836
13837
13838
13839
13840
13841
13842
13843

13845
13846
13847

14032
13849
13850
13851
13852
13853
13854
13855
13856
13857
13858

13861
13862
13863
13864

* at the sane time for the same process and address range. This is ensured by
* the fact that address space is |ocked as witer when a process joins the

* regions. Therefore there’s no need to hold an srd lock during the entire

*/ execution of hat_join_region()/hat_|eave_region().

*

#define RGN_HASH FUNCTI ON(obj) (((((uintptr_t)(obj)) >> 4) "~ \
(((uintptr_t)(obj)) >> 11)) &\
srd_r gn_hashmask)

-~

* ok ok k% ok *

This routine inplenents the shared context functionality required when
attaching a segnent to an address space. It nust be called from

hat _share() for D(1SM segnents and from segvn_create() for segments
with the MAP_PRI VATE and MAP_TEXT flags set. It returns a region_cookie
which is saved in the prlvate segnent data for hne segnents and

/the ismmap structure for ism segnents.

*

hat _regi on_cooki e_t

hat _j oi n_regi on(struct hat *sfrmup,

caddr _t r_saddr,

size_t r_size,
void *r_obj,
u_offset_t r_objoff,
uchar _t r_perm
uchar _t r_pgszc,
hat _rgn_cb_func_t r_cb_function,
uint_t flags)
{
sf_srd_t *srdp = sfmmup->sf mu_srdp;
ui nt _t rhash;
uint_t rid;
hatl ock_t *hatl ockp;
sf_region_t *rgnp;
sf_region_t *new_rgnp = NULL;
int i;
uint16_t *nextidp;
sf_region_t **freelistp;
i nt maxids;
sf_region_t **rarrp;
uint16_t *busyrgnsp;
ul ong_t rttecnt;
uchar _t ttefl ag;
uchar_t r_type = flags & HAT_REGQ ON_TYPE_MASK;
int text = (r_type == HAT_REG ON_TEXT);
if (srdp == NULL || r_size == 0) {
return (HAT_I NVALI D_REG ON_COXI E) ;

}
ASSERT( sf mmup- >sf nmu_xhat _provi der == NULL);
ASSERT( sf mmup ! = ksf mmup) ;
ASSERT( AS_WRI TE_HELD( sf mmup- >sf nmu_as, &sf mmup->sfmu_as->a_| ock));
ASSERT(srdp->srd_refcnt > 0);
ASSERT( ! (f1 ags & ~HAT_REG ON_TYPE = MASK) ) ;
ASSERT(f| ags == HAT_REG ON_TEXT || flags == HAT_REG ON_ISM;
ASSERT(r_pgszc < mmu_page_si zes) ;
if (!1S_P2ALI GNED(r_saddr, 'I‘I'EBYTES(r_pgszc)) |

11S_P2ALI GNED(r size, TTEBYTES(r_pgszc))) {

pani c("hat_join regi on: region addr or size is not aligned\n");

}
r_type = (r type == HAT_REG ON_I SM ? SFMMJ_REGQ ON_| SM :

SFMMU_REG ON_HVE;
/*
* Currently only support shared hmes for the read only main text
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13865 * region.

13866 */

13867 if (r_type == SFMMJ_REG ON _HVE && ((r_obj != srdp->srd_evp) ||

13868 (r_perm & PROT_WRITE))) {

13869 return (HAT_I NVALI D_REG ON_COXI E) ;

13870 }

13872 rhash = RGN_HASH_FUNCTI ON(r _obj ) ;

13874 if (r_type == SFMMU_REG ON_I SM {

13875 nextidp = &rdp->srd_next_isnrid;

13876 freeli stp = &srdp->srd_i snrgnfree;

13877 nmaxi ds SFMVU_MAX_| SM_REG ONS;

13878 rarrp = srdp >srd_i snrgnp;

13879 busyrgnsp = &srdp->srd_i snbusyrgns;

13880 } else {

13881 nextidp = &srdp >srd_next _hreri d;

13882 freeli stp = &srdp->srd hn‘ergnfree

13883 maxi ds = SFMVJ_MAX_HVE_REG ONS;

13884 rarrp = srdp >srd_hmer gnp;

13885 busyrgnsp = &srdp->srd_hnebusyrgns;

13886 }

13888 nut ex_ent er (&srdp- >srd_nut ex) ;

13890 (rgnp = srdp->srd_rgnhash[rhash]; rgnp != NULL;

13891 rgnp = rgnp->rgn_hash) {

13892 if (rgnp->rgn_saddr == r_saddr && rgnp->rgn_si ze ==r1 size &&
13893 rgnp->rgn_obj == r_obj && rgnp->rgn_objoff ==r Ob] off &&
13894 rgnp->rgn_perm == r_perm && rgnp- >rgn_pgszc == r_pgszc) {
13895 break;

13896 }

13897 }

13899 rfound:

13900 if (rgnp !'= NULL)

13901 ASSERT( (rgnp->rgn_flags & SFNMJ_REGI ON _TYPE_MASK) == r_type);
13902 ASSERT(rgnp->rgn_cb_function == r_cb_function);

13903 ASSERT(rgnp >rgn_refcnt >= 0);

13904 rid = rgnp->rgn_id;

13905 ASSERT(rid < maxi ds);

13906 ASSERT(rarrp[rid] == rgnp);

13907 ASSERT(rid < *nextidp);

13908 atomic_inc_32((volatile uint_t *)&gnp->rgn_refcnt);

13909 nmut ex_exi t (&srdp->srd_nut ex) ;

13910 if (new_rgnp !'= NULL) {

13911 knmem cache_free(regi on_cache, new_rgnp);

13912 1

13913 if (r_type == SFM\/U REG ON_HVE) {

13914 int nyjoin =

13915 (sfmmup == astosfrmmu(curthread->t_procp->p_as));
13917 sfmu_l i nk_t o_hmer egi on(sf mmup, rgnp);

13918 /*

13919 * bitmap shoul d be updated after |inking sfmu on
13920 * region list so that pageunl oad() doesn't skip
13921 * TSB/TLB flush. As soon as bitmap i s updated another
13922 * thread in this process can already start accessing
13923 * this region.

13924 */

13925 /*

13926 * Normally ttecnt accounting is done as part of
13927 * pagefault handling. But a process may not take any
13928 * pagefaults on shared hnebl ks created by sone other
13929 * process. To conpensate for this assunme that the
13930 * entire region wll end up faulted in using
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13931
13932
13933
13934
13935
13936
13937
13938
13939
13940
13941
13942
13943
13944
13945
13946
13947

13949
13950
13951
13952
13953
13954
13955
13956

13958
13959
13960
13961

13963
13964
13965
13966
13967
13968

13970
13971
13972
13973
13974
13975
13976
13977
13978
13979
13980

13982
13983
13984
13985
13986
13987
13988
13989
13990
13991

13993
13994
13995
13996

* the region’s pagesize.
*

*/
if (r pgszc > TTE8K) {
tteflag = 1 << r_pgszc
if (disable Iarge pages & tteflag) {
tteflag =

}
} else {
tteflag = 0O;

}

if (tteflag && !(sfmrup->sfnnu_rttef|ags & tteflag)) {
hat| ockp = sfnmu_hat _ent er (sf mup) ;
sfmmup->sfrmu_rtteflags |= tteflag,
sf mmu_hat _exi t (hat | ockp);

}
hat | ockp = sf mu_hat _ent er (sf nmup);

/*

* Preallocate 1/4 of ttecnt’s in 8K TSB for >= 4M
* region to allow for |large page allocation failure.
*/

if (r_pgszc >= TTE4M
sf mup- >sf mmu_t sbO_4ni nflcnt +=
r_size >> (TTE_PAGE_SH FT(TTE8K) + 2);
}

/* update sfmu_ttecnt with the shnme rgn ttecnt */

rttecnt = r_size >> TTE_PAGE_SHI FT(r_pgszc);

at om c_add_| ong( &sf mmup- >sf mu_t tecnt [ r _pgszc],
rttecnt);

if (text & r_pgszc >= TTE4AM &&

(tteflag || ((disable_|large_pages >> TTE4AM) &

((1 << (r_pgszc - TTEAM + 1)) - 1))) &&

I SFMMU_FLAGS | SSET(sf mmup, HAT 4MIEXT_FLAG)) {
SFMMU_FLAGS_SET(sf mup, HAT_4MIEXT_FLAG) ;

mru_hat _exi t (hat | ockp);

—~0n -

i
* On Panther we need to nake sure TLB i s progranmed
* to accept 32M 256M pages. Call
* sfmmu_check_page_si zes() now to nake sure TLB is
* setup before maki ng hnmeregions visible to other
* threads.
*
/

sf mu_check_page_si zes(sf mup, 1);
hatl ockp = sfrmu_hat _ent er (sfmmup);
SF_RGNVAP_ADD( sf nmrup- >sf mmu_hner egi on_map, rid);

/*

* if context is invalid tsb m ss exception code wll
* call sfmmu_check_page_sizes() and update tsbm ss
* area later.

*

kpreenpt _di sabl e();
if (nyjoin &&
('sf mrup- >sf mmu_ct xs[ CPU_MMJ_| DX( CPU) ] . chum
I'= I NVALI D_CONTEXT)) {
struct tsbm ss *tsbnp;

tsbnp = &t sbm ss_ar ea[ CPU- >cpu_i d] ;
ASSERT( sf mup == t sbnp->usf nmup) ;
BT_SET(t sbnp- >shrrer map, rid);

if (r_pgszc > TTE64K) {
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13997 tsbmp->uhat _rtteflags | = tteflag;
13998 }

14000 }

14001 kpreenpt _enabl e();

14003 sf mmu_hat _exi t (hat | ockp);

14004 ASSERT( (hat _regi on_cooki e_t)((uint64_t)rid) !=
14005 HAT_| NVALI D_REG ON_COXI E) ;

14006 } else {

14007 hatl ockp = sfmu_hat _enter (sfmmup);

14008 SF_RGNMAP_ADD( sf mmup- >sf nmu_i snr egi on_nmap, rid);
14009 sf mu_hat _exi t (hat | ockp);

14010 }

14011 ASSERT(rid < naxi ds)

14013 if (r type == SFMMJ_REG ON_I SM {

14014 sfmmu_find_scd(sf mmup);

14015 1

14016 return ((hat_region_cookie_t)((uint64_t)rid));
14017 }

14019 ASSERT(new_rgnp == NULL);

14021 if (*busyrgnsp >= maxids) {

14022 nmut ex_exi t (&srdp- >srd_nut ex) ;

14023 return (HAT_I NVALI D_REG ON_ oK E);

14024 }

14026 ASSERT( MUTEX_HELD( &sr dp- >srd_nut ex) ) ;

14027 if (*freelistp !'= NULL) {

14028 rgnp = *freelistp;

14029 *freelistp = rgnp->rgn_next

14030 ASSERT(rgnp->rgn_id < *nextidp);

14031 ASSERT(rgnp->rgn_id < maxids);

14032 ASSERT(rgnp- >rgn_f | ags & SFMVU_REG ON_FREE) ;

14033 ASSERT((rgnp >rgn_flags & SFMMJ REG ON_TYPE_MASK)
14034 == r_type);

14035 ASSERT(rarrp[rgnp->rgn_id] == rgnp);

14036 ASSERT( r gnp->rgn_hnefl ags == 0);

14037 } else {

14038 I

14039 * rel ease local |ocks before nmenory allocation.
14040 */

14041 mut ex_exi t (&srdp->srd_nut ex) ;

14043 new_rgnp = kmem cache_al | oc(regi on_cache, KM SLEEP);
14045 mut ex_ent er(&srdp >srd_nut ex) ;

14046 for (rgnp = srdp->srd rgnhash[rhash] rgnp != NULL;
14047 rgnp = rgnp->rgn_hash) {

14048 if (rgnp->rgn_ saddr == r_saddr &&

14049 rgnp- >rgn_si ze == size &&

14050 rgnp->rgn_obj == r_obj &&

14051 rgnp- >r gn_obj off == r_objoff &&

14052 rgnp->rgn_perm == r_perm &&

14053 rgnp->rgn_pgszc == r_pgszc) {

14054 br eak;

14055 }

14056 }

14057 if (rgnp !'= NULL) {

14058 goto rfound;

14059 }

14061 if (*nextidp >= maxids) {

14062 mut ex_exi t (&srdp->srd_nut ex);
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14063 goto fail;

14064 }

14065 rgnp = new_rgnp;

14066 new_rgnp = NULL;

14067 rgnp->rgn_id = (*nextidp) ++;

14068 ASSERT(rgnp->rgn_id < maxids);

14069 ASSERT(rarrp[rgnp->rgn_id] == NULL);

14070 rarrp[rgnp->rgn_id] = rgnp

14071 }

14073 ASSERT(r gnp->rgn_sf mu_head == NULL);

14074 ASSERT(r gnp->rgn_hnefl ags == 0)

14075 #ifdef DEBUG

14076 for (i = 0; i < MW_PAGE_SI ZES; |++) {

14077 ASSERT(rgnp >rgn_| ttecnt[l] == 0);

14078

14079 #endi f

14080 rgnp->rgn_ saddr = r_saddr;

14081 rgnp->rgn_si ze = r S|ze

14082 rgnp->rgn_obj = ob

14083 rgnp- >rgn_obj off =r Obj of f;

14084 rgnp->rgn_perm = r_perm

14085 rgnp- >rgn_pgszc = r_pgszc;

14086 rgnp->rgn_flags = T _type;

14087 rgnp->rgn_refcnt = 0;

14088 rgnp->rgn_cb_function = r_cb_function;

14089 rgnp->rgn_hash = srdp->srd_rgnhash[rhash];

14090 srdp->srd_rgnhash[rhash] = rgnp;

14091 (*busyrgnsp) ++;

14092 ASSERT( *busyrgnsp <= nmaxi ds);

14093 goto rfound;

14095 fail

14096 ASSERT(new_rgnp != NULL);

14097 kmem cache_free(regi on cache, new_rgnp);

14098 return (HAT I NVALI D REG ON_COXXI E) ;

14099 }

14101 /*

14102 * This function inplenents the shared context functionality required
14103 * when detaching a segnment from an address space. It nust be called
14104 * from hat __unshare() for all D(ISM segnents and from segvn_unmap(),
14105 * for segments with a valid region_cookie.

14106 * It wll also be called fromall seg_vn routines which change a
14107 * segnent’s attributes such as segvn_setprot(), segvn_setpagesize(),
14108 * segvn_clrszc() & segvn_advise(), as well as in the case of CONfault
14109 * from segvn_fault().

14110 */

14111 void

14112 ?at _leave_regi on(struct hat *sfnmup, hat_region_cookie_t rcookie, uint_t flags)
14113

14114 sf_srd_t *srdp = sfmup->sf mu_srdp;

14115 sf_scd_t *scdp;

14116 uint _t rhash;

14117 uint_t rid = (uint_t)((uint64_t)rcookie);

14118 hatl ock_t *hatl ockp = ;

14119 sf_region_t *rgnp;

14120 sf_region_t **prev_rgnpp

14121 sf_region_t *cur_rgnp;

14122 void *r_obj;

14123 int i;

14124 caddr _t r_saddr;

14125 caddr _t r_eaddr;

14126 size_t r_size;

14127 uchar _t r_pgszc;

14128 uchar_t r_type = flags & HAT_REG ON_TYPE_MASK

new usr/src/uts/sfmmu/vn hat _sfmmu. c

14130
14131
14132
14133
14134
14135

14137
14138

14140
14141
14142
14143
14144
14145
14146
14147
14148
14149
14150
14151
14152
14153

14339
14340
14341
14342
14343

14155
14156
14157
14158

14160
14161
14162
14163
14164
14165
14166

14168
14169

14171
14172
14173
14174
14175
14176
14177
14178
14179
14180
14181
14182
14183
14184
14185
14186
14187
14188

ASSERT( sf mup ! = ksf nmup) ;

ASSERT(srdp != NULL);

ASSERT(srdp->srd_refcnt > 0);

ASSERT( ! (1 ags & ~HAT_REG ON_TYPE_MASK) ) ;

ASSERT(fl ags == HAT_REG ON_TEXT || flags == HAT_ REG ON I SM;
ASSERT( ! sf mmup->sfmmu_free || sfmup- >sfmm _scdp == NULL);

r_type = (r_type == HAT_REG ON_I SM ? SFMMJ_REG ON_| SM :
SFMVU_REG ON_HVE;

if (r_type == SFMMJ REG ON_| SM {
ASSERT(SFMVU_| S_| SVRI D_VALI D(rid));
ASSERT(rid < SFMMJ_MAX_| SM REG ONS) ;
rgnp = srdp->srd_isnrgnp[rid];

} else {
ASSERT(SFMMU_I S_SHVERI D_VALI D(ri d));
ASSERT(rid < SFMMJ_MAX_HME_REG ONS) ;
rgnp = srdp->srd_hnmergnp[rid];

}

ASSERT(rgnp != NULL);

ASSERT(rgnp->rgn_id == rid);

ASSERT( (rgnp->rgn_flags & SFMMJ _REG ON_TYPE_MASK) == r_type);
ASSERT(! (rgnp->rgn_flags & SFMMJ_REG ON_FREE) ) ;

ASSERT( AS_LOCK_HELD( sf nmup- >sf mmu_as, &sf mmup->sf mu_as- >a_| ock));

ASSERT(sfrmup >sf mmu_xhat _provi der == NULL);
if (r_type == SFMMJ_REG ON_HMVE && sf mmup- >sf mmu _as->a_xhat != NULL) {
xhat unI oad_cal | back_al | (sfmrup >sf mmu_as, rgnp->rgn_saddr,
rgnp->rgn_size, 0, NULL);

}

if (sfmmup->sfmu_free) {
ulong_t rttecnt;
r_pgszc = rgnp->rgn_pgszc;
r_size = rgnp->rgn_si ze;

ASSERT( sf mmup- >sf mu_scdp == NULL);
if (r_type == SFMMJ_REG ON_I SM
SF_RGNVAP_DEL ( sf mrup- >sf nmu_i snr egi on_nap, rid);
} else {
/* update shne rgns ttecnt in sfnmmu_ttecnt */
rttecnt = r_size >> TTE_PAGE_SH FT(r_pgszc);
ASSERT( sf mmup->sfmu_ttecnt[r_pgszc] >= rttecnt);

at om c_add_| ong( &sf mup- >sf mu_t t ecnt [ r_pgszc],
-rttecnt);

SF_RGNMVAP_DEL ( sf mrup- >sf nmu_hner egi on_nmap, rid);

}
} else if (r_type == SFMMJ_REG ON_I SM {
hat | ockp = sfmm hat _ent er(sfmmp)
ASSERT(rid < srdp->srd_next_isnri d)
SF_RGNMAP_DEL ( sf mup- >sf nmu_i snr egi on_map, rid);
scdp = sf nmup- >sf mmu_scdp;
if (scdp !'= NULL &&
SF_RGNMAP_TEST(scdp- >scd_i snregi on_map, rid)) {
sfmu_| eave_scd(sfnmup, r_type);
ASSERT( sf mu_hat _| ock_hel d(sf mup));

}

sf mmu_hat _exi t (hat | ockp) ;
} else {

ulong_t rttecnt;

r_pgszc = rgnp->rgn_pgszc;

r_saddr = rgnp->rgn_saddr;

r_size = rgnp->rgn_size;



new usr/src/uts/sfmu/vn hat _sfmmu. c 63 new usr/src/uts/sfmu/vn hat _sfmu. c
14189 r_eaddr = r_saddr + r_size;
14256 /*
14191 ASSERT(r _type == SFMMJ_REG ON_HWE) ; 14257 * | ooks |ike nobody uses this region anynore. Free it.
14192 hat | ockp = sf mu_hat _ent er (sf nmup) ; 14258 */
14193 ASSERT(rid < srdp->srd_next_hnerid); 14259 rhash = RGN_HASH_FUNCTI ON(r _obj ) ;
14194 SF_RGNVAP_DEL( sf mup- >sf mmu_hner egi on_map, rid); 14260 mut ex_ent er (&sr dp- >srd_nut ex) ;
14261 for (prev_rgnpp = &srdp->srd rgnhash[rhash]
14196 I 14262 (cur_rgnp = *prev_rgnpp) != NULL;
14197 * If region is part of an SCD call sfnmmu_leave_scd(). 14263 prev_rgnpp = &cur _rgnp- >rgn_hash)
14198 * Otherwise if process is not exiting and has valid context 14264 if (cur_rgnp == rgnp & cur_rgnp->rgn_refcnt == 0) {
14199 * just drop the context on the floor to |lose stale TLB 14265 br eak;
14200 * entries and force the update of tsb miss area to reflect 14266 }
14201 * the new region nap. After that clean our TSB entries. 14267 }
14202 */
14203 scdp = sf mup->sf mu_scdp; 14269 if (cur_rgnp == NULL)
14204 if (scdp !'= NULL && 14270 mut ex_exi t (&srdp->srd_nut ex) ;
14205 SF_RGNVAP_TEST( scdp- >scd_hneregi on_nmap, rid)) { 14271 return;
14206 sfmu_| eave_scd(sfmup, r_type); 14272 }
14207 ASSERT( sf mmu_hat _| ock_hel d(sfmmp))
14208 } 14274 ASSERT((rgnp >rgn_flags & SFMMJ_REG ON_TYPE_MASK) == r_type);
14209 sf mu_i nval i dat e_ct x( sf nmup) ; 14275 *prev_rgnpp = rgnp->rgn_hash;
14276 if (r_type == SFMMJ_REG ON_I SM {
14211 i = TTESK; 14277 rgnp->rgn_flags | = SFMMU REG ON FREE;
14212 while (i < mmu_page_sizes) { 14278 ASSERT(rid < srdp->srd_next_isntid);
14213 if (rgnp >rgn ttecnt[i] !'=0) { 14279 rgnp->rgn_next = srdp->srd |sm'gnfree;
14214 f mmu_unl oad_t sb_r ange( sf mmup, r_saddr, 14280 srdp->srd_i snrgnfree = rgnp;
14215 r_eaddr, i); 14281 ASSERT( srdp->srd_i smbusyrgns > 0);
14216 if (i < TTE4M { 14282 srdp->srd_i snbusyr gns--;
14217 i TTE4AM 14283 nut ex_exi t (&srdp- >srd_nut ex) ;
14218 contl nue; 14284 return;
14219 } else { 14285 }
14220 br eak; 14286 nmut ex_exi t (&srdp- >srd_nut ex) ;
14221 }
14222 } 14288 /*
14223 1 ++; 14289 * Destroy region's hnebl ks.
14224 } 14290 */
14225 /* Renpbve the preallocated 1/4 8k ttecnt for 4Mregions. */ 14291 sf mmu_unl oad_hmer egi on(srdp, rgnp);
14226 if (r_pgszc >= TTE4M {
14227 rttecnt = r_size >> (TTE_PACE_SH FT(TTE8K) + 2); 14293 rgnp->rgn_hmeflags = 0;
14228 ASSERT(sfmrup >sfmu_t sb0_4mi nflcnt >=
14229 rttecnt); 14295 ASSERT( r gnp->rgn_ sfmTu head == NULL);
14230 sf mup- >sfmru_tsb0_4m' nflcnt -= rttecnt; 14296 ASSERT(rgnp >rgn_id == rid);
14231 } 14297 for (i =0 i < NMJ_PAGE SIZES; i++) {
14298 rgnp->rgn_ttecnt[i] = 0;
14233 /* update shnme rgns ttecnt in sfmmu_ttecnt */ 14299
14234 rttecnt = r_size >> TTE_PAGE_SH FT(r_pgszc); 14300 rgnp->rgn_flags | = SFMMJ_REG ON_FREE;
14235 ASSERT( sf mmup->sfmu_ttecnt[r_pgszc] >= rttecnt); 14301 nmut ex_ent er (&sr dp- >srd_nut ex) ;
14236 at om c_add_I| ong( &f mup->sfmu_ttecnt[r_pgszc], -rttecnt); 14302 ASSERT(rid < srdp->srd_next_hmnerid);
14303 rgnp->rgn_next = srdp->srd_hnergnfree;
14238 sf mu_hat _exi t (hat | ockp) ; 14304 srdp->srd_hmergnfree = rgnp;
14239 if (scdp !'= NULL && sfmmup->sfmmu_scdp == NULL) { 14305 ASSERT( sr dp- >sr d_hnebusyrgns > 0);
14240 /* sfrmup left the scd, grow prlvate tsb */ 14306 srdp- >srd_hmebusyrgns--;
14241 sf mu_check_page_si zes(sfm‘rup, 1); 14307 nmut ex_exi t (&srdp->srd_nut ex) ;
14242 } else { 14308 }
14243 sf mu_check_page_si zes(sf mmup, 0); __unchanged_portion_omtted_
14244 }
14245 }
14247 if (r_type == SFMMJ_REG ON_HMVE) {
14248 sf mmu_unl i nk_f r om hrrer egi on(sf nrup, rgnp);
14249 }
14251 r_obj = rgnp->rgn_obj;
14252 if (atom c_dec_32 nv((vol atile uint_t *)&gnp->rgn_refcnt)) {
14253 return;
14254 }
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644 | *

645 * The pl atform dependent hat structure.

646 * tte counts should be protected by cas.

647 * cpuset is protected by cas.

648 *

649 * ttecnt accounting for mappings which do not use shared hnme is carried out
650 * during pagefault handling. In the shared hme case, only the first process
651 * to access a nmmpping generates a pagefault, subsequent processes sinply

652 * find the shared hme entry during trap handling and therefore there is no
653 * corresponding event to initiate ttecnt accounting. Currently, as shared
654 * hmes are only used for text segnents, when joining a region we assune the
655 * worst case and add the the nunber of ttes required to map the entire region
656 * to the ttecnt corresponding to the regi on pagesi ze. However, if the region
657 * has a 4M pagesize, and nenory is low, the allocation of 4M pages may fail
658 * then 8K pages will be allocated instead and the first TSB which stores 8K
659 * mappings wll potentially be undersized. To conpensate for the potential
660 * underaccounting in this case we always add 1/4 of the region size to the 8K
661 * ttecnt.

662 *

663 * Note that sfrmmu_xhat_provider MJST be the first elenent.

662 */

664 struct hat {

667 voi d *sf mmu_xhat _provi der; /* NULL for CPU hat */

665 cpuset _t sfmu_cpusran; /* cpu bit mask for efficient xcalls */
666 struct as *sf mu_as; /* as this hat provides mapping for */
667 /* per pgsz private ttecnt + shme rgns ttecnt for rgns not in SCD */
668 ul ong_t sfmmu_tt ecnt [ MU_PAGE_SI ZES] ;

669 /* shme rgns ttecnt for rgns in SCD */

670 ul ong_t sf mu_scdrttecnt [ MJ_PACGE_SI ZES] ;

671 /* est. ismttes that are NOT in a SCD */

672 ul ong_t sfmmu_i sntt ecnt [ MU_PAGE_SI ZES] ;

673 /* ttecnt for isms that are in a SCD */

674 ul ong_t sf mu_scdi snt t ecnt [ MMU_PAGE_SI ZES] ;

675 /* inflate tsbO to alTow for large page alloc failure in region */

676 ul ong_t sfmmu_t sb0O_4m nfl cnt;

677 union _h_un {

678 ismblk_t *sfmmu_i bl kp; /* maps to ismhat(s) */

679 i smnent _t *sfmmu_imentp; /* ismhat’s mapping list */
680 } h_un

681 ui nt _t sfmu_free: 1; /* hat to be freed - set on as_free */
682 ui nt _t sfmmu_i smhat:1; /* hat is dumy ismhatid */

683 ui nt _t sfmu_scdhat:1; /* hat is dumy scd hatid */

684 uchar t sfmmu_r st at ; /* refnod stats refcnt */

685 ushort _t sfmmu_clrstart; /* start color bin for page coloring */
686 ushort _t sfmu_cl rbin; [* per as phys page coloring bin */
687 ushort _t sf mu_f | ags; /* flags */

688 uchar _t sfmmu_tteflags; /* pgsz flags */

689 uchar _t sfmmu_rtteflags; /* pgsz flags for SRD hnes */

690 struct tsb_info *sfmu_tsb; /* list of per as tshs */

691 ui nt64_t sfmmu_i snbl kpa; /* pa of sfrmmu_iblkp, or -1 */

692 | ock_t sfmmu_ctx_l ock; /* sync ctx alloc and invalidation */
693 kcondvar _t sfmmu_t sb_cv; /* signals TSB swapin or relocation */
694 uchar _t sfmmu_cext; /* context page size encoding */

695 ui nt8_t sf nmu_pgsz[ MMU_PACE_SI ZES]; /* ranking for MW */

696 sf_srd_t *sf rmu_sr dp;

697 sf_scd_t *sf mu_scdp; /* scd this address space belongs to */
698 sf_region_map_t sfnmmu_regi on_nap;
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699
700

_rgn_link_t
rgn_link_t

*sf mu_hner egi on_| i nks[ SFMMU_L1_HMERLI NKS] ;
sfmmu_scd_link; /* link to scd or pendi ng queue */

701 #ifdef sundv

702 struct hv_tsb_bl ock sfmu_hvbl ock;

703 #endi f

704 /*

705 * sfmmu_ctxs is a variable length array of max_mmu_ctxdons # of
706 * el enents. max_mu_ctxdons is determned at run-tine.

707 * sfmmu_ctxs[1] is just the fist element of an array, it always
708 * has to be the last field to ensure that the nmenory all ocated

709 * for sfmu_ctxs is consecutive with the nmenory of the rest of

710 * the hat data structure.

711 */

712 sfmmu_ct x_t sfmmu_ct xs[ 1] ;

714 }

1218 #endif /*

1221 /
1222
1223
1224
1225
1226
1227
1228
1229
1230
1231
1232
1233
1234
1235
1236
1237
1238
1239
1240
1244
1245
1246
1247
1241

1243 struct

1244
1251
1245
1253
1246
1247
1248

*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*

1249 };
__unchanged_portion_onitted_

1284 #define
1293 #defi ne
1285 #define
1286 #define
1287 #define
1288 #define
1289 #define
1290 #define

-~

_hnchanged_port ion_onmitted_

HBLK_TRACE */

Hrent bl ock structure.

The hne_blk is the node data structure which the hash structure

mantai ns. An hme_bl k can have 2 different sizes depending on the
nunber of hments it inplicitly contains. Wen dealing with 64K, 512K,
or 4M hnents there is one hnent per hne_bl k. Wen dealing with

8k hrments we allocate an hme_blk plus an additional 7 hnents to

%i Veblui a total of 8 (NHVENTS) hnents that can be referenced through a
ne .

The hnebl k structure contains 2 tte reference counters used to determne if
it is ok to free up the hmebl k. Both counters have to be zero in order

to be able to free up hnebl k. They are protected by cas.

hbl k_hnmecnt is the nunber of hnents present on pp mappi ng |ists.

hbl k_vent reflects nunber of valid ttes in hneb

The hnebl k now al so has per tte lock cnts. This is required because
the counts can be high and there are not enough bits in the tte. Wen
physio is fixed to not lock the translations we should be able to nove
the lock cnt back to the tte. See bug id 1198554.

Note that xhat_hme_blk’s layout follows this structure: hne_bl k_nisc

and sf_hnent are at the sane offsets in both structures. \Wenever
hme_bl k is changed, xhat_hne_blk may need to be updated as well.

hme_bl k_m sc {

uint_t~ notused: 26;

uint _t notused: 25;

uint_t shared_bit:1 /* set for SRD shared hnmebl k */
uint_t xhat_bit:1 /* set for an xhat hme_bl k */
uint_t shadow bit:1 /* set for a shadow hrme_bl k */
uint_t nucleus_bit:1 /* set for a nucleus hme_blk */
uint_t ttesize:3; /* contains ttesz of hmeblk */

hbl k_shar ed hbl k_mi sc. shared_bi t

hbl k_xhat _bi t hbl k_mi sc. xhat _bi t

hbl k_shw bi t hbl k_m sc. shadow _bi t

hbl k_nuc_bi t hbl k_mi sc. nucl eus_bi t

hbl k_ttesz hbl k_mi sc. ttesize

hbl k_hmecnt hbl k_un. hbl k_count s. hbl k_hmecount
hbl k_vent hbl k_un. hbl k_count s. hbl k_val i dcnt

hbl k_shw_nmask hbl k_un. hbl k_shadow_mask
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1292 #define MAX_HBLK_LCKCNT OxFFFFFFFF
1293 #define HVEBLK_ALIGN  0x8

/* hnebl k has to be double aligned */
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1861 #define TSB_16K_SZCODE
1862 #define TSB_32K_SZCODE
1863 #define TSB_64K_SZCODE
1864 #define TSB_128K_SZCODE
1865 #define TSB_256K_SZCODE
1866 #define TSB_512K_SZCODE
1867 #define TSB_1M SZCCDE
1868 #define TSB_2M SZCODE
1869 #define TSB_4M SZCODE
1870 #define TSB_8M SZCODE
1871 #define TSB_16M SZCODE
1872 #define TSB_32M SZCODE
1873 #define TSB_64M SZCODE
1874 #define TSB_128M SZCODE
1875 #define TSB_256M SZCODE
1876 #define TSB_ENTRY_SHI FT
1877 #define TSB_ENTRY_S| ZE
1878 #define TSB_START S| ZE
1879 #define TSB_ENTRI ES(t sbsz)
1880 #define TSB_BYTES(tsbsz)
1881 #define TSB_OFFSET NASK(tsbsz)
1882 #define TSB_BASEADDR MASK

1884 /

1k entries */
2k entries */
4k entries */
8k entries */
16k entries */
32k entries */
64k entries */
128k entries */
256k entries */
512k entries */
IMentries */
2Mentries */
AM entries */
8Mentries */
15 /* 16Mentries */
/* each entry = 128 bits = 16 bytes */

OCO~NOURWNE
~ e e e e — e ——

® ok Sk ok R ok kb R k% ok ¥

4
(1 << 4

(1 << (TSB_START_SI ZE + tsbsz))
(TSB_ENTRI ES(t sbsz) << TSB_ENTRY_SHI FT)
( TSB_ENTRI ES(t sbsz) - 1)

((1 << 12) 1)

1885
1886
1887
1888

sun4u pl atforms

W now support two user TSBs with one TSB base register

Hence the TSB base register is split up as follows:

1295 #ifdef HBLK_TRACE

1297 #define HBLK_STACK_TRACE( hnmebl kp, 1 ock) \
1298 { \
1299 int flag = | ock; /* to pacify lint */ \
1300 int audit_index; \
1301 \
1302 nutex_enter(&hneblkp->hb|k_audit_|ock); \
1303 audi t _i ndex = hnebl kp- >hb|k _audi t _i ndex; \
1304 hnebl kp- >hbl k_audi t _i ndex = ((hnebl kp- >hbl k _audit_index + 1) & \
1305 (HBLK_AUDI T_CACHE_SI ZE - 1)); \
1306 mut ex_exi t (&hnebl kp- >hb|k_aud|t_lock), \
1307 \
1308 if (flag) \
1309 hmebl kp- >hbl k_audi t _cache[audit _i ndex].flag = \
1310 HBLK_LOCK_PATTERN; \
1311 el se \
1312 hrebl kp- >hbl k_audi t _cache[ audit _i ndex].flag = \
1313 HBLK_UNLOCK_PATTERN; \
1314 \
1315 hnebl kp- >hbl k_audi t _cache[ audi t _i ndex] .thread = curthread; \
1316 hnebl kp- >hbl k_audi t _cache[ audi t _i ndex] . depth = \
1317 get pcst ack( hnmebl kp- >hbl k_audi t _cache[ audi t _i ndex] . st ack, \
1318 HBLK_STACK_DEPTH) ; \
1319 }

__unchanged_portion_omtted_

1826 extern size_t
1827 extern uint_t
1828 extern size_t

tsb_sl ab_si ze
tsb_slab_shift;
tsb_sl ab_mask;

1830 #endif /* | _ASM */

1832 /*

1833 * Flags for TL kpm tsbmi ss handl er
1834 */

1835 #define KPMISBM ENABLE_FLAG 0x01
1836 #define KPMI'SBM TLTSBM FLAG 0x02

1837 #defi ne KPMISBM TSBPHYS_FLAG 0x04 /* use AS|
1839 /
1840
1841

The TSB

1843
1844
1845
1846 */
1847 #define TSB_M N_SZCODE

1848 #define TSB_M N_OFFSET_MASK

larger TSBs via software.
done i s cpu dependent

TSB_8K _SZCODE /*

1850 #ifdef sundv

1851 #define UTSB_MAX_SZCCDE
1852 #el se /* sundu */

1853 #define UTSB_MAX_ SZCODE
1854 #endif /* sundv */

TSB_256M SZCODE /*
TSB 1M SZCODE  /*

1856 #define UTSB_MAX_OFFSET_MASK

1858 #define TSB_FREEMEM M N 0x1000 /*
1859 #define TSB_FREEMEM LARCGE 0x10000 /*
1860 #define TSB_8K_SZCCODE 0 /*

/* bit copy of kpm enable */
/* use TL tsbm ss handler */
_MEM for TSB update */

*
*
* Al TSB sizes supported by the hardware are now supported (8K - 1M.

1842 * For kernel TSBs we may go beyond the hardware supported sizes and support
*
*
*

Al TTE sizes are supported in the TSB; the manner in which this is

mn. supported TSB size */

(TSB_OFFSET_MASK( TSB_M N_SZCODE) )

max. supported TSB size */

max. supported TSB size */

(TSB_OFFSET_MASK( UTSB_MAX_SZCCDE) )

32 nb */
512 mb */
512 entries */

1889
1890
1891
1892
1893
1894
1895
1896
1897
1898
1899
1900
1901
1902
1903
1904
1905
1906
1907
1908
1909
1910
1911
1912
1913
1914
1915
1916
1917
1918
1919
1920
1921
1922
1923
1924
1925
1926

When only one TSB present
[63 62..42 41..13 12..4
N N N

N
| | |
| | |
| | |
| | |
| |
| |
|
|

0

When second TSB present

_ VA hole (Spitfire)

1

Note that since we store 21.
may be up to 4Min size. For

B I i

_ TSB VAl 41.
_ VA hole (Spitfire),

3..0]
N

|
| _ TSB size code

_ Reserved 0

13]

zeros (Cheetah and beyond)

[63 62..42 41..33 32..29 28..22 21..13 12..4 3..0]
N N N N N N N N

I I I I_ First TSB size code
i I I_ Reserved 0

I I_ First TSB's VAl 21..13]

|

_ Reserved for future use

_ Second TSB's size code

_ Second TSB's VA[21..13]

/ ones (Cheetah and beyond)

13 of each TSB's VA, TSBs and their slabs
now, only hardware supported TSB sizes

are supported, though the slabs are usually 4Min size
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1927 *

1928 * sundu platforms that define UTSB_PHYS use physical addressing to access
1929 * the user TSBs at TL>0. The first user TSB base is in the MMJ | /D TSB Base
1930 * registers. The second TSB base uses a dedi cated scratchpad regi ster which
1931 * requires a definition of SCRATCHPAD_UTSBRE® in mach_sfrmu.h. The layout for
1932 * both registers is equivalent to sundv bel ow, except the TSB PA range is
1933 * [46..13] for sundu.

1934 *

1935 * sundv platforns

1936 * ---------------

1937 * On sundv platforms, we use two dedicated scratchpad registers as pseudo
1938 * hardware TSB base registers to hold up to two different user TSBs.

1939 *

1940 * Each register contains TSB's physical base and size code information

1941 * as follows:

1942 *

1943 ~* [63..56 55..13 12..4 3 . 0]

1944 * N N N

1945 * | | |

1946 * | | | _ TSB size code

1947 * | | |

1948 * | | | _ Reserved 0

1949 * | |

1950 * | | _ TSB PA[ 55. . 13]

1951 * |

1952 * |

1953 * |

1954 * |_ 0 for valid TSB

1955 *

1956 * Absence of a user TSB (primarily the second user TSB) is indicated by

1957 * storing a negative value in the TSB base register. This allows us to

1958 * check for presence of a user TSB by sinply checking bit# 63.

1959 */

1960 #define TSBREG MSB_SHI FT 32 /* set upper bits */

1961 #define TSBREG MSB_CONST oxf f fff800 /* set bits 63..43 */

1962 #define TSBREG FI RTSB_SHI FT 42 /* to clear bits 63:22 */
1963 #define TSBREG SECTSB_MKSHI FT 20 /* 21:13 --> 41:33 */

1964 #define TSBREG SECTSB_LSH FT 22 /* to clear bits 63:42 */
1965 #defi ne TSBREG SECTSB_RSHI FT (TSBREG_SECTSB_MKSHI FT + TSBREG SECTSB_LSHI FT)
1966 /* sectsb va -> bits 21:13 */
1967 /* after clearing upper bits */
1968 #define TSBREG SECSZ_SHI FT 29 /* to get sectsb szc to 3:0 */
1969 #define TSBREG VAMASK_SHI FT 13 /* set up VA mask */

1971 #define Bl GKTSB_SZ_MASK Oxf

1972 #define TSB_SOFTSZ_MASK Bl GKTSB_SZ_MASK

1973 #define M N_BI GKTSB_SZCCDE 9 /* 256k entries */

1974 #define MAX_BI GKTSB_SZCODE 11 /* 1024k entries */

1975 #define MAX_BI GKTSB_TTES (TSB_BYTES( MAX_BI GKTSB_SZCODE) / MVIJ_PAGESI ZE4M
1977 #define TAG VALO SH FT 22 /* tag's va are bits 63-22 */
1978 /*

1979 * sw bits used on tsb_tag - bit nasks used only in assenbly

1980 * use only a sethi for these fields.

1981 */

1982 #define TSBTAG | NVALID 0x00008000 /* tsb_tag.tag_invalid */
1983 #defi ne TSBTAG LOCKED 0x00004000 /* t ag.tag_l ocked */

1985 #ifdef _ASM

1987 /*

1988 * Marker to indicate that this instruction will be hot patched at runtine
1989 * to sone other val ue.

1990 * This value nust be zero since it fills in the inmbits of the target

1991 * instructions to be patched

1992 */
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1993

1995
1996
1997
1998
1999
2000
2001

2003
2004
2005
2006
2007
2008
2009
2010
2011
2012
2013
2014

2016
2017
2018
2019
2020
2021
2022
2023
2024
2025
2026
2027
2028
2029
2030

2032
2033
2034
2035
2036
2037
2038
2039
2040
2041
2042
2043

2045
2046
2047
2048
2049
2050
2051
2052
2053

2056
2057
2058

#def i ne RUNTI ME_PATCH (0)

/*

* V9 defines nop instruction as the follow ng, which we use
* at runtine to nullify some instructions we don’t want to
* execute in the trap handlers on certain platforns.

*/

#def i ne MAKE_NOP_I NSTR(r eg) \
sethi i (0x1000000), reg

/*

* This macro constructs a SPARC V9 "jnpl <source reg> %g0"

* jinstruction, with the source register specified by the junp_reg_nunber.
* The jnp opcode [24:19] = 11 1000 and source register is bits [18:14].

* The instruction is returned inreg. The macro is used to patch in a jnpl
* instruction at runtine.

*

#defi ne MAKE_JMP_I NSTR(j unp_r eg_nunber, reg, tnp) \
set hi %i (0x81c00000), reg; \
nov junp_reg_nunber, tnp; \
sl | tmp, 14, tnp; \
or reg, tnp, reg

/*

* Macro to get hat per-MVUJ cnumon this CPU.

* sfrmu - In, pass in "sfrmmup" fromthe caller.
* cnum- Qut, return 'cnum to the caller

* scr - scratch

*

#def i ne SFMMU_CPU_CNUM sf mru, cnum scr) \
CPU_ADDR(scr, cnum; /* scr = load CPU struct addr */ \
Id [scr +CPUMVUIDX] cnum /* cnum = muid */ \
add sfmu, SFMMJ_CTXS, scr; /* scr = sfmmup->sfmmu_ctxs[] */ \
sl x cnum SFMMU_MMUJ_CTX_SHI FT, cnum \
add scr, chum scr; /* scr = sfmup->sfmu_ctxs[id] */ \
I dx [scr + SFMWU_| M\/U GC_NUM, scr; [/* sfrmu_ctxs[id].gcnum */ \
sl x scr, SFMVU_MVJ_CNUM LSHI FT scr; \
srlx scr, SFMMU_MMJ_CNUM LSHI FT, cnum /* cnum = sfnmu cnum */

/*

* Macro to get hat gnum & cnum assocaited with sfmm_ctx[mmuid] entry

* entry - In, pass in (&fmmu_ctxs[muid] - SFMMJ_CTXS) fromthe caller.
* gnum - Qut, return sfnmmu gnum

* cnum - Qut, return sfmmu cnum

* reg - scratch

*/

#define SFMMJ_MMUJI D_GNUM CNUM entry, gnum cnhum reg) \
I dx [entry + SFMMU_CTXS], reg; /* reg = sfmmu (gnum| cnunm) */ \
srlx reg, SFMMUJ_MMJ_GNUM RSHI FT, gnum /* gnum = sfmmu gnum */ \
sl x reg, SFMMU_MMJ_CNUM LSHI FT, cnum \
srlx cnum SFMMJ _MMJ_CNUM LSHI FT, cnum /* cnum = sfmmu cnum */

/*

* Macro to get this CPU s tsbm ss area.
*/

#define CPU_TSBM SS_AREA(t sbm ss, tnpl) \
CPU_| NDEX(t np1, tsbmiss); /* tnpl = cpu idx */ \
set hi 9%i (tsbm ss_area) tsbm ss; /* tsbm ss base ptr */ \
mul x tnmpl, TSBM SS_SI ZE tmpl; /* byte offset */ \
or tsbm ss, 9% o(tsbmiss_area), tsbmiss; \
add tsbmiss, tnpl, tsbmss /* tsbm ss area of CPU */

/*

* Macro to set kernel context + page size codes in DVMMJ prinmary context
* register. It is only necessary for sund4u because sund4v does not need
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2059 * page size codes

2060 */

2061 #ifdef sundv

2063 #define SET_KCONTEXTREG(regO, regl, reg2, reg3, reg4, |abell, |abel?2, |abel3)
2065 t#el se

2067 #define SET_KCONTEXTREG(regO, regl, reg2, reg3, reg4, |abell, |abel2, |abel3) \

2068 set hi %i (kcontextreg), rego; \
2069 I dx [reg0 + % of kcont ext reg)], regoO; \
2070 nmov MVU_PCONTEXT, regl; \
2071 | dxa [regl] ASI _MWJ _CTX, reg2; \
2072 xor reg0, reg2, reg2; \
2073 brz reg2, |abel 3; \
2074 srlx reg2, CTXREG NEXT_SHI FT, reg2; \
2075 rdpr Y%state, reg3; /* disable interrupts */ \
2076 bt st PSTATE_I E, reg3; \
2077 | *CSTYLED*/ \
2078 bnz, a, pt % cc, |abel1; \
2079 W pr reg3, PSTATE_IE, %state; \
2080 /*CSTYLED*/ \
2081 | abel 1:; \
2082 brz reg2, |abel2; /* need demap if N_pgsz0/1 change */ \
2083 set hi % (FLUSH_ADDR), reg4; \
2084 nov DEMAP_ALL_TYPE, reg2; \
2085 st xa %90, [reg2] ASI _DTLB_DENAP; \
2086 st xa %0, [reg2] ASI _| TLB_DENAP; \
2087 /*CSTYLED*/ \
2088 | abel 2:; \
2089 st xa reg0, [regl] ASI _MWJ_CTX; \
2090 flush reg4; \
2091 bt st PSTATE_I E, reg3; \
2092 / *CSTYLED*/ \
2093 bnz, a, pt % cc, |abel 3; \
2094 wWr pr %90, reg3, Ypstate; /* restore interrupt state */ \
2095 | abel 3:;

2097 #endi f

2099 /*

2100 * Macro to setup argunments with kernel sfmmup context + page size before
2101 * calling sfmu_setctx_sec()
*/

2102

2103 #i fdef sundv

2104 #define SET_KAS_CTXSEC ARGS(sfmup, argO, argl) \

2105 set KCONTEXT, ar go0; \

2106 set 0, argl;

2107 #el se

2108 #define SET_KAS_CTXSEC ARGS(sfmup, argO, argl) \

2109 | dub [ sfmmup + SFMWJ_CEXT], argil; \

2110 set KCONTEXT, ar go0; \

2111 sl | argl, CTXREG EXT_SH FT, argil;

2112 #endif

2114 #define PANI C_| F_I NTR DI SABLED PSTR(pstatereg, |abel, scr) \
2115 andcc” pstatereg, PSTATE |E, 9%0; /* panic if intrs */ \
2116 /*CSTYLED*/ \
2117 bnz, pt %cc, |abel; /* already disabled */ \
2118 nop; \
2119 \
2120 set hi %i (panicstr), scr; \
2121 I dx [scr + % o(panicstr)], scr; \
2122 t st scr; \
2123 [/ *CSTYLED*/ \
2124 bnz, pt %cc, |abel; \
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2125 nop;

2126

2127 save %sp, - SA(M NFRAME), %sp;
2128 set hi i (sf nmu_pani cl), %0;

2129 call pan

2130 or %)O % o(sfmu_panicl), %0;
2131 /*CSTYLED*/

2132 | abel :

2134 #define PANI C_|I F_I NTR_ENABLED PSTR(| abel, scr)
2135 /*

2136 * The caller must have disabled interrupts.
2137 * |f interrupts are not disabled, panic
2138 */

2139 rdpr %state, scr;

2140 andcc scr, PSTATE_IE, 9%gO0;

2141 | *CSTYLED*/

2142 bz, pt % cc, |abel;

2143 nop;

2144

2145 set hi % i (pani cstr), scr;

2146 I dx [scr + % o(panicstr)], scr;
2147 tst scr;

2148 [ *CSTYLED*/

2149 bnz, pt %cc, |abel;

2150 nop;

2151

2152 set hi Wi (sfrmru pani c6), %00;

2153 call pan

2154 or %)0 % o( sf mu_pani c6), %0;
2155 / *CSTYLED*/

2156 | abel :

2158 #endif [/* _ASM */
2160 #ifndef _ASM
2162 #ifdef VAC

2163 /*

2164 * Page coloring

2165 * The p_vcolor field of the page struct (1 byte) is used to store the
2166 * virtual page color. This provides for 255 colors.

2167 * used to nean the page has no color - never been mapped or sonmehow
2168 * purified.

2169 */

2171 #define PP_GET_VCOLOR(pp) (((pp)->p_vcolor) - 1)

2172 #define PP_NEWPAGE( pp) (! (pp)->p_vcol or)

2173 #define PP_SET_VCOLOR(pp, color)

2174 ((pp)->p_vecol or = ((color) + 1))
2176 [ *
2177 * As mentioned p_vcolor == 0 neans there is no color for this page.

2178 * But PP_SET_VCOLOR(pp, color) expects 'color’ to be real

2179 * one so we define this constant.
2180 */
2181 #define NO VOOLOR (-1)

2183 #define addr_to_vcol or(addr) \

2184 (((uint t)(w ntptr_t)(addr) >> MW _PAGESHI FT) & vac_col ors_nask)

2185 #el se /* VAC *
2186 #define addr_t o_vcol or (addr) (0)
2187 #endif [/* VAC */

2189 /*
2190 * The field p_index in the psmpage structure is for

The value zero is

e e

e e e e

| arge pages support.
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2191
2192
2193
2194
2195
2196
2197
2198
2199
2200
2201
2202
2203
2204

2206
2207
2208
2209
2210

2212
2213

2215
2216
2217
2218
2219

2221
2222
2223

2225
2226
2227

2229
2230

2232
2233

2235

2237
2238

2240
2241
2242
2243
2244

2247
2248
2249
2250
2251
2252
2253
2254
2255
2256

* P_index is a bit-vector of the different mapping sizes that a given page

* is part of. An hne structure for a large mapping is only added in the

* group | eader page (first page). All pages covered by a given Iarge mappi ng
* have the corrosponding mapping bit set in their p_index field. This allows
* us to only store an explicit hme structure in the | eading page which

* sinplifies the mapping link Iist managenment. Furthernore, It provides us

* a fast mechanismfor determining the | argest mapping a page is part of. For
* exmaple, a page with a 64K and a 4M nappi ngs has a p_i ndex val ue of OxO0A.
*
*
*
*
*
*

I npl enentation note: even though the first bit in p_index is reserved
for 8K nmappings, it is NOT USED by the code and SHOULD NOT be set.
In addition, the upper four bits of the p_index field are used by the
code as tenporaries

/

/*
* Defines for psmpage struct fields and | arge page support
*/

#defi ne SFMMJ_| NDEX_SHI FT 6

#def i ne SFMMU_I NDEX_MASK ((1 << SFMMU_I NDEX_SHI FT) - 1)
/* Return the mapping index */

#def i ne PP_MAPI NDEX(pp) ((pp)->p_i ndex & SFMMU_I NDEX_MASK)

/*
* These macros rely on the follow ng property:

* Al pages constituting a |arge page are covered by a virtually
* contiguous set of page_t’s.

*/

/* Return the |eader for this rmppi ng size */
#def i ne PP_GROUPLEADER( pp, Sz)
(& pp) [-(int)(pp->p_ pagenum& (TTEPAGES(sz)-1))])

/* Return the root page for this page based on p_szc */
#def i ne PP_PAGEROOT(pp) ((pp)->p_szc == 0 ? (pp) : \
PP_GROUPLEADER( (pp), (pp)->p_szc))

(Cpp) + (n))
PP_PAGENEXT_N((pp), 1)

#def i ne PP_PAGENEXT_N(pp, n)
#define PP_| PACENEXT(pp)

#def i ne PP_PAGEPREV_N(pp, n) ((pp) - (n)
#def i ne PP_PAGEPREV( pp) PP_PAGEPREV_N( (pp), 1)
#define PP_I SMAPPED LARGE(pp)  ( PP_MAPI NDEX(pp) != 0)

/* Need function to test the page mapppi ng whi ch takes p_index into account */
#def i ne PP_I SMAPPED( pp) ((pp)->p_mapping || PP_I SMAPPED LARGE(pp))

/*
* Don't call this macro with sz equal to zero. 8K mappi ngs SHOULD NOT
* set p_index field.

*

#def i ne PAGESZ_TO_ | NDEX(sz) (1 << (s2))

/*

* prototypes for hat assenbly routines.
* known to machi ne dependent VM code.
*/

extern uint64_t sfrmu_nake_tsbtag(caddr_t);
extern struct tshe *

Sone of these are

sfmu_get _tsbe(uint64_t, caddr_t, int, int);
extern void sfmu_| oad_t sbe(struct tsbe *, uint64_t, tte_t *, int);
extern void sf mu_unl oad_t sbe(struct tsbe *, uint64_t, int);

extern void sfmmu_l oad_rmust at e(sfmmu_t *);
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2257
2258
2259
2260
2261
2262
2263
2264
2265

extern void
#i f ndef sun4v
extern void

sfmu_rai se_t sh_exception(uint64_t, uint64_t);

sfmu_itlb_Id_kva(caddr_t, tte_t *);

extern void sfrmmu_dtl b_l d_kva(caddr_t, tte_t *);

#endi f /* sundv */

extern void sfmmu_copytte(tte_t *, tte_t *);

extern int sfmu_nodi fytte(tte_t *, tte_t *, tte_t *)

extern int sfmmu_nodifytte try(tte_t * tt;:t *, tte_t *);
t

extern pfn_t sfmmu_ttetopfn(tte_t *, caddr

2266 extern uint_t sf mu_di sabl e_i ntrs(void);

2267 extern void sfrmu_enabl e_intrs(uint_t);

2268 /*

2269 * functions exported to machi ne dependent VM code

2270 */

2271 extern void sf mmu_pat ch_kt sb(voi d);

2272 #ifndef UTSB_PHYS

2273 extern void sfrmu _patch_utsb(void);

2274 #endif /* UTSB_PHYS *

2275 extern pfn_t sfrmu _vatopfn(caddr_t, sfrmmu_t *, tte_t *);

2276 extern void sf mu_vat opf n_ suspended(caddr t, sfrmu_t *, tte_t *);
2277 extern pfn_t sf mmu_kvaszc2pf n(caddr_t, int);

2278 #ifdef DEBUG

2279 extern void sf mu_check_kpfn(pfn_t);

2280 #el se

2281 #define sf mmu_check_kpf n(pfn) /* disabled */

2282 #endif /* DEBUG */

2283 extern void sfmu_nentte(tte_t *, pfn_t, uint_t, int);

2284 extern void sfmu_ttel oad(struct hat *, tte_t *, caddr_t, page_t *, uint_t);
2285 extern void sfmmu_t sbri ss_exception(struct regs *, uintptr_t, uint_t);
2286 extern void sfmmu_init_tsbs(void);

2287 extern caddr_t sfmmu_ktsb alloc(caddr _t);

2288 extern int sfmmu_get ctx_pri (void);

2289 extern int sf mu_get ct x_sec( voi d);

2290 extern void sfmu_setctx_sec(uint_t);

2291 extern void sfmu_i nv_tsb(caddr_t, uint_t);

2292 extern void sfmu_i ni t _kt sbi nfo(void);

2293
2294
2295
2296
2297
2298
2299
2300

2302
2303
2304
2305
2306
2307

2318
2319
2320
2309
2310
2311
2312

2314
2315
2316
2317
2318
2319

extern int
extern void
extern void
extern void
extern pgent _t
extern void

sf mu_set up_4l p(voi d);

sf mu_pat ch_nmmu_asi (i nt);

sfmmu_i nit _nucl eus_hbl ks(caddr _t, size_t, int, int);
sf mu_cache_f | ushal | (voi d);

sfmu_tte_cnt(sfmu_t *, uint_t);

*sf mu_t sb_segkmem al | oc(vremt *, size_t, int);

extern void sfmu_t sb_segknem free(vnemt *, void *, size_t);
extern void sfmmu_reprog_pgsz_arr(sfmu_t *, uint8_t *);
extern void hat _kern_setup(void);

extern int hat _page_rel ocate(page_t **, page_t **, spgcnt_t *);
extern int sf rmu_get _ppvcol or (struct page *);

extern int sf rmu_get _addrvcol or (caddr _t);

extern int sf mu_hat _| ock_hel d(sfmu_t *);

extern int sfmmu_al l oc_ctx(sfmmu_t *, int, struct cpu *, int);
/*

* Functions exported to xhat_sfnmmu.c

*/

extern krmutex_t *sfrmu_niist_enter(page_t *);

extern void sfrmu_nlist_exit(knutex_t *);
extern int sfmmu_m i st _hel d(struct page *)
extern struct hme_bl k™ *sfmmu_hnet ohbl k(struct sf_hnent *);

/*
* MMUJ-specific functions optionally inported fromthe CPU nodul e
*/

#pragma weak mmu_init_scd

#pragma weak mmu_| ar ge_pages_di sabl ed
#pragma weak mmu_set _ct x_page_si zes

10
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2320 #pragma weak mmu_check_page_si zes 2386 #define |I'S_KPM ALI AS_RANGE( vaddr) \
2387 (((vaddr) - kpmyvbase) >> (uintptr_t)kpmsize_shift > 0)
2322 extern void mu_init_scd(sf_scd_t *);
2323 extern uint_t nmu_| arge_pages_di sabl ed( ui nt t) 2389 #endif /* | _ASM */
2324 extern void nmu_set _ctx_page_si zes(sfmmu_t *
2325 extern void nmmu_check_page_si zes(sfnmu_t ™ *, ui nt 64_t *); 2391 /* sfrmmu_kpmtsbntl flags */
2392 #define KPMI'SBM STOP 0
2327 extern sfmmu_t *ksf mup; 2393 #define KPMISBM_START 1
2328 extern caddr_t kt sb_base;
2329 extern uint64_t kt sb_pbase; 2395 /*
2330 extern int ktsb_sz; 2396 * For kpm.snul | pages, the state about how a kpm page is mapped and whet her
2331 extern int kt sb_szcode; 2397 * it is ready to go is indicated by the two 4-bit fields defined in the
2332 extern caddr_t kt sb4m base; 2398 * kpm spage structure as follows:
2333 extern uint64_t kt sh4m pbase; 2399 * kp_napped_flag bit[0:3] - the page is mapped cacheabl e or not
2334 extern int kt sh4m sz; 2400 * kp_napped_flag bit[4:7] - the mapping is ready to go or not
2335 extern int kt sb4m szcode; 2401 * |f the bit KPM.MAPPED GO is on, It indicates that the assenbly tsb niss
2336 extern uint64_t kpm t sbbase; 2402 * handler can drop the mappi ng i n regardl ess of the caching state of the
2337 extern int kpm tshsz; 2403 * mapping. Otherwi se, we will have C handl er resolve the VAC conflict no
2338 extern int kt sb_phys; 2404 * matter the page is currently mapped cacheabl e or non-cacheabl e.
2339 extern int enabl e_bi gkt sb; 2405 */
2340 #ifndef sun4v 2406 #defi ne KPM MAPPEDS Ox1 /* smal| mapping valid, no conflict */
2341 extern int utsb_dtl b_ttenum 2407 #define KPM MAPPEDSC 0x2 /* smal |l nmapping valid, conflict */
2342 extern int utsbdm dtTh_ttenum 2408 #defi ne KPM_MAPPED_GO 0x10 /* the mapping is ready to go */
2343 #endif /* sundv */ 2409 #define KPM_MAPPED_MASK Ooxf
2344 extern int uhnmehash_num
2345 extern int khmehash_num 2411 /* Physical nmenseg address NULL marker */
2346 extern struct hnehash_bucket *uhne_hash; 2412 #define MSEG NULLPTR_PA -1
2347 extern struct hnmehash_bucket *khme_hash;
2348 extern uint_t hbl k_al | oc dynam C; 2414 | *
2349 extern struct tsbmss t sbni ss_ar ea[ NCPU] ; 2415 * Menseg hash defines for kpmtrap |evel tsbm ss handler.
2350 extern struct kpntsbm  kpntsbm area] NCPU]; 2416 * Must be in sync w page.h .
2417 */
2352 #ifndef sun4dv 2418 #define SFMMJ_MEM HASH SHI FT 0x9
2353 extern int dtlb_resv_ttenum 2419 #define SFMVMU_N_MEM SLOTS 0x200
2354 extern caddr_t ut sb_vabase; 2420 #define SFMMU_MEM HASH ENTRY_SHI FT 3
2355 extern caddr_t utsb4m_vabase;
2356 #endif /* sundv */ 2422 #ifndef _ASM
2357 extern vmem t *kmem tsb_defaul t _arenal]; 2423 #if (SFMMJ_MEM HASH SHI FT ! = MEM HASH SHI FT)
2358 extern int tsb_lgrp_affinity; 2424 #error SFMMJ_MEM HASH SHI FT ! = MEM HASH SHI FT
2425 #endi f
2360 extern uint_t di sabl e_| arge_pages; 2426 #if (SFMMJ_N_MEM SLOTS != N_MEM SLOTS)
2361 extern uint_t di sabl e_i sm | ar ge_pages; 2427 #error SFMMUJ_N_MEM SLOTS ! = N_MEM SLOTS
2362 extern uint_t di sabl e_aut o_dat a_| ar ge_pages; 2428 #endi f
2363 extern uint_t di sabl e_aut o_t ext _| arge_pages;
2430 /* Physical nenseg address NULL marker */
2365 /* kpmexternals */ 2431 #define SFMMJ_MEMSEG NULLPTR_PA -1
2366 extern pfn_t sf mmu_kpm vat opf n(caddr _t);
2367 extern void sfmmu_kpm pat ch_t | bnm(voi d); 2433 | *
2368 extern void sf mmu_kpm pat ch_t sbn( voi d) ; 2434 * Check KCONTEXT to be zero, asm parts depend on that assunption.
2369 extern void sf mu_pat ch_shct x(voi d); 2435 */
2370 extern void sf mu_kpm | oad_t sb(caddr_t, tte_t *, int); 2436 #if (KCONTEXT != 0)
2371 extern void sf mmu_kpm unl oad_t sb(caddr _t, int); 2437 #error KCONTEXT != 0
2372 extern void sf mu_kpm tsbntl (short *, uint_t *, int); 2438 #endi f
2373 extern int sf mu_kpm stsbnt| (uchar_t *, uint_t *, int); 2439 #endif [/* | _ASM */
2374 extern caddr_t kpm vbase;
2375 extern size_t kpm si ze;
2376 extern struct nenseg *menseg_| hash[] 2442 #endif /* _KERNEL */
2377 extern uint64_t nenseg_phash[];
2378 extern kpm hl k_t *kpnp_t abl e; 2444 #ifndef _ASM
2379 extern kpmshlk *kpnp_st abl e; 2445 | *
2380 extern uint_t kpnp_t abl e_sz; 2446 * ctx, hneblk, nmistlock and other stats for sfnmmu
2381 extern uint_t kpnp_st abl e_sz; 2447 */
2382 extern uchar _t kpnp_shi ft; 2448 struct sfmmu_gl obal _stat {
2449 int sf_tsb_exceptions; /* # of tsb exceptions */
2384 #define PP_|I SVAPPED_KPM pp) ((pp)->p_kpnref > 0) 2450 int sf_tsb_rai se_exception; /* # tsb exc. wo TLB flush */
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2452

2454
2455
2456
2457

2459

2461
2462
2463

2465
2466
2467
2468

2471
2472
2473
2474
2475
2476

2478
2479

2481
2482
2483
2484
2485
2486
2487
2488
2489
2490
2491
2492
2493
2494

2496
2497
2498
2499
2500
2501

2503

2505
2506
2507

2509
2510

2512
2513
2514
2515

2517

nt

sf_pagefaul ts;

sf _uhash_sear ches;
sf _uhash_l i nks;
sf _khash_sear ches;
sf_khash_l i nks;

sf_swapout;

sf_tsb_all oc;
sf_tsb_allocfail;
sf_tsb_sectsb_create;

sf_scd_1sttsb_al | oc;
sf_scd_2ndtsb_al | oc;
sf_scd_1sttsb_al l ocfail;
sf_scd_2ndtsb_al | ocfail;

sf_ttel oad8k;
sf_ttel oad64k;
sf_ttel oad512k;
sf_ttel oaddm
sf_ttel oad32m
sf_ttel oad256m

sf_tsb_| oad8k;
sf_tsb_| oaddm

sf_hbl k_hit;

sf_hbl k8_ncreate;
sf_hbl k8_nal | oc;
sf_hbl k1_ncreate;
sf_hbl k1_nal | oc;
sf_hbl k_sl ab_cnt;
sf_hbl k_reserve_cnt;
sf_hbl k_recurse_cnt;
sf_hbl k_reserve_hit;
sf_get _free_success;
sf_get _free_throttle;
sf_get _free_fail;
sf_put _free_success;
sf_put_free_fail;

sf_pgcol or _conflict;
sf _uncache_conflict;
sf_unl oad_conflict;
sf_i sm uncache;
sf_ismrecache;
sf_recache;

sf_steal _count;

sf _pagesync;
sf_clrwt;
sf_pagesync_invalid;

sf_kernel _xcal ls
sf _user_xcal |l s;

sf_tsb_grow,
sf_tsb_shrink;
sf_tsb_resize_failures;
sf_tsb_rel oc;

sf_user_vtop;

~——— -
*

R

—_—— -
* ok * *
HH OHHH OB O HHHH

~~ % *
* ok

H*+H

13
pagefaults */

user hash searches */
user hash |inks */
kernel hash searches */
kernel hash |inks */

times hat swapped out */

TSB al | ocations */
tinmes TSB alloc fail */
times second TSB added */

SCD 1st TSB al |l ocations */
SCD 2nd TSB al |l ocations */
SCD 1st TSB alloc fail */
SCD 2nd TSB alloc fail */

to sfrmu_ttel oad */
to sfrmu_ttel oad */
to sfrmu_tteload */
to sfrmu_ttel oad */
to sfrmu_ttel oad */
to sfmmu_ttel oad */

/* # tinmes | oaded 8K tshent */
/* # times | oaded 4M tsbent */

/* found
/* stati
/* stati
/* stati
/* stati
/* sfmu

/* hblk_

/* hbl k

/* hbl k_|

/* reser
/* fails
/* fails

hbl k during ttel oad */
c hbl k8 s created */
c hbl k8 s allocated */
c hblk1's created */
c hblkl's allocated */
8_cache slab creates */
reserve usage */
reserve owner reqs */
reserve hash hits */
ve list allocs */

due to throttling */

due to enpty list */

/* reserve list frees */

/* fails

/* VAC ¢
/* VAC ¢
[* VAC u
/* VAC ¢
/* VAC ¢
/* VAC ¢

/* # of

/* # of
/* # of
/* pages

of

/*
/* of

* ok H ok

H O HHHH HH®
o
=4

/
/
/
/

| *

due to full list */

onflict resolution */
onflict resolution */
nl oad resolution */

onflict resolution */
onflict resolution */
onflict resolution */

hbl ks stolen */

pagesyncs */
clear wite pernms */
ync with inv tte */

kernel cross calls */
user cross calls */

user tsb grows */

user tsb shrinks */
user tsb resize */

user tsb relocations */

user vatopfn calls */

new usr/src/uts/sfmu/vn hat _sfmmu. h

2519
2521
2523

2525
2526
2527
2528
2529

}

nt
nt
nt
nt
nt

nt
nt

sf_ctx_inv;

sf_tl b_reprog_pgsz;
sf_regi on_remap_denap;
sf_create_scd;

sf_j oi n_scd;

sf_l eave_scd;
sf_destroy_scd;

__unchanged_portion_omtted_

—~———

* ok ok ok

tines

times

14

invalidate MW ctx */

switch TLB pgsz */
shme remap demap */

SCD is created */

process joined scd */
process left scd */

tines

SCD i s destroyed */



new usr/src/uts/sundu/ Makefile.files

new usr/src/uts/sundu/ Makefile.files

LR R R R EEEEEREREREREEEEEEEEEEEEEEEEREEEREREREEEEEEEEEESES] 62 mE 0335 += I’TEn’BCrUb 0
6586 Fri Nov 6 21:07:28 2015 63 CORE_OBJS += menscrub_asm o
new usr/src/uts/sundu/ Makefile.files 64 CORE_OBJS += ppage. o
6345 renove xhat support 65 CORE_OBJS += sfmu_kdi . o
LEEE R R R R EE SRR EEEEEEEEEEEEEREEEEEEEEEEEEEEEEEEEREREEEEEEEEESEE] 66 CmE GBJS += SV\K Ch.O
1 67 CORE_OBJS += xhat _sf mu. o
2 CDDL HEADER START
3 68 #
4 # The contents of this file are subject to the terns of the 69 # Sone objects nust be linked at the front of the inmage (or
5 Common Devel opnent and Distribution License (the "License"). 70 # near other objects at the front of the inage).
6 You may not use this file except in conpliance with the License. 71 #
7 72 SPECI AL_OBJS += trap_table.o
8 # You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE 73 SPECI AL_OBJS += | ocore. o
9 or http://ww. opensol aris.org/os/licensing. 74 SPECI AL_OBJS += mach_| ocore. o
10 See the License for the specific |anguage governi ng perm ssions 75 SPECI AL_OBJS += sfmmu_asm o
11 and |limtations under the License. 76 SPECI AL_OBJS += mach_sfmu_asm o

SPECI AL_OBJS

+= interrupt.o

13 When di stributing Covered Code, include this CDDL HEADER in each 78 SPECI AL_OBJS += mach_interrupt.o
14 file and include the License file at usr/src/ OPENSOLARI S. LI CENSE. 79 SPECI AL_OBJS += wbuf.o
15 I f applicable, add the follow ng below this CDDL HEADER, with the

fields enclosed by brackets "[]" replaced with your own identifying 81 #
17 information: Portions Copyright [yyyy]l [nane of copyright owner] 82 # driver nodul es
18 83 #
19 CDDL HEADER END 84 ROOTNEX_OBJS += mach_r oot nex. o
20 85 UPA64S_0OBJS += upab4s. o

86 SYSI O SBUS_OBJS += iommu. 0 sysioerr.o sysiosbus.o iocache.o

22 87 PX_OBJS += px_asm4u.o px_err.o px_hlib.o px_lib4u.o px_tools_4u.o
23 Copyright 2009 Sun Mcrosystens, Inc. Al rights reserved. 88 PCI _COMMON_OBJS += pci.o pci_util.o pci_dma. o pci_devctl.o \
24 Use is subject to license terns. 89 pci _fdvna. o pci_i ommu. o pci_sc.o pci_debug.o \
25 90 pci _ch.o pci_ib.o pci_ecc.o pci_pbmo pci_intr.o \

[
[«2)
HEHH HHFHBFHFH HHHFHBHHFHBHFHFHFFH RS

26 This Makefile defines all file nodules for the directory uts/sundu 91 pci _space. o pci_counters. o pci_axq.o0 \
27 and it’'s children. These are the source files which are sundu 92 pci _fmo pci_reloc.o pci_tools.o pci_asmo
28 "inplementation architecture" dependent. 93 RMCLOW_OBJS += rntlonv. o
29
95 PSYCHO PCI _OBJS += $(PCI _COVMON_OBJS) pcipsy.o
31 96 SCHI ZO PCI _OBJS += $(PCI _COVMON_OBJS) pcisch_asm o pcisch.o pcix.o
32 object lists 97 SIMBA PCI_OBJS += sinba.o
33 98 DB21554_0BJS += db21554. o

:
:

+= atom c. o 99 US_OBIS += cpudrv. o cpudrv_nach. o

35 CORE_OBJS += boot ops. o 100 POAER OBJS += power. o

36 CORE_OBJS += cnp. o 101 EPI C_OBJS += epic.o0

37 CORE_OBJS += cpc_hwreg. o 102 GRBEEP_OBJS += grbeep.o

38 CORE_OBJS += cpc_subr. o 103 ADMLO31_OBJS += adml031. o

39 CORE_OBIJS += cpupm o 104 1CS951601_0BJS += i¢s951601.0
40 CORE_OBIJS += mach_cpu_states. o 105 PPM OBJS += ppmsubr.o ppmo ppmplat.o
41 CORE_OBJS += mach_ddi _inpl . o 106 OPLCFG OBJS += opl _cfg.o

42 CORE_OBJS += ecc. o 107 PCF8584_0BJS += pcf8584. 0

43 CORE_OBJS += fillsysinfo.o 108 PCA9556_0OBJS += pca9556. 0

44 CORE_OBJS += forthdebug. o 109 ADML026_OBJS += adml026. o

45 CORE_OBJS += hardcl k. o 110 BBC OBJS += bbc_beep. o
46 CORE_OBJS += hat _sf mmu. o 111 TDA8444_0BJS += tda8444.0

47 CORE_OBJS += hat kdi . o 112 MAX1617_OBJS += max1617. 0
48 CORE_OBJS += iscsi_boot.o 113 SEEPROM OBJS += seeprom o

49 CORE_OBJS += mach_copy. o 114 |12C_SVC OBJS += i2c_svc.o

50 CORE_OBJS += mach_kpm o 115 SMBUS_OBJS += snbus. o

51 CORE_OBJS += mach_np_startup. o 116 SCHPPM OBJS += schppm o

52 CORE_OBJS += mach_np_states. o 117 MC_OBJS += nc-us3.0 nct-us3_asmo
53 CORE_OBIJS += mach_sf nmmu. o 118 MC_US3I _0BJS += nc-us3i.o

54 CORE_OBJS += mach_startup. o 119 GPI O 87317_0OBJS += gpi 0_87317.0
55 CORE_OBJS += mach_subr _asm o 120 | SADVA_OBJS += i sadma. 0

56 CORE_OBJS += mach_trap. o 121 SBBC OBJS += shbc. o

57 CORE_OBJS += mach_vm dep. o 122 LM75_0OBJS += | n75. 0

58 CORE_OBJS += mach_xc. o 123 LTC1427_0BJS += 1tcl427.0

59 CORE_OBJS += mem cage. o 124 PI C16F747_0BJS += picl6f747.0
60 CORE_OBJS += mem config.o 125 PI C16F819_0OBJS += picl16f819.0
61 CORE_OBIJS += menl i st_new. o 126 PCF8574_0BJS += pcf8574.0
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127 PCF8591_OBJS  += pcf8591.0

128 SSC050_0OBJS += ssc050. o
129 SSC100_0BJS += ssc100. o0
130 PMUBUS_OBJS += prubus. o
131 PMUGPI O_OBJS += prugpi 0. 0
132 PMC_OBJS += pnt. o

133 TRAPSTAT_OBJS += trapstat.o
134 |12BSC_0BJS += i2bsc.o0

135 GPTWOCFG OBJS  += gptwocfg. o
136 GPTWO CPU _OBJS += gptwo_cpu. o

138 JBUSPPM OBJS += j busppm o

139 RMC_COW OBJS += rnt_commo rnc_conmcrctab. o rnc_commdp. o rnc_conmdrvintf.o

140 RMCADM OBJS += rncadm o

141 MEM CACHE_OBJS += nmem cache. o panther_asmo

143 #

144 # kernel cryptographic framework
145 #

147 Bl GNUM PSR _OBJS += nont _nul f _kernel _v9. 0

149 AES OBJS += aes. 0 aes_inpl.o aes_nbdes.o aes_crypt_asmo
151 DES OBJS += des_crypt_asmo

153 ARCFOUR _OBJS += arcfour.o arcfour_crypt.o arcfour_crypt_asmo

155 SHA1_OBJS += shal_asmo

157 #

158 # tod nodul es
159 #

160 TODMOSTEK _OBJS += todnostek.o
161 TODDS1287_OBJS += todds1287.0
162 TODDS1337_0OBJS += todds1337.0
163 TODSTARFI RE_OBJS += todstarfire.o
164 TODSTARCAT_OBJS += todstarcat.o
165 TODBLADE _OBJS  += todbl ade. o

166 TODMB819_(OBJS += todnb819. 0

167 TODVE819P_RMC_OBJS += todnmb819p_rnt. o
168 TODBQ4802_OBJS += todbg4802.0

169 TODSG OBJS += todsg. o

170 TODOPL_OBJS = todopl.o

172 #

173 # M sc nodul es

174 #

175 OBPSYM OBJS += obpsym o obpsym 1275. 0

176 BOOTDEV_OBJS += boot dev. o

178 CPR_FI RST_OBJS
179 CPR_| MPL_TBJS

cpr_resunme_setup. o
cpr_inpl.o

181 SBD_0BJS

+

= sbd. o sbd_cpu.o shd_nem o sbd_io.o
183 PCI E_M SC _OBJS += pci _cfgacc_4u. o pci_cfgacc.o

185 #
186 # Brand nodul es
187 #

188 SN1_BRAND OBJS
189 S10_BRAND OBJS

snl_brand.o snl_brand_asm o
s10_brand. o s10_brand_asm o

191 #
192 # Per f ormance Counter BackEnd (PCBE) Mdul es

new usr/src/uts/sundu/ Makefile.files

193
194
195

197
198
199
200
201
202
203
204
205
206
207
208

210
211
212
213

215
216
217
218

220
221
222
223
224
225
226
227
228
229
230
231
232
233
234
235

#

US_PCBE_OBJS = us234_pche. o

OPL_PCBE_OBJS = opl _pcbe. o

#

# cpu nodul es

#

CPU_0BJ += $(OBJS_DI R)/ mach_cpu_nodul e. o

SPITFIRE_OBJS = spitfire.o spitfire_asmo spitfire_copy.o spitfire_kdi.o commo

HUMM NGB RD_OBJS= $( SPI TFI RE_OBJS)
US3_CVN_OBJS
CHEETAH_OBJS
CHEETAHPLUS_OBJS
JALAPENO_OBJS
OLYMPUS_OBJS

$(US3_CWVWN_0BJS) us3_cheetah. o us3_cheetah_asm o
$(US3_CMN_0BJS) us3_cheet ahpl us. 0o us3_cheet ahpl us_asm o
$(US3_CWN_0BJS) us3_j al apeno. o us3_j al apeno_asm o

opl _ol ynpus. o opl _ol ynpus_asm o opl _ol ynpus_copy. o \

opl _kdi .o comon_asm o

#

# pl at f orm nodul e

#

PLATMOD_OBJS = platnod. o

# Section 3: M sc.

#

ALL_DEFS += - Dsundu

| NC_PATH += -1 $( UTSBASE) / sun4u

#

# Since assymh is a derived file, the dependency nust be explicit for
# all files including this file. (This is only actually required in the
# instance when the . make.state file does not exist.) It may seemthat
# the lint targets should also have a simlar dependency, but they don't
# since only C headers are included when #defined(lint) is true.

#

ASSYM DEPS += mach_| ocore. o

ASSYM DEPS += nodul e_sfmmu_asm o

ASSYM DEPS += spitfire_asmo spitfire_copy.o

ASSYM DEPS += cheetah_asm o cheetah_copy. o

ASSYM DEPS += mach_subr_asm o swch.o

ASSYM DEPS += mach_interrupt.o nmach_xc. o

ASSYM DEPS += trap_table.o whuf.o

ASSYM DEPS += mach_sfrmmu_asm o sfmu_asm o nenscrub_asm o

ASSYM DEPS += mach_copy. o

us3_conmmon. o us3_comon_mu. 0o us3_comon_asm o us3_kdi .o cheet
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new usr/src/uts/sundu/ vm mach_kpm c
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__unchanged_portion_onitted_

1628 /*

1629
1630

Check/ handl e potential hme/ kpm mapping conflicts
/

1631 static void
1632 sfnmmu_kpm vac_conflict(page_t *pp, caddr_t vaddr)

1633 {
1634
1635
1636
1637
1638
1639

1641

1643
1644

1646
1647
1648

1650
1651
1652
1653
1654
1655
1656
1657
1658

1660
1661
1662
1663
1664
1665
1666
1667
1668
1669
1670

1672
1673
1674
1675
1676

1678
1679
1680
1681
1682
1683
1684
1685
1686

int vcol or;
struct sf_hnent *sfhnep;
struct hat *t nphat ;

struct sf_hnent *tnphme = NULL;
struct hme_bl k *hnebl kp;
tte t tte;

ASSERT( sf mmu_ni i st _hel d(pp));

if (PP_ISNC(pp))
return;

vcol or = addr _to_vcol or (vaddr);
if (PP_GET_VCOLOR(pp) == vcolor)
return;

There could be no vcolor conflict between a | arge cached
hme page and a non alias range kpm page (neither |arge nor
smal | mapped). So if a hme conflict already exists between
a constituent page of a large hme mapping and a shared snall
conflicting hme mappi ng, both nappings nust be al ready
uncached at this point.

* Ok ok ok % kK

*

ASSERT( ! PP_| SMAPPED_LARGE( pp) )
if (!PP_I SMAPPED(pp)) {
/ *

* Previous hme user of page had a different color
* but since there are no current users

* we just flush the cache and change the col or.

*

SFMMU_STAT( sf _pgcol or _conflict);

sf mu_cache_f | ush(pp->p_pagenum PP_GET_VCOLOR(pp));
PP_SET_VCOLOR( pp, vcolor);

return;

}

/*
* |f we get here we have a vac conflict with a current hnme
* mappi ng. This nmust have been established by forcing a wong
* col ored mapping, e.g. by using mmap(2) wth MAP_FI XED.
*
/

/'k

* Check if any mapping is in sane as or if it is |ocked
* since in that case we need to uncache.

*/

for (sfhmep = pp->p_napping; sfhnep; sfhnep = tnphne) {
tmphne = sf hnep- >hne_next ;
if (1S_PAHME(sfhnep))
cont i nue;
hmebl kp = sf mmu_hnet ohbl k( sf hnep) ;

new usr/src/uts/sundu/ vm mach_kpm c

1687 if (hmebl kp->hbl k_xhat _bit)

1688 cont i nue;

1687 tmphat = hbl kt osf mu( hnebl kp) ;

1688 sf mu_copytte(&sfhnep->hne_tte, &tte);

1689 ASSERT(TTE_I S_VALID(&tte));

1690 if ((tnmphat == ksfmmup) || hnebl kp->hbl k_I ckent) {
1691 /*

1692 * We have an uncache conflict

1693 */

1694 SFMMU_STAT( sf _uncache_conflict);

1695 sf mmu_page_cache_array(pp, HAT_TMPNC, CACHE_FLUSH,
1696 return;

1697 }

1698 }

1700 /*

1701 * We have an unload conflict

1702 */

1703 SFMMJ_STAT( sf _unl oad_conflict);

1705 for (sfhmep = pp->p_nmapping; sfhnep; sfhnep = tnphnme) {
1706 tnphne = sf hnep- >hne_next;

1707 if (1S_PAHVE(sfhnep))

1708 conti nue;

1709 hnebl kp = sf mmu_hnet ohbl k( sf hnep) ;

1712 if (hmebl kp->hbl k_xhat _bi t)

1713 cont i nue;

1710 (voi d) sfmmu_pageunl oad(pp, sfhnep, TTE8K);
1711 }

1713 I*

1714 * Unl oads only does tlb flushes so we need to flush the
1715 * dcache vcol or here.

1716 */

1717 sf mru_cache_f | ush( pp->p_pagenum PP_GET_VCOLOR(pp));
1718 PP_SET_VCOLOR(pp, vcolor);

1719 }

__unchanged_portion_omtted_

1)
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new usr/src/uts/sundv/ Makefile.files
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R R R R R

1#

2 # CDDL HEADER START

3 #

4 # The contents of this file are subject to the terns of the

5 # Common Devel opnent and Distribution License (the "License").

6 # You may not use this file except in conpliance with the License.

7 #

8 # You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE
9 # or http://ww. opensol aris.org/os/licensing.

10 # See the License for the specific |anguage governing perni ssions

11 # and limtations under the License.

12 #

13 # Wen distributing Covered Code, include this CDDL HEADER in each

14 # file and include the License file at usr/src/ OPENSCLARI S. LI CENSE.
15 # |f applicable, add the follow ng below this CDDL HEADER, with the
16 # fields enclosed by brackets "[]" replaced with your own identifying
17 # information: Portions Copyright [yyyy]l [nane of copyright owner]

18 #

19 # CDDL HEADER END

20 #

22 #

23 # Copyright (c) 2005, 2010, Oracle and/or its affiliates. Al rights reserved.
24 #

25 # This Makefile defines all file nodules for the directory uts/sundv
26 # and it’s children. These are the source files which are sundv
27 # "inpl ementation architecture" dependent.

28 #

30 #

31 # object lists

32 #

33 CORE_OBJS += boot ops. o

34 CORE_OBJS += cnp. o

cpc_hweg. o
cpc_subr.o
error.o
fillsysinfo.o
fort hdebug. o

35 CORE_OBIJS +=
36 CORE_OBJS +=
37 CORE_OBJS +=
38 CORE_OBJS +=
39 CORE_OBIJS +=

40 CORE_OBJS += hardcl k. o

41 CORE_OBJS += hat _sfmmu. o
42 CORE_OBJS += hat _kdi .o

43 CORE_OBJS += hsvc. o

44 CORE_OBJS += i scsi_boot. o
45 CORE_OBJS += kl dc. o

46 CORE_OBJS += | pad. o

47 CORE_OBJS +=
48 CORE_OBJS +=
49 CORE_OBJS +=
50 CORE_OBJS +=
51 CORE_OBIJS +=
52 CORE_OBIJS +=
53 CORE_OBJS +=
54 CORE_OBJS +=
55 CORE_OBJS +=
56 CORE_OBJS +=
57 CORE_OBJS +=
58 CORE_OBJS +=
59 CORE_OBJS +=
60 CORE_OBJS +=
61 CORE_OBIJS +=

mach_cpu_states. o
mach_ddi _i npl . o
nmach_descrip. o
mach_kpm o
mach_np_startup. o
mach_np_states. o
mach_proc_init.o
mach_sf nmu. o
mach_startup. o
mach_subr_asm o
mach_trap. o
mach_vm dep. o
mach_xc. o

nem cage. o

mem config.o

new usr/src/uts/sundv/ Makefile.files
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CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
OORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
OORE_OBJS +=
CCRE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
OORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
OORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
OORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=

CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=
CORE_OBJS +=

#

# Some
# near
#

SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS
SPECI AL_OBJS

#
#

#
ROOTNEX_OBJS
PX_OBJS
FPC_OBJS
N2PTUPC_OBJS

| CSPC_OBJS
TRAPSTAT_OBJS
NI UVX_OBJS
N2RNG_OBJS

menl i st_new. o
nenmseg. o

npo. o

ppage. o

prom f_asr.o
prom f_cpu. o
promi f_enul .o
prom f_non. o
promf_io.o
prom f_interp.o
prom f_key. o
prom f_power_off.o
prom f_prop. o
prom f _node. o
prom f_reboot. o
prom f_stree.o
prom f_test.o
prom f_version.o
sfmu_kdi . o
suspend. o
swtch. o

wdt . o

xhat _sf mu. o

nmdesc_diff.o
mdesc_fi ndnane. o
mdesc_fi ndnodeprop. o
mdesc_fini.o
nmdesc_get bi nsi ze. o
nmdesc_get gen. o
nmdesc_get propdat a. o
nmdesc_get propstr. o
ndesc_get propval . o
mdesc_init_intern.o
mdesc_nodecount. o
nmdesc_r oot node. o
ndesc_scandag. o

obj ects nust be linked at the front of the inage (or
other objects at the front of the inage).

+= trap_table.o

+= | ocore. o

+= mach_| ocore. o

+= sfmmu_asm o

+= mach_sfmu_asm o
+= interrupt.o

+= mach_interrupt.o
+= wbuf. o

+= hcall .o
+=intrqg.o

driver nodul es

+= mach_r oot nex. o
+= px_lib4dv.o px_err.o px_tools_4v.o px_hcall.o px_|libhv.o
+= fpc-inpl-4v.o fpc-asm4v.o
+= n2pi upc. o n2pi upc_t abl es. o n2pi upc_kstats.o \
n2pi upc_biterr.o n2pi upc_asmo
+= iospc.o rfios_iospc.o rfios_tables.o rfios_asmo
+= trapstat.o
+= ni unx. o niunmx_tools.o
+= n2rng. o n2rng_debug. o n2rng_hcall.o n2rng_kcf.o \
n2rng_entp_al gs. o n2rng_entp_setup.o n2rng_kstat.o \
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127 n2rng_provider.o

129 #

130 # CPU Menory Error Injector (mentest) sundv driver
131 #

132 MEMIEST_OBJS += nmentest.o nmentest_asmo \

133 nentest_v.o nentest_v_asmo \

134 ment est _kt.o nmentest_kt_asmo \

135 nentest_ni.o nentest_ni_asmo \

136 ment est_n2.0 nmentest_n2_asmo \

137 ment est _vf.o

139 #

140 # sundv virtual devices

141 #

142 QCN_0OBJS = qgcn.o

143 VNEX_OBJS = vnex. o

144 CNEX_OBJS = cnex.o

145 G.VC _OBJS = glvc.o glvc_hcall.o

146 MDESC OBJS = ndesc. o

147 LDC _0OBJS = ldc.o Idc_shmo vio_util.o vdsk_conmmon. o vgen_stats. o
148 vnet _common. o

149 NTWDT_OBJS = ntwdt. o

150 VLDC _OBJS = vldc.o

151 VCC_OBJS = vcce. o

152 VNET_OBJS = vnet.o vnet_gen.o vnet_dds.o vnet_dds_hcall.o
153 vnet _txdring.o vnet_rxdring.o

154 VSW OBJS = vsw. 0 vsw I dc. o vsw phys.o vsw sw tching.o vsw hio.o
155 vsw_txdring.o  vsw rxdring.o

156 VDC_OBJS = vdc.o

157 VDS_0OBJS = vds. o

158 DS PRI _0OBJS = ds_pri.o ds_pri_hcall.o

159 DS_SNVP_OBJS = ds_snnp.o

160 VLDS_0BJS = vlds.o

162 #

163 # M sc nodul es

164 #

165 BOOTDEV_OBJS += boot dev. o

166 DR CPU _OBJS += dr_cpu.o

167 DR_I O 0OBJS +=dr_io.o

168 DR_MEM OBJS += dr_mem o

169 DRCTL_OBJS = drctl.o drctl _inpl.o dr_util.o

170 DS_0OBJS = ds_comon. o ds_drv.o

171 FAULT_ISO OBJS = fault_iso.o0

172 OBPSYM OBJS += obpsym o obpsym 1275. 0

173 PLATSVC OBJS = platsvc. o ndeg. o

174 PClE_M SC _OBJS += pci _cfgacc_4v.o pci_cfgacc_asm o pci_cfgacc.o
176 #

177 # Brand nodul es

178 #

179 SN1_BRAND OBJS = snl_brand.o snl_brand_asm o

180 S10_BRAND OBJS = s10_brand. o s10_brand_asm o

182 #

183 # Per f ormance Counter BackEnd (PCBE) Mbdul es
184 #

185 NI _PCBE_OBJS = ni agara_pche. o

186 N2_PCBE_OBJS = ni agara2_pche. o

188 #

189 # cpu nodul es

190 #

191 CPU_0OBJ += $(0BJS_DI R/ mach_cpu_nodul e. o

192 GENERI C_OBJS = generic. o generic_copy.o common_asm o atomi c.o

\

\
\
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193
194
195
196

198
199
200
201

203
204
205
206
207
208
209
210
211
212
213
214
215
216
217
218
219
220
221

223
224
225

227

NI AGARACPU_OBJS = ni agara. o ni agara_copy. 0 conmon_asm o ni agara_perfctr.o
NI AGARACPU_OBJS += ni agara_asm o0 atomic. o

NI AGARA2CPU_OBJS = ni agara2. 0 ni agara_copy.0 conmon_asm o ni agara_perfctr.o

NI AGARA2CPU_OBJS += ni agara2_asmo atomic.o

#

# pl at f orm nodul e

#

PLATMOD_OBJS = platnod. o

# Section 3: M sc.

#

ALL_DEFS += -Dsun4u - Dsun4dv

I NC_PATH += -1 $( UTSBASE) / sun4v

#

# Since assymh is a derived file, the dependency nust be explicit for
# all files including this file. (This is only actually required in the
# instance when the . make.state file does not exist.) It may seemthat
# the lint targets should also have a simlar dependency, but they don't
# since only C headers are included when #defined(lint) is true.

#

ASSYM DEPS += mach_| ocore. o

ASSYM DEPS += nodul e_sfmmu_asm o

ASSYM _DEPS += generic_asm o generic_copy.o

ASSYM DEPS += ni agara_copy. o niagara_asm o ni agara2_asm o

ASSYM DEPS += mach_subr_asmo swtch.o

ASSYM DEPS += mach_interrupt.o nach_xc. o

ASSYM DEPS += trap_table.o wbuf.o

ASSYM DEPS += mach_sfmmu_asm o sfmu_asm o

#

# kernel cryptographic framework

#

ARCFOUR_OBJS += arcfour.o arcfour_crypt.o



